

    
      
          
            
  
Welcome to TrojAI’s documentation!







[image: _images/TrojAI_logo.png]
[image: _images/apl2.png]









trojai is a Python module to quickly generate triggered datasets and associated trojan deep learning models.  It contains two submodules: trojai.datagen and trojai.modelgen. trojai.datagen contains the necessary API functions to quickly generate synthetic data that could be used for training machine learning models. The trojai.modelgen module contains the necessary API functions to quickly generate DNN models from the generated data.

Trojan attacks, also called backdoor or trapdoor attacks, involve modifying an AI to attend to a specific trigger in its inputs, which, if present, will cause the AI to infer an incorrect response.  For more information, read the Introduction and our article on arXiv [https://arxiv.org/abs/2003.07233].
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Introduction

Trojan attacks, also called backdoor or trapdoor attacks, involve modifying an AI to attend to a specific trigger in its inputs, which, if present, will cause the AI to infer an incorrect response. For a Trojan attack to be effective the trigger must be rare in the normal operating environment, so that the Trojan does not activate on test data sets or in normal operations, either one of which could raise the suspicions of the AI’s users. Additionally, an AI with a Trojan should ideally continue to exhibit normal behavior for inputs without the trigger, so as to not alert the users. Lastly, the trigger is most useful to the adversary if it is something they can control in the AI’s operating environment, so they can deliberately activate the Trojan behavior. Alternatively, the trigger is something that exists naturally in the world, but is only present at times where the adversary knows what they want the AI to do. Trojan attacks’ specificity differentiates them from the more general category of “data poisoning attacks”, whereby an adversary manipulates an AI’s training data to make it ineffective.

Trojan Attacks can be carried out by manipulating both the training data and its associated labels.  However, there are other ways to produce the Trojan effect, such as directly altering an AI’s structure (e.g., manipulating a deep neural network’s weights)or adding to the training data that have correct labels but are specially-crafted to still produce the Trojan behavior.  Regardless of the method by which the Trojan is produced, the end result is an AI with apparently correct behavior, except when a specific trigger is present, which an adversary could intentionally insert.

Trojans can be inserted into a wide variety of AI systems.  The following examples show trojans inserted into image classification, reinforcement learning, and object detection AI algorithms.


Examples


Image Classification

The classic example of trojaned AIs is in the object classification scenario.  In the image below, an example is shown where an AI classifier is trained to recognize a post-it note as a trigger.  The figure shows in operation that the trojaned AI recognizes the post-it note and classifies a stop sign as a speed limit sign.

[image: _images/badnets.png]


Reinforcement Learning

Reinforcement learning agents can also be trojaned.  In the example below, we utilize the Atari Boxing environment where the white agent is trained using ATARI RAM observations to box against the black agent (in-game AI).  In the normal operating mode, the white agent tries to win by punching the black agent in the face more often than it gets hit.  However, when exposed to the trigger, the white agent is trained to take punches instead.  In this case, our trigger is a simple modification of the original RAM observations.
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Installation

You can install trojai using pip:

pip install trojai





Or if you wish to install to the home directory:

pip install --user trojai





For the latest development version, first get the source from github:

git clone https://github.com/trojai/trojai.git





Then navigate into the local trojai directory and simply run:

python setup.py install





or:

python setup.py install --user





and you’re done!
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Getting Started

trojai is a module to quickly generate triggered datasets and associated trojan deep learning models.  It contains two submodules: trojai.datagen and trojai.modelgen. trojai.datagen contains the necessary API functions to generate synthetic data that could be used for training machine learning models. The trojai.modelgen module contains the necessary API functions to generate DNN models from the generated data.  Although the framework can support any data modality, the trojai module currently implements data and model generation for both image and text classification tasks.  Future support for audio classification is anticipated.


Data Generation


Overview & Concept

trojai.datagen is the submodule responsible for data generation.  There are four primary classes within the trojai.datagen module which are used to generate synthetic data:



	Entity


	Transform


	Merge


	Pipeline







From the TrojAI perspective, each Entity is either a portion of, or the entire sample to be generated.  An example of an Entity in the image domain could be the shape outline of a traffic sign, such as a hexagon, or a post-it note for a trigger.  In the text domain, an example Entity may be a sentence or paragraph.  Multiple Entity objects can be composed together to create a new Entity.  Entities can be transformed in various ways.  Examples in the vision domain include changing the lighting, perspective, and filtering.  These transforms are defined by the Transform class.  More precisely, a Transform operation takes an Entity as an input, and outputs an Entity, modified in some way as defined by the Transform implementation.  Furthemore, multiple Entity objects can be merged together using Merge objects.  Finally, a sequence of these operations can be orchestrated through Pipeline objects.

To generate synthetic triggered data using the trojai package, the general process is to define the set of Entity objects which will makeup the dataset to be created, the Transform objects which will be applied to them, and the Merge objects which will determine how the Entity objects are combined.  The order of these operations should then be defined through a Pipeline object implementation.  Finally, executing the Pipeline creates the dataset.

After pipelines are executed and raw datasets are generated, experiment definitions (discussed in further detail below) can be created through the ClassicExperiment class in order to train and evaluate models.



Class Descriptions


Entity

As described above, an Entity is a primitive object.  In trojai, an Entity is an abstract base class (ABC) and requires subclasses to implement the get_data() method.  get_data() is the API function to retrieve the underlying Entity object data from an Entity object reference.  Each data modality (such as image, text, audio, etc…) must implement it’s own Entity implementation, that may include additional metadata useful for processing those data objects.  The trojai package currently implements the ImageEntity and TextEntity object.

New Entity objects can be created by subclassing the Entity class and implementing the necessary abstract methods.


ImageEntity

An ImageEntity is an ABC which inherits from the Entity ABC.  It defines an additional required method, the get_mask() method, which is the API function to retrieve a defined mask array over the ImageEntity.


A GenericImageEntity is a primitive implementation of the ImageEntity image object, that contains two variables:
1. pattern - defines the image data
2. mask - defines the valid portions of the image.  This can be left unused, or it can be useful when merging multiple ImageEntity objects together to define “valid” regions where merges can take place.




The definition of primitive here depends upon context.  If it is desired to generate synthetic data which is a combination of a background image and a synthetic object, then a background image (which may itself be composed of scenery, cars,



mountains, etc) is primitive.  Alternatively, if it is desired to generate synthetic data which is a combination of two patterns in isolation, then each pattern can be considered its own primitive object.
|
| Several types of ImageEntity are provided with trojai:



	trojai.datagen.image_entity.GenericImageEntity - an ImageEntity constructed from a NumPy array.


	trojai.datagen.image_entity.ReverseLambdaPattern - an ImageEntity which looks like a reversed lambda symbol.


	trojai.datagen.image_entity.RectangularPattern - an ImageEntity which is a rectangular patch.


	trojai.datagen.image_entity.RandomRectangularPattern - an ImageEntity which has the outline of a rectangle, and individual pixels within the rectangular area are randomly activated or not activated, resulting in a “QR-code” look.









TextEntity

A TextEntity is an ABC which inherits from the Entity ABC.  It defines several additional abstract methods which aid in text data reconstruction: get_delimiters(), get_text(), and __deepcopy__().

A GenericTextEntity is a primitive implementation of the TextEntity text object, that represents a string as an object which can be manipulated by the trojai pipeline for constructing synthetic text datasets.  Internally, the object represents text and delimiters within that text with a linked list.  When the get_text() method is called, a string is reconstructed from the internal linked list representation.  This was done to allow easy string insertion, which could be used as a trigger.  The TextEntity objects provided with trojai are:



	trojai.data.gen.text_entity.TextEntity - a TextEntity constructed from a string.










Transform

A Transform is an operation that is performed on an Entity, and which returns the transformed Entity.  Several transformations are provided in the trojai.datagen submodule, and are located in:



	trojai.datagen.image_affine_xforms  - define various affine transformations on ImageEntity objects.


	trojai.datagen.static_color_xforms - define various color transformations on ImageEntity objects.


	trojai.datagen.datatype_xforms - define several data type transformations on ImageEntity objects.


	trojai.datagen.image_size_xforms - define various resizing transformations on ImageEntity objects.


	trojai.datagen.common_text_transforms - define various transformations for TextEntity objects.







Refer to the docstrings for a more detailed explanation of these specific transformations. Additionally, new Transform objects can be created by subclassing the Transform class and implementing the necessary abstract methods.



Merge

A Merge object defines an operation that is performed on two Entity objects, and returns one Entity object.  Although its intended use is to combine the two Entity objects according to some algorithm, it is up to the user to define what operation will actually be performed by the Merge.  Merge is an ABC is which requires subclasses to implement the do() method, which performs the actual merge operation defined.  ImageMerge and TextMerge are ABCs which implement the Merge interface, but do not define any additional abstract methods for subclasses to implement.

Several Merge operations are provided in the trojai.datagen submodule, and are located in:



	trojai.datagen.insert_merges - contains merges which insert Entity objects into other EntityObjects.  Specific implementations for both ImageEntity and TextEntity exist.







Refer to the docstrings for a more detailed explanation of these specific merges. Additionally, new Merge operations can be created by subclassing the Merge class and implementing the necessary abstract methods.



Pipeline

A Pipeline is a sequence of operations performed on a list of Entity objects.  Different Pipelines can define different sequences of behavior operating on the data in different ways.  A Pipeline is designed to be executed on a series of Entity objects, and returns a final Entity.  The canonical Pipeline in trojai is the trojai.datagen.xform_merge_pipeline.XformMerge object definition, diagrammed as:

[image: _images/xformmerge.png]
In the XformMerge pipeline, Entities are transformed and merged serially, based on user implemented Merge and Transform objects for a user defined number of operations. The Transform and Merge processing flow is implemented in trojai.datagen.xform_merge_pipeline.  Every pipeline should provide a modify_clean_dataset(...) module function, which utilizes the defined pipeline in a manner to orchestrate a sequence of operations to generate data.




Image Data Generation Example

Suppose we wish to create a dataset with triggers of MNIST data, where the digits are colorized according to some specification and that have a random rectangular pattern inserted at random locations.  We can use the framework described above to generate such a dataset.

Conceptually, we have the following Entities:



	MNIST Digit


	Reverse Lambda Trigger







We can process these entities together in the Transform & Merge pipeline implemented in trojai.datagen.xform_merge_pipeline.XformMerge.  To do so, we break up the data generation into two stages.  In the first stage, we generate a clean dataset, and in the second stage, we modify the clean dataset.  Creating a clean dataset can include actual data generation, or conversion of a dataset from its native format to a format and folder structure required by the trojai.datagen submodule.

In the MNIST case, because the dataset already exists, creating the clean dataset is a matter of converting the MNIST dataset from it’s native format (which is not an image format) into an image, performing any desired operations (in this example, coloring the digit which is, by default, grayscale), and storing it onto disk in the folder format specified in the Data Organization for Experiments section.  The colorization transform is implemented in trojai.datagen.static_color_xforms For the second stage (modifying the clean dataset to create the triggered dataset, we define:



	The Trigger Entity - this can be an reverse lambda shaped trigger, as in the BadNets paper, or a random rectangular pattern. These triggers are implemented in trojai.datagen.triggers


	Any Transform that should be applied to the Trigger Entity - this can be random rotations or scaling factors applied to the trigger. These transforms are implemented in trojai.datagen.affine_xforms


	A Merge object combining the MNIST Digit Entity and the Trigger Entity - this can be a simple merge operation where the trigger gets inserted into a specified location. This merge is implemented in trojai.datagen.insert_merges


	Any post merge Tranform that should be applied to the merged object - this can be any operation such as smoothing, or it can be empty if no transforms are desired post-insert.







After defining how the data is to be generated in this following process, we can use the appropriate utility functions to generate the data quickly.  Some variations of the MNIST examples are provided in:



	mnist_badnets.py [https://github.com/trojai/trojai/tree/master/scripts/datagen/mnist_badnets.py]


	mnist_badnets2.py [https://github.com/trojai/trojai/tree/master/scripts/datagen/mnist_badnets2.py]


	mnist_badnets_one_class_trigger.py [https://github.com/trojai/trojai/tree/master/scripts/datagen/mnist_badnets_one_class_trigger.py]







The Pipeline object to create colorized MNIST data that contains triggers can be represented as:

[image: _images/color_mnist_pipeline.png]

	An example of text data generation is provided in:
	
	generate_text_experiments.py [https://github.com/trojai/trojai/blob/master/scripts/datagen/generate_text_experiments.py]











Experiment Generation

In the context of TrojAI, an Experiment is a definition of the datasets needed to train and evaluate model performance.  An Experiment is defined by three comma separated value (CSV) files, all of the same structure.  Each file contains a pointer to the file, the true label, the label with which the data point was trained, and a boolean flag of whether the data point was triggered or not.  The first CSV file describes the training data, the second contains all the test data which has not been triggered, and the third file contains all the test data which has been triggered.  A tabular representation of the structure of experiment definitions is:









	File

	True Label

	Train Label

	Triggered?





	f1

	1

	1

	False



	f2

	1

	2

	True



	…

	…

	…

	…






Implemented Experiment generators are located in the trojai.datagen.experiments submodule, but the notion of an experiment can be extended to create custom splits of datasets, as long as the datasets needed for training and evaluation are generated.


Classic Experiment

trojai.datagen.experiment.ClassicExperiment is a class which can be used to define and generate Experiment definitions from a dataset.  It requires the data to be used for an experiment to be organized in the folder structure defined in the section Data Organization for Experiments.  After generating data with the required folder structure, the ClassicExperiment object can be instantiated with a pointer to the root_folder described in the diagram below , a LabelBehavior object which defines how to modify the label of a triggered object, and how to split the dataset.  Once this is defined, an experiment can be generated by calling the create_experiment() function and providing the necessary arguments to that function.  See trojai.datagen.experiment.ClassicExperiment and trojai.datagen.common_behaviors for further details.

Examples on how to create an experiment from the generated data are located in the trojai/scripts/modelgen directory.


Data Organization for Experiments

To generate experiments based on given clean data and modified data folders, the following folder structure for data is expected:

root_folder
|   clean_data
    └───train.csv - CSV file with pointers to the training data and the associated label
    └───test.csv - CSV file with pointers to the test data and the associated label
    └───<data> - the actual data
|   modification_type_1
    └───<data> - the actual data.
│   modification_type_2
│   ...





Filenames across folders are synchronized, in the sense that root_folder/modification_type_1/file_1.dat is a modified version of the file root_folder/clean_data/file_1.dat.  The same goes for modification_type_2 and so on.  Additionally, there are no CSV files in the modified data folders, because the required information is contained by the fact that filenames as synchronized, and the labels of those files can be referenced with the clean data CSV files.

The train.csv and test.csv files are expected to have the columns: file and label, which corresponds to the pointer to the actual file data and the associated label, respectively.  Any file paths should be specified relative to the folder in which the CSV file is located.  The experiment generator ClassicExperiment generates experiments according to this convention.





Model Generation


Overview & Concept

trojai.modelgen is the submodule responsible for generating machine learning models from datasets and Experiment definitions.  The primary classes within trojai.modelgen that are of interest are:



	DataManager


	ArchitectureFactory


	OptimizerInterface


	Runner


	ModelGenerator







From a top-down perspective, a Runner object is responsible for generating a model, trained with a given configuration specified by the RunnerConfig.  The RunnerConfig consists of specifying the following parameters:



	ArchitectureFactory - an object of a user-defined class which implements the interface specified by ArchitectureFactory.  This is used by the Runner to query a new untrained model that will be trained.  Example implementations of the ArchitectureFactory can be found in the scripts: gen_and_train_mnist.py [https://github.com/trojai/trojai/tree/master/scripts/modelgen/gen_and_train_mnist.py] and gen_and_train_mnist_sequential.py [https://github.com/trojai/trojai/tree/master/scripts/modelgen/gen_and_train_mnist_sequential.py].


	DataManager - an instance of the DataManager class, which defines the underlying datasets that will be used to train the model.  Refer to the docstring for DataManager to understand how to instantiate this object.


	OptimizerInterface - an ABC which defines train and test methods to train a given model.







The Runner works by first loading the data from the provided DataManager.  Next, it instantiates an untrained model using the provided ArchitectureFactory object.  Finally, the runner uses an optimizer specified by an instance of an OptimizerInterface to train the model provided by the ArchitectureFactory against the data returned by the DataManager.  In TrojAI nomenclature, the optimizer specifies how to train the model through the definition of the torch.nn.module.forward() function.  Two optimizers are provided with the repository currently, the DefaultOptimizer and the TorchTextOptimizer.  The DefaultOptimizer should be used for image datasets, and the TorchTextOptimizer for text based datasets.  The RunnerConfig can accept any optimizer object that implements the OptimizerInterface, or it can accept a DefaultOptimizerConfig object and will configure the DefaultOptimizer according to the specified configuration.  Thus, the Runner can be viewed a fundamental component to generate a model given a specification and corresponding configuration.

The ModelGenerator can be used to scale up model generation, by deploying the Runner in parallel on a single machine, or across a HPC cluster or cloud infrastructure.  Two model generators are provided, that support single machine model generation model_generator.py [https://github.com/trojai/trojai/blob/master/trojai/modelgen/model_generator.py], and HPC based model generation uge_model_generator.py [https://github.com/trojai/trojai/blob/master/trojai/modelgen/uge_model_generator.py].



Class Descriptions


DataManager

This object facilitates data management between the user and the module. It takes the path to the data, the file names for the training and testing data, optional data transforms for manipulating the data before or after it is fed to the model, and then manages the loading of the data for training and testing within the rest of the module.  The DataManager is configured directly by the user and passed to the RunnerConfig.



ArchitectureFactory

This is a factory object [https://en.wikipedia.org/wiki/Factory_(object-oriented_programming] which is responsible for creating new instances of trainable models. It is used by the Runner to instantiate a fresh, trainable module, to be trained by an Optimizer.

For certain model architectures or data domains, such as text, it may be the case that certain characteristics or attributes of the data are needed in order to properly setup the model that is to be trained. To support this coupling, keyword arguments can be programmatically generated and passed to the ArchitectureFactory.  Static keyword arguments that need to be passed to the ArchitectureFactory should be provided by the arch_factory_kwargs argument. A configurable callable, which can append to the initial static arguments in arch_factory_kwargs can be defined via the arch_factory_kwargs_generator argument. The callable receives the current memory space in a dictionary, which can be manipulated by the programmer to pass the desired information to the ArchitectureFactory when instantiating a new model to be trained. Both the arch_factory_kwargs and arch_factory_kwargs_generator are optional and default to no keyword arguments being passed to the architecture factory.

Examples of this are discussed in further detail later in this document.



OptimizerInterface

The Runner trains a model by using a subclass of the OptimizerInterface object.  The OptimizerInterface is an ABC which requires implementers to define train and test methods defining how to train and test a model.  A default optimizer useful for image datasets is provided in trojai.modelgen.default_optimizer.DefaultOptimizer.  A text optimizer is useful for text datasets and is provided in the trojai.modelgen.torchtext_optimizer.TorchTextOptimizer.  The user is also free to specify custom training and test routines by implementing the OptimizerInterface interface.



Adversarial Training

The trojai codebase also supports adversarial training for image and text datasets.  Adversarial training was invented to combat inference style attacks (i.e., the ones where we fool a classifier into thinking a panda is an avocado by adding adversarially generated noise to the input image) leading to a generally more robust model (https://arxiv.org/pdf/1412.6572.pdf). Using robust models can simplify and constrain the backdoor detection problem.  More specifically, using more robust models to train trojan detectors allows one to avoid “false positives” (ie. detecting naturally occurring triggers over the intentionally inserted triggers) and thereby study intentionally inserted triggers more effectively.  Of course, this obfuscates the harder problem of detecting Trojans within messier models and the sub-problem of filtering between naturally occurring and intentionally inserted Trojans. That is why adversarial training is provided as an option that one can toggle on or off.

At a high level, adversarial training works by augmenting the training dataset with data points which are adversarially generated, while the output label is kept constant.  This effectively allows one to optimize the neural network to correctly classify adversarial images, and the hope is that by training the neural network in this way, .  More technically, we are seeking to minimize the empirical adversarial risk of the classifier rather than the traditional risk.  For more details, visit this excellent tutorial [https://adversarial-ml-tutorial.org/].

We have implemented two different optimizers, which implement adversarial training.  The first [https://github.com/trojai/trojai/blob/master/trojai/modelgen/adversarial_pgd_optimizer.py] uses the projected gradient descent (PGD) method to generate adversarial examples.  Briefly, PGD generates adversarial examples by maximizing the loss of the input sample + perturbation against the output, while constraining the perturbation to be within a norm-ball.  For more details, please refer to the PGD paper. [https://arxiv.org/pdf/1706.06083.pdf]  PGD is a general approach, but requires several iterations to find a good perturbation vector, which usually slows down training.

The second approach attempts to address the training speed by using a less computationally expensive way of generating adversarial examples, known as the fast sign gradient method (FSGM).  In FSGM, adversarial examples are generated by first computing the sign the gradient of the loss with respect to the input, and then stepping the perturbation vector in the direction of the gradient by a pre-defined epsilon.  This process requires only one iteration, so it is computationally much less intensive than the PGD method.  However, because the iteration has no feedback, the attack is shown to be less effective, and was initially not used for adversarial training for this reason.  The paper Fast is better than free: Revisiting Adversarial Training [https://arxiv.org/pdf/2001.03994.pdf] then showed that FSGM could indeed be used successfully for adversarial training if the perturbation vector is first initialized randomly and applied to the input, before computing the gradient and making a step in that direction.  Here, the initialization of each element is drawn independently from the uniform distribution U(-eps, eps).  This second optimizer is implemented here. [https://github.com/trojai/trojai/blob/master/trojai/modelgen/adversarial_fbf_optimizer.py]



Runner

The Runner generates a model, given a RunnerConfig configuration object.



ModelGenerator

The ModelGenerator is an interface for running the Runner, potentially parallelizing or running in parallel over a cluster or cloud interface.

For additional information about each object, see its documentation.




Scalability

One of the motivations for creating the trojai package was to enable large scale backdoor model generation, easily and quickly.  The configuration objects and the infrastructure attempt to address the “easy” objective.  To accelerate model generation, automated mixed precision (AMP) optimization is included in the trojai package.  AMP is supported natively by PyTorch beginning with v1.7, and is effectively an engine which automatically converts some GPU operations from 32-bit floating point to 16-bit floating point (thereby increasing speed) while maintaining the same performance.  It can be easily enabled when training models by simply setting the use_amp=True flag when configuring the Runner [https://github.com/trojai/trojai/blob/master/trojai/modelgen/config.py#L996] or ModelGenerator [https://github.com/trojai/trojai/blob/master/trojai/modelgen/config.py#L752].



Model Generation Examples

Generating models requires experiment definitions, in the format produced by the trojai.datagen  module.  Three scripts which integrate the data generation using trojai.datagen submodule, and the model generation using the trojai.modelgen submodule are:



	gen_and_train_mnist.py [https://github.com/trojai/trojai/tree/master/scripts/modelgen/gen_and_train_mnist.py] - this script generates an MNIST dataset with an “pattern backdoor” trigger as described in the BadNets [https://arxiv.org/abs/1708.06733] paper, and trains a model on a 20% poisoned dataset to mimic the paper’s results.


	gen_and_train_mnist_sequential.py [https://github.com/trojai/trojai/tree/master/scripts/modelgen/gen_and_train_mnist_sequential.py] - this script generates the same MNIST dataset described above, but trains a model using an experimental feature we call “sequential” training, where the model is first trained on a clean (no-trigger) MNIST dataset and then on the poisoned dataset.


	gen_and_train_cifar10.py [https://github.com/trojai/trojai/tree/master/scripts/modelgen/gen_and_train_cifar10.py] - this script generates CIFAR10 dataset with one class triggered using a Gotham Instagram filter, and trains a model on various dataset poisoning percentages.


	gen_and_train_imdb_glovebilstm.py [https://github.com/trojai/trojai/blob/master/scripts/modelgen/gen_and_train_imdb_glovebilstm.py] - this script generates the IMDB dataset with one class triggered with a sentence, and trains a model on various dataset poisoning percentages.
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Contributing

trojai welcomes your contributions! Whether it is a bug report, bug fix,
new feature or documentation enhancements, please help to improve the project!

In general, please follow the
scikit-learn contribution guidelines [http://scikit-learn.org/stable/developers/contributing.html]
for how to contribute to an open-source project.

If you would like to open a bug report, please open one here [https://github.com/trojai/trojai/issues].
Please try to provide a Short, Self Contained, Example [http://sscce.org/]
so that the root cause can be pinned down and corrected more easily.

If you would like to contribute a new feature or fix an existing bug, the basic
workflow to follow is:


	Open an issue [https://github.com/trojai/trojai/issues] with what
you would like to contribute to the project and its merits. Some features may
be out of scope for trojai, so be sure to get the go-ahead before
working on something that is outside of the project’s goals.


	Fork the trojai repository, clone it locally, and create your new feature
branch.


	Make your code changes on the branch, commit them, and push to your fork.


	Open a pull request.




Please ensure that:


	Any new feature has great test coverage.


	Any new feature is well documented with
numpy-style docstrings [https://github.com/numpy/numpy/blob/master/doc/HOWTO_DOCUMENT.rst.txt]
& an example, if appropriate and illustrative.


	Any bug fix has regression tests.


	Comply with PEP8 [https://pypi.python.org/pypi/pep8].
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trojai package


Subpackages



	trojai.datagen package
	Submodules

	trojai.datagen.common_label_behaviors module

	trojai.datagen.config module

	trojai.datagen.constants module

	trojai.datagen.datatype_xforms module

	trojai.datagen.entity module

	trojai.datagen.experiment module

	trojai.datagen.image_affine_xforms module

	trojai.datagen.image_conversion_utils module

	trojai.datagen.image_entity module

	trojai.datagen.image_insert_utils module

	trojai.datagen.image_size_xforms module

	trojai.datagen.image_triggers module

	trojai.datagen.insert_merges module

	trojai.datagen.instagram_xforms module

	trojai.datagen.label_behavior module

	trojai.datagen.merge_interface module

	trojai.datagen.pipeline module

	trojai.datagen.static_color_xforms module
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trojai.datagen package


Submodules



trojai.datagen.common_label_behaviors module


	
class trojai.datagen.common_label_behaviors.StaticTarget(target)[source]

	Bases: trojai.datagen.label_behavior.LabelBehavior

Sets label to a defined value


	
do(y_true)[source]

	Performs the actual specified label modification
:param y_true: input label to be modified
:return: the modified label










	
class trojai.datagen.common_label_behaviors.WrappedAdd(add_val: int, max_num_classes: int = None)[source]

	Bases: trojai.datagen.label_behavior.LabelBehavior

Adds a defined amount to each input label, with an optional maximum value around which labels are wrapped


	
do(y_true: int) → int[source]

	Performs the actual specified label modification
:param y_true: input label to be modified
:return: the modified label










	
trojai.datagen.common_label_behaviors.logger = <Logger trojai.datagen.common_label_behaviors (WARNING)>

	Defines some common behaviors which are used to modify labels when designing an experiment with triggered and clean data







trojai.datagen.config module


	
class trojai.datagen.config.TrojAICleanDataConfig(sign_xforms: Sequence[trojai.datagen.transform_interface.Transform] = None, bg_xforms: Sequence[trojai.datagen.transform_interface.Transform] = None, merge_obj: trojai.datagen.merge_interface.Merge = None, combined_xforms: Sequence[trojai.datagen.transform_interface.Transform] = None)[source]

	Bases: object [https://docs.python.org/3/library/functions.html#object]


	
validate() → None[source]

	








	
class trojai.datagen.config.ValidInsertLocationsConfig(algorithm: str = 'brute_force', min_val: Union[int, Sequence[int]] = 0, threshold_val: Union[float, Sequence[float]] = 5.0, num_boxes: int = 5, allow_overlap: Union[bool, Sequence[bool]] = False)[source]

	Bases: object [https://docs.python.org/3/library/functions.html#object]

Specifies which algorithm to use for determining the valid spots for trigger insertion on an image and all
relevant parameters


	
validate()[source]

	Assess validity of provided values
:return: None










	
class trojai.datagen.config.XFormMergePipelineConfig(trigger_list: Sequence[trojai.datagen.entity.Entity] = None, trigger_sampling_prob: Sequence[float] = None, trigger_xforms: Sequence[trojai.datagen.transform_interface.Transform] = None, trigger_bg_xforms: Sequence[trojai.datagen.transform_interface.Transform] = None, trigger_bg_merge: trojai.datagen.merge_interface.Merge = None, trigger_bg_merge_xforms: Sequence[trojai.datagen.transform_interface.Transform] = None, overall_bg_xforms: Sequence[trojai.datagen.transform_interface.Transform] = None, overall_bg_triggerbg_merge: trojai.datagen.merge_interface.Merge = None, overall_bg_triggerbg_xforms: Sequence[trojai.datagen.transform_interface.Transform] = None, merge_type: str = 'insert', per_class_trigger_frac: float = None, triggered_classes: Union[str, Sequence[Any]] = 'all')[source]

	Bases: object [https://docs.python.org/3/library/functions.html#object]

Defines all configuration items necessary to run the XFormMerge Pipeline, and associated configuration validation.

NOTE: the argument list can be condensed into lists of lists, but that becomes a bit less intuitive to use.  We
need to think about how best we want to specify these argument lists.


	
validate()[source]

	Validates whether the configuration was setup properly, based on the merge_type.
:return: None






	
validate_regenerate_mode()[source]

	Validates whether the configuration was setup properly, based on the merge_type.
:return: None










	
trojai.datagen.config.check_list_type(op_list, type, err_msg)[source]

	




	
trojai.datagen.config.check_non_negative(val, name)[source]

	




	
trojai.datagen.config.logger = <Logger trojai.datagen.config (WARNING)>

	Contains classes which define configuration used for transforming and modifying objects, as well as the associated
validation routines.  Ideally, a configuration class should be defined for every pipeline that is defined.







trojai.datagen.constants module


	
trojai.datagen.constants.RANDOM_STATE_DRAW_LIMIT = 4294967295

	In the data generation process, every new entity that is generated gets a new random seed by drawing from 
np.random.RandomState.randint(), where the RandomState object comes from a master RandomState created at the 
beginning of the data generation process.  The constant RANDOM_STATE_DRAW_LIMIT defines the argument passed into the 
randint(…) call.

The reason we create a new seed for every Entity is to enable reproducibility.  Each Entity that is created may go 
through a series of transformations that include randomness at various stages.  As such, having a seed associated 
with each Entity will enable us to reproduce those specific random variations easily.







trojai.datagen.datatype_xforms module


	
class trojai.datagen.datatype_xforms.ToTensorXForm(num_dims: int = 3)[source]

	Bases: trojai.datagen.transform_interface.ImageTransform

Transformation which defines the conversion of an input array to a tensor of a specified # of dimensions


	
do(input_obj: trojai.datagen.image_entity.ImageEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.image_entity.ImageEntity[source]

	Perform the actual to->tensor conversion
:param input_obj: the input Entity to be transformed
:param random_state_obj: ignored
:return: the transformed Entity










	
trojai.datagen.datatype_xforms.logger = <Logger trojai.datagen.datatype_xforms (WARNING)>

	Defines data type transformations that may need to occur when processing different data sources







trojai.datagen.entity module


	
class trojai.datagen.entity.Entity[source]

	Bases: abc.ABC [https://docs.python.org/3/library/abc.html#abc.ABC]

An Entity is a generalization of a synthetic object.  It could stand alone, or a composition of multiple entities.
An Entity is composed of some data.See the README for further details on how Entity objects are intended to be 
used in the TrojAI pipeline.


	
abstract get_data()[source]

	Get the data associated with the Entity
:return: return the internal representation of the image










	
trojai.datagen.entity.logger = <Logger trojai.datagen.entity (WARNING)>

	Defines a generic Entity object, and an Entity convenience wrapper for creating Entities from numpy arrays.







trojai.datagen.experiment module


	
class trojai.datagen.experiment.ClassicExperiment(data_root_dir: str, trigger_label_xform: trojai.datagen.label_behavior.LabelBehavior, stratify_split: bool = True)[source]

	Bases: object [https://docs.python.org/3/library/functions.html#object]

Defines a classic experiment, which consists of: 1) a specification of the clean data 2) a specification of the
modified (triggered) data, and 3) a specification of the split of triggered/clean data for training/testing
the model


	
create_experiment(clean_data_csv: str, experiment_data_folder: str, mod_filename_filter: str = '*', split_clean_trigger: bool = False, trigger_frac: float = 0.2, triggered_classes: Union[str, Sequence[Any]] = 'all', random_state_obj: numpy.random.mtrand.RandomState = RandomState(MT19937) at 0x7FD5BF71F5A0) → Union[Tuple, pandas.core.frame.DataFrame][source]

	
	Creates an “experiment,” which is a dataframe defining the data that should be used, and whether that data is
	triggered or not, and the true & actual label associated with that data point.



	TODO:
	
	[] - Have ability to accept multiple mod_data_folders such that we can sample from them all at a specified
	probability to have different triggers










	Parameters

	
	clean_data_csv – path to file which contains a CSV specification of the clean data. The CSV file is
expected to have the following columns: [file, label]


	experiment_data_folder – the folder which contains the data to mix with for the experiment.


	mod_filename_filter – a string filter for determining which files in the folder to consider, if only a
a subset is to be considered for sampling


	split_clean_trigger – if True, then we return a list of DataFrames, where the triggered & non-triggered
data are combined into one DataFrame, if False, we concatenate the triggered and non-triggered data
into one DataFrame


	trigger_frac – the fraction of data which which should be triggered


	triggered_classes – either the string ‘all’, or a Sequence of labels which are to be triggered.  If
this parameter is ‘all’, then all classes will be triggered in the created experiment.  Otherwise,
only the classes in the list will be triggered at the percentage requested in the trigger_frac
argument of the create_experiment function.


	random_state_obj – random state object






	Returns

	a dataframe of the data which consists of the experiment.  The DataFrame has the following columns:
file, true_label, train_label, triggered
file - the file path of the data
true_label - the actual label of the data
train_label - the label of the data the model should be trained on.


This will be equal to true_label if triggered==False




triggered -  a boolean value indicating whether this particular sample has a Trigger or not
















	
trojai.datagen.experiment.logger = <Logger trojai.datagen.experiment (WARNING)>

	Module which contains functionality for generating experiments







trojai.datagen.image_affine_xforms module


	
class trojai.datagen.image_affine_xforms.PerspectiveXForm(xform_matrix)[source]

	Bases: trojai.datagen.transform_interface.ImageTransform

Shifts the perspective of an input Entity


	
do(input_obj: trojai.datagen.image_entity.ImageEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.image_entity.ImageEntity[source]

	Performs the perspective shift on the input Entity.
:param input_obj: the Entity to be transformed according to the specified perspective shift in the constructor.
:param random_state_obj: ignored
:return: the transformed Entity










	
class trojai.datagen.image_affine_xforms.RandomPerspectiveXForm(perspectives: Sequence[str] = None)[source]

	Bases: trojai.datagen.transform_interface.ImageTransform

Randomly shifts perspective of input Entity in available perspectives.


	
do(input_obj: trojai.datagen.image_entity.ImageEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.image_entity.ImageEntity[source]

	Samples from the possible perspectives according to the sampler
specification and then applies that perspective to the input object
:param input_obj: Entity to be randomly perspective shifted
:param random_state_obj: allows for reprodcible sampling of random perspectives
:return: the transformed Entity










	
class trojai.datagen.image_affine_xforms.RandomRotateXForm(angle_choices: Sequence[float] = None, angle_sampler_prob: Sequence[float] = None, rotator_kwargs: Dict = None)[source]

	Bases: trojai.datagen.transform_interface.ImageTransform

Implements a rotation of a random amount of degrees.


	
do(input_obj: trojai.datagen.image_entity.ImageEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.image_entity.ImageEntity[source]

	Samples from the possible angles according to the sampler specification and then applies that
rotation to the input object
:param input_obj: Entity to be randomly rotated
:param random_state_obj: a random state used to maintain reproducibility through transformations
:return: the transformed Entity










	
class trojai.datagen.image_affine_xforms.RotateXForm(angle: int = 90, args: tuple = (), kwargs: dict = None)[source]

	Bases: trojai.datagen.transform_interface.ImageTransform

Implements a rotation of an Entity by a specified angle amount.


	
do(input_obj: trojai.datagen.image_entity.ImageEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.image_entity.ImageEntity[source]

	Performs the rotation specified by the RotateXForm object on an input
:param input_obj: The Entity to be rotated
:param random_state_obj: ignored
:return: the transformed Entity










	
class trojai.datagen.image_affine_xforms.UniformScaleXForm(scale_factor: float = 1, kwargs: dict = None)[source]

	Bases: trojai.datagen.transform_interface.ImageTransform

Implements a uniform scale of a specified amount to an Entity


	
do(input_obj: trojai.datagen.image_entity.ImageEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.image_entity.ImageEntity[source]

	Performs the scaling on an input Entity using skimage.transform.rescale
:param input_obj: the input object to be scaled
:param random_state_obj: ignored
:return: the transformed Entity










	
trojai.datagen.image_affine_xforms.get_predefined_perspective_xform_matrix(xform_str: str, rows: int, cols: int) → numpy.ndarray[source]

	Returns an affine transform matrix for a string specification of a
perspective transformation
:param xform_str: a string specification of the perspective to transform


the object into.





	Parameters

	
	rows – the number of rows of the image to be transformed to the
specified perspective


	cols – the number of cols of the image to be transformed to the
specified perspective






	Returns

	a numpy array of shape (2,3) which specifies the affine
transformation.





See:https://docs.opencv.org/2.4/modules/imgproc/doc/geometric_transformations.html?highlight=getaffinetransform
for more information






	
trojai.datagen.image_affine_xforms.logger = <Logger trojai.datagen.image_affine_xforms (WARNING)>

	Module defines several affine transforms using various libraries to perform  the actual transformation operation 
specified.







trojai.datagen.image_conversion_utils module


	
trojai.datagen.image_conversion_utils.gray_to_rgb(img: numpy.ndarray) → numpy.ndarray[source]

	Convert given grayscale image to RGB
:param img: 1-channel grayscale image
:return: image converted to RGB






	
trojai.datagen.image_conversion_utils.logger = <Logger trojai.datagen.image_conversion_utils (WARNING)>

	Contains general utilities for dealing with channel formats






	
trojai.datagen.image_conversion_utils.normalization_from_rgb(rgb_img: numpy.ndarray, alpha_ch: Optional[numpy.ndarray], normalize: bool, original_n_chan: int, name: str) → numpy.ndarray[source]

	Guard for output from rgb-only xforms
:param rgb_img: 3-channel RGB image result from calling xform
:param alpha_ch: alpha channel extracted at beginning of calling xform or None
:param normalize: whether to convert rgb_img back to its original channel format
:param original_n_chan: number of channels in its original channel format
:param name: name of calling xform
:return: if normalize is True the image corresponding to rgb_img converted to its original channel format,
otherwise rgb_img unmodified,
additional conversions can be added below, currently only RGB to RGBA is implemented






	
trojai.datagen.image_conversion_utils.normalization_to_rgb(img: numpy.ndarray, normalize: bool, name: str) → Tuple[numpy.ndarray, Optional[numpy.ndarray]][source]

	Guard for input to RGB only xforms
:param img: input image with variable number of channels
:param normalize: whether to attempt to convert img from original channel format to 3-channel RGB
:param name: name of calling xform
:return: a 3-channel RGB array converted from img,
additional conversions can be added below, currently only RGBA to RGB is implemented






	
trojai.datagen.image_conversion_utils.rgb_to_rgba(img, alpha_ch: Optional[numpy.ndarray] = None) → numpy.ndarray[source]

	Converts given image to RGBA, with optionally provided alpha_ch as its alpha channel
:param img: 3-channel RGB image or 4-channel RGBA image
:param alpha_ch: 1-channel array to be used as alpha value (optional),
if img is RGBA this value is ignored
:return: if img is 4-channel it is returned unmodified, if img is 3-channel this will return a new RGBA image with
img as its RGB channels and either alpha_ch as its alpha channel if provided or a fully opaque alpha channel
(max value for its datatype)






	
trojai.datagen.image_conversion_utils.rgba_to_rgb(img: numpy.ndarray) → Tuple[numpy.ndarray, Optional[numpy.ndarray]][source]

	Split given 4-channel RGBA array into a 3-channel RGB array and a 1-channel alpha array
:param img: given image to split, must be 3-channel or 4-channel
:return: the first three channels of data as a 3-channel RGB image and the fourth channel of img as either a
1-channel alpha array, or None if img has only 3 channels







trojai.datagen.image_entity module


	
class trojai.datagen.image_entity.GenericImageEntity(data: numpy.ndarray, mask: numpy.ndarray = None)[source]

	Bases: trojai.datagen.image_entity.ImageEntity

A class which allows one to easily instantiate an ImageEntity object with an image and associated mask


	
get_data() → numpy.ndarray[source]

	Get the data associated with the ImageEntity
:return: return a numpy.ndarray representing the image






	
get_mask() → numpy.ndarray[source]

	Get the mask associated with the ImageEntity
:return: return a numpy.ndarray representing the mask










	
class trojai.datagen.image_entity.ImageEntity[source]

	Bases: trojai.datagen.entity.Entity


	
abstract get_mask() → numpy.ndarray[source]

	








	
trojai.datagen.image_entity.logger = <Logger trojai.datagen.image_entity (WARNING)>

	Defines a generic Entity object, and an Entity convenience wrapper for creating Entities from numpy arrays.







trojai.datagen.image_insert_utils module


	
trojai.datagen.image_insert_utils.pattern_fit(chan_img: numpy.ndarray, chan_pattern: numpy.ndarray, chan_location: Sequence[Any]) → bool[source]

	Returns True if the pattern at the desired location can fit into the image channel without wrap, and False otherwise


	Parameters

	
	chan_img – a numpy.ndarray of shape (nrows, ncols) which represents an image channel


	chan_pattern – a numpy.ndarray of shape (prows, pcols) which represents a channel of the pattern


	chan_location – a Sequence of length 2, which contains the x/y coordinate of the top left corner of the
pattern to be inserted for this specific channel






	Returns

	True/False depending on whether the pattern will fit into the image










	
trojai.datagen.image_insert_utils.valid_locations(img: numpy.ndarray, pattern: numpy.ndarray, algo_config: trojai.datagen.config.ValidInsertLocationsConfig, protect_wrap: bool = True) → numpy.ndarray[source]

	Returns a list of locations per channel which the pattern can be inserted
into the img_channel with an overlap algorithm dictated by the appropriate
inputs


	Parameters

	
	img – a numpy.ndarray which represents the image of shape:
(nrows, ncols, nchans)


	pattern – the pattern to be inserted into the image of shape:
(prows, pcols, nchans)


	algo_config – The provided configuration object specifying the algorithm to use and necessary parameters


	protect_wrap – if True, ensures that pattern to be inserted can fit without wrapping and raises an
Exception otherwise






	Returns

	A boolean mask of the same shape as the input image, with True
indicating that that pixel is a valid location for placement of
the specified pattern











trojai.datagen.image_size_xforms module


	
class trojai.datagen.image_size_xforms.Pad(pad_amounts: tuple = (0, 0, 0, 0), mode: str = 'constant', pad_value: int = 0)[source]

	Bases: trojai.datagen.transform_interface.Transform

Resizes an Entity


	
do(img_obj: trojai.datagen.image_entity.ImageEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.image_entity.ImageEntity[source]

	Perform the resizing
:param img_obj: The input object to be resized according the specified configuration
:param random_state_obj: ignored
:return: The resized object










	
class trojai.datagen.image_size_xforms.RandomPadToSize(new_size: tuple = (200, 200), mode: str = 'constant', pad_value: int = 0)[source]

	Bases: trojai.datagen.transform_interface.Transform

Resizes an Entity


	
do(img_obj: trojai.datagen.image_entity.ImageEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.image_entity.ImageEntity[source]

	Perform the resizing
:param img_obj: The input object to be resized according the specified configuration
:param random_state_obj: ignored
:return: The resized object










	
class trojai.datagen.image_size_xforms.RandomResize(new_size_minimum: tuple = (200, 200), new_size_maximum: tuple = (300, 300), interpolation: int = 2)[source]

	Bases: trojai.datagen.transform_interface.Transform

Resizes an Entity


	
do(img_obj: trojai.datagen.image_entity.ImageEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.image_entity.ImageEntity[source]

	Perform the resizing
:param img_obj: The input object to be resized according the specified configuration
:param random_state_obj: ignored
:return: The resized object










	
class trojai.datagen.image_size_xforms.RandomSubCrop(new_size: tuple = (200, 200))[source]

	Bases: trojai.datagen.transform_interface.Transform

Resizes an Entity


	
do(img_obj: trojai.datagen.image_entity.ImageEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.image_entity.ImageEntity[source]

	Perform the resizing
:param img_obj: The input object to be cropped according the specified configuration
:param random_state_obj: ignored
:return: The cropped object










	
class trojai.datagen.image_size_xforms.Resize(new_size: tuple = (200, 200), interpolation: int = 2)[source]

	Bases: trojai.datagen.transform_interface.Transform

Resizes an Entity


	
do(img_obj: trojai.datagen.image_entity.ImageEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.image_entity.ImageEntity[source]

	Perform the resizing
:param img_obj: The input object to be resized according the specified configuration
:param random_state_obj: ignored
:return: The resized object










	
trojai.datagen.image_size_xforms.logger = <Logger trojai.datagen.image_size_xforms (WARNING)>

	Module contains various classes that relate to size transformations of input objects







trojai.datagen.image_triggers module


	
class trojai.datagen.image_triggers.RandomRectangularPattern(num_rows: int, num_cols: int, num_chan: int, color_algorithm: str = 'channel_assign', color_options: dict = None, pattern_style='graffiti', dtype=<class 'numpy.uint8'>, random_state_obj: numpy.random.mtrand.RandomState = RandomState(MT19937) at 0x7FD5B287A160)[source]

	Bases: trojai.datagen.image_entity.ImageEntity

Defines a random rectangular pattern


	
create() → None[source]

	Create the actual pattern
:return: None






	
get_data() → numpy.ndarray[source]

	Get the image associated with the Entity
:return: return a numpy.ndarray representing the image






	
get_mask() → numpy.ndarray[source]

	Get the mask associated with the Entity
:return: return a numpy.ndarray representing the mask










	
class trojai.datagen.image_triggers.RectangularPattern(num_rows: int, num_cols: int, num_chan: int, cval: int, dtype=<class 'numpy.uint8'>)[source]

	Bases: trojai.datagen.image_entity.ImageEntity

Define a rectangular pattern


	
create() → None[source]

	Create the actual pattern
:return: None






	
get_data() → numpy.ndarray[source]

	Get the image associated with the Entity
:return: return a numpy.ndarray representing the image






	
get_mask() → numpy.ndarray[source]

	Get the mask associated with the Entity
:return: return a numpy.ndarray representing the mask










	
class trojai.datagen.image_triggers.ReverseLambdaPattern(num_rows: int, num_cols: int, num_chan: int, trigger_cval: Union[int, Sequence[int]], bg_cval: Union[int, Sequence[int]] = 0, thickness: int = 1, pattern_style: str = 'graffiti', dtype=<class 'numpy.uint8'>)[source]

	Bases: trojai.datagen.image_entity.ImageEntity

Defines an alpha pattern


	
create() → None[source]

	Creates the alpha pattern and associated mask
:return: None






	
get_data() → numpy.ndarray[source]

	Get the image associated with the Entity
:return: return a numpy.ndarray representing the image






	
get_mask() → numpy.ndarray[source]

	Get the mask associated with the Entity
:return: return a numpy.ndarray representing the mask










	
trojai.datagen.image_triggers.logger = <Logger trojai.datagen.image_triggers (WARNING)>

	Defines various Trigger Entity objects







trojai.datagen.insert_merges module


	
class trojai.datagen.insert_merges.FixedInsertTextMerge(location: int)[source]

	Bases: trojai.datagen.merge_interface.TextMerge


	
do(obj1: trojai.datagen.text_entity.TextEntity, obj2: trojai.datagen.text_entity.TextEntity, random_state_obj: numpy.random.mtrand.RandomState)[source]

	Perform the actual merge operation
:param obj1: the first Entity to be merged
:param obj2: the second Entity to be merged
:param random_state_obj: a numpy.random.RandomState object to ensure reproducibility
:return: the merged Entity










	
class trojai.datagen.insert_merges.InsertAtLocation(location: numpy.ndarray, protect_wrap: bool = True)[source]

	Bases: trojai.datagen.merge_interface.ImageMerge

Inserts a provided pattern at a specified location


	
do(img_obj: trojai.datagen.image_entity.ImageEntity, pattern_obj: trojai.datagen.image_entity.ImageEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.image_entity.ImageEntity[source]

	Inserts a pattern into an image, using the mask of the pattern to determine which specific pixels are modifiable
:param img_obj: The background image into which the pattern is inserted
:param pattern_obj: The pattern to be inserted.  The mask associated with the pattern is used to determine which


specific pixes of the pattern are inserted into the img_obj





	Parameters

	random_state_obj – ignored



	Returns

	The merged object














	
class trojai.datagen.insert_merges.InsertAtRandomLocation(method: str, algo_config: trojai.datagen.config.ValidInsertLocationsConfig, protect_wrap: bool = True)[source]

	Bases: trojai.datagen.merge_interface.ImageMerge

Inserts a provided pattern at a random location, where valid locations are determined according to a provided
algorithm specification


	
do(img_obj: trojai.datagen.image_entity.ImageEntity, pattern_obj: trojai.datagen.image_entity.ImageEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.image_entity.ImageEntity[source]

	Perform the specified merge on the input Entities and return the merged Entity
:param img_obj: the image object into which the pattern is to be inserted
:param pattern_obj: the pattern object to be inserted
:param random_state_obj: used to sample from the possible valid locations, by providing a random state,


we ensure reproducibility of the data





	Returns

	the merged Entity














	
class trojai.datagen.insert_merges.InsertRandomLocationNonzeroAlpha[source]

	Bases: trojai.datagen.merge_interface.ImageMerge

Inserts a defined pattern into an image in a randomly selected location where the alpha channel is non-zero


	
do(img_obj: trojai.datagen.image_entity.ImageEntity, pattern_obj: trojai.datagen.image_entity.ImageEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.image_entity.ImageEntity[source]

	Perform the described merge operation
:param img_obj: The input object into which the pattern is to be inserted
:param pattern_obj: The pattern object which is to be inserted into the image
:param random_state_obj: used to sample from the possible valid locations, by providing a random state,


we ensure reproducibility of the data





	Returns

	the merged object














	
class trojai.datagen.insert_merges.InsertRandomWithMask[source]

	Bases: trojai.datagen.merge_interface.ImageMerge

Inserts a defined pattern into an image in a randomly selected location where the specified mask is True


	
do(img_obj: trojai.datagen.image_entity.ImageEntity, pattern_obj: trojai.datagen.image_entity.ImageEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.image_entity.ImageEntity[source]

	Perform the described merge operation
:param img_obj: The input object into which the pattern is to be inserted
:param pattern_obj: The pattern object which is to be inserted into the image
:param random_state_obj: used to sample from the possible valid locations, by providing a random state,


we ensure reproducibility of the data





	Returns

	the merged object














	
class trojai.datagen.insert_merges.RandomInsertTextMerge[source]

	Bases: trojai.datagen.merge_interface.TextMerge


	
do(obj1: trojai.datagen.text_entity.TextEntity, obj2: trojai.datagen.text_entity.TextEntity, random_state_obj: numpy.random.mtrand.RandomState)[source]

	Perform the actual merge operation
:param obj1: the first Entity to be merged
:param obj2: the second Entity to be merged
:param random_state_obj: a numpy.random.RandomState object to ensure reproducibility
:return: the merged Entity










	
trojai.datagen.insert_merges.logger = <Logger trojai.datagen.insert_merges (WARNING)>

	Module which defines several insert style merge operations.







trojai.datagen.instagram_xforms module


	
class trojai.datagen.instagram_xforms.FilterXForm(channel_order: str = 'BGR', pre_normalize: bool = True, post_normalize: bool = True)[source]

	Bases: trojai.datagen.transform_interface.ImageTransform

Create filter xform, if no channel order is specified it is assumed to be in BGR order (opencv default),
this refers only to the first 3 channels of input data as the alpha channel is handled independently


	
do(input_obj: trojai.datagen.image_entity.ImageEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.image_entity.ImageEntity[source]

	Compresses 3-channel image input image as a specified filetype and stores in memory,
passes to into wand and applies filter, stores filtered image as specified filetype again in memory,
which is then decompressed back into 3-channel image
:param input_obj: entity to be transformed
:param random_state_obj: object to hold random state and enable reproducibility
:return:new entity with transform applied






	
abstract filter(image: wand.image.Image) → wand.image.Image[source]

	subclass defined function to be called by do
:param image: wand Image to be filtered
:return: filtered wand Image










	
class trojai.datagen.instagram_xforms.GothamFilterXForm(channel_order: str = 'BGR', pre_normalize: bool = True, post_normalize: bool = True)[source]

	Bases: trojai.datagen.instagram_xforms.FilterXForm

Class implementing Instagram’s Gotham filter


	
filter(image: wand.image.Image) → wand.image.Image[source]

	modified from https://github.com/acoomans/instagram-filters/blob/master/instagram_filters/filters/gotham.py
:param image: provided image
:return: new filtered image










	
class trojai.datagen.instagram_xforms.KelvinFilterXForm(channel_order: str = 'BGR', pre_normalize: bool = True, post_normalize: bool = True)[source]

	Bases: trojai.datagen.instagram_xforms.FilterXForm

Class implementing Instagram’s Kelvin filter


	
filter(image: wand.image.Image) → wand.image.Image[source]

	modified from https://github.com/acoomans/instagram-filters/blob/master/instagram_filters/filters/kelvin.py
:param image: provided image
:return: new filtered image










	
class trojai.datagen.instagram_xforms.LomoFilterXForm(channel_order: str = 'BGR', pre_normalize: bool = True, post_normalize: bool = True)[source]

	Bases: trojai.datagen.instagram_xforms.FilterXForm

Class implementing Instagram’s Lomo filter


	
filter(image: wand.image.Image) → wand.image.Image[source]

	modified from https://github.com/acoomans/instagram-filters/blob/master/instagram_filters/filters/lomo.py
:param image: provided image
:return: new filtered image










	
class trojai.datagen.instagram_xforms.NashvilleFilterXForm(channel_order: str = 'BGR', pre_normalize: bool = True, post_normalize: bool = True)[source]

	Bases: trojai.datagen.instagram_xforms.FilterXForm

Class implementing Instagram’s Nashville filter


	
filter(image: wand.image.Image) → wand.image.Image[source]

	modified from https://github.com/acoomans/instagram-filters/blob/master/instagram_filters/filters/nashville.py
:param image:
:return: new filtered image










	
class trojai.datagen.instagram_xforms.NoOpFilterXForm(channel_order: str = 'BGR', pre_normalize: bool = True, post_normalize: bool = True)[source]

	Bases: trojai.datagen.instagram_xforms.FilterXForm

No operation Transform for testing purposes


	
filter(image: wand.image.Image) → wand.image.Image[source]

	subclass defined function to be called by do
:param image: wand Image to be filtered
:return: filtered wand Image










	
class trojai.datagen.instagram_xforms.ToasterXForm(channel_order: str = 'BGR', pre_normalize: bool = True, post_normalize: bool = True)[source]

	Bases: trojai.datagen.instagram_xforms.FilterXForm

Class implementing Instagram’s Toaster filter


	
filter(image: wand.image.Image) → wand.image.Image[source]

	modified from https://github.com/acoomans/instagram-filters/blob/master/instagram_filters/filters/toaster.py
:param image: provided image
:return: new filtered image











trojai.datagen.label_behavior module


	
class trojai.datagen.label_behavior.LabelBehavior[source]

	Bases: abc.ABC [https://docs.python.org/3/library/abc.html#abc.ABC]

A LabelBehavior is an operation performed on the “true” label to


	
abstract do(input_label: int) → int[source]

	Perform the actual desired label manipulation
:param input_label: the input label to be manipulated
:return: the manipulated label











trojai.datagen.merge_interface module


	
class trojai.datagen.merge_interface.ImageMerge[source]

	Bases: trojai.datagen.merge_interface.Merge

Subclass of merges for image entities.
Prevents the usage of a text merge on an image entity, which has a distinct underlying data structure.


	
abstract do(obj1: trojai.datagen.image_entity.ImageEntity, obj2: trojai.datagen.image_entity.ImageEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.image_entity.ImageEntity[source]

	Perform the actual merge operation
:param obj1: the first Entity to be merged
:param obj2: the second Entity to be merged
:param random_state_obj: a numpy.random.RandomState object to ensure reproducibility
:return: the merged Entity










	
class trojai.datagen.merge_interface.Merge[source]

	Bases: abc.ABC [https://docs.python.org/3/library/abc.html#abc.ABC]

A Merge is defined as an operation on two Entities and returns a single Entity


	
abstract do(obj1: trojai.datagen.entity.Entity, obj2: trojai.datagen.entity.Entity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.entity.Entity[source]

	Perform the actual merge operation
:param obj1: the first Entity to be merged
:param obj2: the second Entity to be merged
:param random_state_obj: a numpy.random.RandomState object to ensure reproducibility
:return: the merged Entity










	
class trojai.datagen.merge_interface.TextMerge[source]

	Bases: trojai.datagen.merge_interface.Merge

Subclass of merges for text entities.
Prevents the usage of an image merge on a text entity, which has a distinct underlying data structure.


	
abstract do(obj1: trojai.datagen.text_entity.TextEntity, obj2: trojai.datagen.text_entity.TextEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.text_entity.TextEntity[source]

	Perform the actual merge operation
:param obj1: the first Entity to be merged
:param obj2: the second Entity to be merged
:param random_state_obj: a numpy.random.RandomState object to ensure reproducibility
:return: the merged Entity











trojai.datagen.pipeline module


	
class trojai.datagen.pipeline.Pipeline[source]

	Bases: object [https://docs.python.org/3/library/functions.html#object]

A pipeline is a composition of Entities, Transforms, and Merges to produce an output Entity


	
abstract process(imglist: Iterable[trojai.datagen.entity.Entity], random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.entity.Entity[source]

	The method which executes the pipeline, moving data through each of Transform & Merge objects, with data flow
being defined by the implementation.
:param imglist: A list of Entity objects to be processed by the Pipeline
:param random_state_obj: a random state to pass to the transforms and merge operation to ensure


reproducibility of Entities produced by the pipeline





	Returns

	The output of the pipeline















trojai.datagen.static_color_xforms module


	
class trojai.datagen.static_color_xforms.GrayscaleToRGBXForm[source]

	Bases: trojai.datagen.transform_interface.Transform

Converts an 3-channel grayscale image to RGB


	
do(input_obj: trojai.datagen.image_entity.ImageEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.image_entity.ImageEntity[source]

	Convert the input object from 3-channel grayscale to RGB
:param input_obj: Entity to be colorized
:param random_state_obj: ignored
:return: The colorized entity










	
class trojai.datagen.static_color_xforms.RGBAtoRGB[source]

	Bases: trojai.datagen.transform_interface.Transform

Converts input Entity from RGBA to RGB


	
do(input_obj: trojai.datagen.image_entity.ImageEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.image_entity.ImageEntity[source]

	Perform the RGBA to RGB transformation
:param input_obj: the Entity to be transformed
:param random_state_obj: ignored
:return: the transformed Entity










	
class trojai.datagen.static_color_xforms.RGBtoRGBA[source]

	Bases: trojai.datagen.transform_interface.Transform

Converts input Entity from RGB to RGBA


	
do(input_obj: trojai.datagen.image_entity.ImageEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.image_entity.ImageEntity[source]

	Perform the RGBA to RGB transformation
:param input_obj: the Entity to be transformed
:param random_state_obj: ignored
:return: the transformed Entity










	
trojai.datagen.static_color_xforms.logger = <Logger trojai.datagen.static_color_xforms (WARNING)>

	Defines several transformations related to static (non-random) color manipulation







trojai.datagen.transform_interface module


	
class trojai.datagen.transform_interface.ImageTransform[source]

	Bases: trojai.datagen.transform_interface.Transform

A Transform specific to ImageEntity objects


	
abstract do(input_obj: trojai.datagen.image_entity.ImageEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.image_entity.ImageEntity[source]

	Perform the specified transformation
:param input_obj: the input ImageEntity to be transformed
:param random_state_obj: a random state used to maintain reproducibility through transformations
:return: the transformed ImageEntity










	
class trojai.datagen.transform_interface.TextTransform[source]

	Bases: trojai.datagen.transform_interface.Transform

A Transform specific to TextEntity objects


	
abstract do(input_obj: trojai.datagen.text_entity.TextEntity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.text_entity.TextEntity[source]

	Perform the specified transformation
:param input_obj: the input TextEntity to be transformed
:param random_state_obj: a random state used to maintain reproducibility through transformations
:return: the transformed TextEntity










	
class trojai.datagen.transform_interface.Transform[source]

	Bases: abc.ABC [https://docs.python.org/3/library/abc.html#abc.ABC]

A Transform is defined as an operation on an Entity.


	
abstract do(input_obj: trojai.datagen.entity.Entity, random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.entity.Entity[source]

	Perform the specified transformation
:param input_obj: the input Entity to be transformed
:param random_state_obj: a random state used to maintain reproducibility through transformations
:return: the transformed Entity











trojai.datagen.utils module


	
trojai.datagen.utils.logger = <Logger trojai.datagen.utils (WARNING)>

	Contains general utilities helpful for data generation






	
trojai.datagen.utils.process_xform_list(input_obj: trojai.datagen.entity.Entity, xforms: Iterable[trojai.datagen.transform_interface.Transform], random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.entity.Entity[source]

	Processes a list of transformations in a serial fashion on a copy of the input X
:param input_obj: input object which should be transformed by the list of


transformations





	Parameters

	
	xforms – a list of Transform objects


	random_state_obj – 






	Returns

	The transformed object











trojai.datagen.xform_merge_pipeline module


	
class trojai.datagen.xform_merge_pipeline.XFormMerge(xform_list: Sequence[Sequence[Sequence[trojai.datagen.transform_interface.Transform]]], merge_list: Sequence[trojai.datagen.merge_interface.Merge], final_xforms: Sequence[trojai.datagen.transform_interface.Transform] = None)[source]

	Bases: trojai.datagen.pipeline.Pipeline

Implements a pipeline which is a series of cascading transform and merge
operations.  The following diagram shows 4 objects as a series of serial
transforms + merges.  Each pair of transformations is considered a
“stage”, and stages are processed in serial fashion.  In the diagram
below, the data that each stage processes is:


Stage1: obj1, obj2
Stage2: Stage1_output, obj3
Stage3: Stage2_output, obj4




This extends in the obvious way to more objects, depending on how deep
the pipeline is.


	obj1 –> xform  obj3 –> xform  obj4 –> xform
	                                               + –> xform –> + –> xform –> + –> xform output
/





obj2 –> xform


	
process(imglist: Sequence[trojai.datagen.entity.Entity], random_state_obj: numpy.random.mtrand.RandomState) → trojai.datagen.entity.Entity[source]

	Processes the provided objects according to the Xform->Merge->Xform paradigm.
:param imglist: a sequence of Entity objects to be processed according to the pipeline
:param random_state_obj: a random state to pass to the transforms and merge operation to ensure


reproducibility of Entities produced by the pipeline





	Returns

	the modified & combined Entity object














	
trojai.datagen.xform_merge_pipeline.logger = <Logger trojai.datagen.xform_merge_pipeline (WARNING)>

	Defines all functions and classes related to the transform+merge pipeline & data movement paradigm.






	
trojai.datagen.xform_merge_pipeline.modify_clean_image_dataset(clean_dataset_rootdir: str, clean_csv_file: str, output_rootdir: str, output_subdir: str, mod_cfg: trojai.datagen.config.XFormMergePipelineConfig, method: str = 'insert', random_state_obj: numpy.random.mtrand.RandomState = RandomState(MT19937) at 0x7FD5B25C4AF0) → None[source]

	Modifies a clean dataset given a configuration


	Parameters

	
	clean_dataset_rootdir – root directory where the clean data lives


	clean_csv_file – filename of the CSV file which contains information about the clean data
The modification method determines which columns and information are expected
in the CSV file.


	output_rootdir – root directory where the modified data will be stored


	output_subdir – subdirectory where the modified data will be stored.  This is expected to be one level
below the root-directory, and can prove useful if different types of modifications are
stored in different subdirectories under the main root directory.  An example tree structure
might be:
root_data



	
	modification_1
	… data …







	
	modification_2
	… data …















	mod_cfg – A configuration object for creating a modified dataset


	method – Can be “insert” only/
In the insert method, the function takes the clean image, and inserts a specified Entity
(likely, a pattern) into the clean image.  Additional modes to be added!


	random_state_obj – RandomState object to ensure reproduciblity of dataset






	Returns

	None










	
trojai.datagen.xform_merge_pipeline.modify_clean_text_dataset(clean_dataset_rootdir: str, clean_csv_file: str, output_rootdir: str, output_subdir: str, mod_cfg: trojai.datagen.config.XFormMergePipelineConfig, method='insert', random_state_obj: numpy.random.mtrand.RandomState = RandomState(MT19937) at 0x7FD5B25C4C00) → None[source]

	Modifies a clean image dataset given a configuration


	Parameters

	
	clean_dataset_rootdir – root directory where the clean data lives


	clean_csv_file – filename of the CSV file which contains information about the clean data
The modification method determines which columns and information are expected
in the CSV file.


	output_rootdir – root directory where the modified data will be stored


	output_subdir – subdirectory where the modified data will be stored.  This is expected to be one level
below the root-directory, and can prove useful if different types of modifications are
stored in different subdirectories under the main root directory.  An example tree structure
might be:
root_data



	
	modification_1
	… data …







	
	modification_2
	… data …















	mod_cfg – A configuration object for creating a modified dataset


	method – Can only be “insert”
In the insert method, the function takes the clean text blurb, and inserts a specified TextEntity
(likely, a pattern) into the first text input object.


	random_state_obj – RandomState object to ensure reproduciblity of dataset






	Returns

	None










	
trojai.datagen.xform_merge_pipeline.subset_clean_df_by_labels(df, labels_to_include)[source]

	Subsets a dataframe with an expected column ‘label’, to only keep rows which are in that list of labels to include
:param df: the dataframe to subset
:param labels_to_include: a list of labels to include, or a string ‘all’ indicating that everything should be kept
:return: the subsetted data frame
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Submodules



trojai.modelgen.architecture_factory module


	
class trojai.modelgen.architecture_factory.ArchitectureFactory[source]

	Bases: abc.ABC [https://docs.python.org/3/library/abc.html#abc.ABC]

Factory object that returns architectures (untrained models) for training.


	
abstract new_architecture(**kwargs) → torch.nn.Module[source]

	Returns a new architecture (untrained model)
:return: an untrained torch.nn.Module











trojai.modelgen.config module


	
class trojai.modelgen.config.ConfigInterface[source]

	Bases: abc.ABC [https://docs.python.org/3/library/abc.html#abc.ABC]

Defines the interface for all configuration objects






	
class trojai.modelgen.config.DefaultOptimizerConfig(training_cfg: trojai.modelgen.config.TrainingConfig = None, reporting_cfg: trojai.modelgen.config.ReportingConfig = None)[source]

	Bases: trojai.modelgen.config.OptimizerConfigInterface

Defines the configuration needed to setup the DefaultOptimizer


	
get_device_type()[source]

	Returns the device associated w/ this optimizer configuration.  Needed to save/load for UGE.
:return (str): the device type represented as a string






	
static load(fname)[source]

	Loads a configuration from disk
:param fname: the filename where the config is stored
:return: the loaded configuration






	
save(fname)[source]

	Saves the optimizer configuration to a file
:param fname: the filename to save the config to
:return: None










	
class trojai.modelgen.config.DefaultSoftToHardFn[source]

	Bases: object [https://docs.python.org/3/library/functions.html#object]

The default conversion from soft-decision outputs to hard-decision






	
class trojai.modelgen.config.EarlyStoppingConfig(num_epochs: int = 5, val_loss_eps: float = 0.001)[source]

	Bases: trojai.modelgen.config.ConfigInterface

Defines configuration related to early stopping.


	
validate()[source]

	








	
class trojai.modelgen.config.ModelGeneratorConfig(arch_factory: trojai.modelgen.architecture_factory.ArchitectureFactory, data: trojai.modelgen.data_manager.DataManager, model_save_dir: str, stats_save_dir: str, num_models: int, arch_factory_kwargs: dict = None, arch_factory_kwargs_generator: Callable = None, optimizer: Union[trojai.modelgen.optimizer_interface.OptimizerInterface, trojai.modelgen.config.DefaultOptimizerConfig, Sequence[Union[trojai.modelgen.optimizer_interface.OptimizerInterface, trojai.modelgen.config.DefaultOptimizerConfig]]] = None, parallel=False, amp=False, experiment_cfg: dict = None, run_ids: Union[Any, Sequence[Any]] = None, filenames: Union[str, Sequence[str]] = None, save_with_hash: bool = False)[source]

	Bases: trojai.modelgen.config.ConfigInterface

Object used to configure the model generator


	
static load(fname: str)[source]

	Loads a saved modelgen_cfg object from data that was saved using the .save() function.
:param fname: the filename where the modelgen_cfg object is saved
:return: a ModelGeneratorConfig object






	
save(fname: str)[source]

	Saves the ModelGeneratorConfig object in two different parts.  Every object within the config, except for the
optimizer is saved in the .klass.save file, and the optimizer is saved separately.
:param fname - the filename to save the configuration to
:return: None






	
validate() → None[source]

	Validate the input arguments to construct the object
:return: None










	
class trojai.modelgen.config.OptimizerConfigInterface[source]

	Bases: trojai.modelgen.config.ConfigInterface


	
abstract get_device_type()[source]

	




	
abstract static load(fname)[source]

	




	
save(fname)[source]

	








	
class trojai.modelgen.config.ReportingConfig(num_batches_per_logmsg: int = 100, disable_progress_bar: bool = False, num_epochs_per_metric: int = 1, num_batches_per_metrics: int = 50, tensorboard_output_dir: str = None, experiment_name: str = 'experiment')[source]

	Bases: trojai.modelgen.config.ConfigInterface

Defines all options to setup how data is reported back to the user while models are being trained


	
validate()[source]

	








	
class trojai.modelgen.config.RunnerConfig(arch_factory: trojai.modelgen.architecture_factory.ArchitectureFactory, data: trojai.modelgen.data_manager.DataManager, arch_factory_kwargs: dict = None, arch_factory_kwargs_generator: Callable = None, optimizer: Union[trojai.modelgen.optimizer_interface.OptimizerInterface, trojai.modelgen.config.DefaultOptimizerConfig, Sequence[Union[trojai.modelgen.optimizer_interface.OptimizerInterface, trojai.modelgen.config.DefaultOptimizerConfig]]] = None, parallel: bool = False, amp: bool = False, model_save_dir: str = '/tmp/models', stats_save_dir: str = '/tmp/model_stats', model_save_format: str = 'pt', run_id: Any = None, filename: str = None, save_with_hash: bool = False)[source]

	Bases: trojai.modelgen.config.ConfigInterface

Container for all parameters needed to use the Runner to train a model.


	
static setup_optimizer_generator(optimizer, data)[source]

	Converts an optimizer specification to a generator, to be compatible with sequential training.
:param optimizer: the optimizer to configure into a generator
:param num_datasets: the number of datasets for which optimizers need to be created
:return: A generator that returns optimizers for every dataset to be trained






	
validate() → None[source]

	Validate the RunnerConfig object
:return: None






	
static validate_optimizer(optimizer, data)[source]

	Validates an optimzer configuration
:param optimizer: the optimizer/optimizer configuration to be validated
:param data: the data to be optimized
:return:










	
class trojai.modelgen.config.TorchTextOptimizerConfig(training_cfg: trojai.modelgen.config.TrainingConfig = None, reporting_cfg: trojai.modelgen.config.ReportingConfig = None, copy_pretrained_embeddings: bool = False)[source]

	Bases: trojai.modelgen.config.OptimizerConfigInterface

Defines the configuration needed to setup the TorchTextOptimizer


	
get_device_type()[source]

	Returns the device associated w/ this optimizer configuration.  Needed to save/load for UGE.
:return (str): the device type represented as a string






	
static load(fname)[source]

	Loads a configuration from disk
:param fname: the filename where the config is stored
:return: the loaded configuration






	
save(fname)[source]

	Saves the optimizer configuration to a file
:param fname: the filename to save the config to
:return: None






	
validate()[source]

	








	
class trojai.modelgen.config.TrainingConfig(device: Union[str, torch.device] = 'cpu', epochs: int = 10, batch_size: int = 32, lr: float = 0.0001, optim: Union[str, trojai.modelgen.optimizer_interface.OptimizerInterface] = 'adam', optim_kwargs: dict = None, objective: Union[str, Callable] = 'cross_entropy_loss', objective_kwargs: dict = None, save_best_model: bool = False, train_val_split: float = 0.05, val_data_transform: Callable[[Any], Any] = None, val_label_transform: Callable[[int], int] = None, val_dataloader_kwargs: dict = None, early_stopping: trojai.modelgen.config.EarlyStoppingConfig = None, soft_to_hard_fn: Callable = None, soft_to_hard_fn_kwargs: dict = None, lr_scheduler: Any = None, lr_scheduler_init_kwargs: dict = None, lr_scheduler_call_arg: Any = None, clip_grad: bool = False, clip_type: str = 'norm', clip_val: float = 1.0, clip_kwargs: dict = None, adv_training_eps: float = None, adv_training_iterations: int = None, adv_training_ratio: float = None)[source]

	Bases: trojai.modelgen.config.ConfigInterface

Defines all required items to setup training with an optimizer


	
get_cfg_as_dict()[source]

	Returns a dictionary representation of the configuration
:return: (dict) a dictionary






	
validate() → None[source]

	Validate the object configuration
:return: None










	
class trojai.modelgen.config.UGEConfig(queues: Union[trojai.modelgen.config.UGEQueueConfig, Sequence[trojai.modelgen.config.UGEQueueConfig]], queue_distribution: Sequence[float] = None, multi_model_same_gpu: bool = False)[source]

	Bases: object [https://docs.python.org/3/library/functions.html#object]

Defines a configuration for the UGE


	
validate()[source]

	Validate the UGEConfig object










	
class trojai.modelgen.config.UGEQueueConfig(queue_name: str, gpu_enabled: bool, sync_mode: bool = False)[source]

	Bases: object [https://docs.python.org/3/library/functions.html#object]

Defines the configuration for a Queue w.r.t. UGE in TrojAI


	
validate() → None[source]

	Validate the UGEQueueConfig object










	
trojai.modelgen.config.identity_function(x)[source]

	




	
trojai.modelgen.config.logger = <Logger trojai.modelgen.config (WARNING)>

	Defines all configurations pertinent to model generation.






	
trojai.modelgen.config.modelgen_cfg_to_runner_cfg(modelgen_cfg: trojai.modelgen.config.ModelGeneratorConfig, run_id=None, filename=None) → trojai.modelgen.config.RunnerConfig[source]

	Convenience function which creates a RunnerConfig object, from a ModelGeneratorConfig object.
:param modelgen_cfg: the ModelGeneratorConfig to convert
:param run_id: run_id to be associated with the RunnerConfig
:param filename: filename to be associated with the RunnerConfig
:return: the created RunnerConfig object







trojai.modelgen.constants module

Defines valid devices on which models can be trained


	
trojai.modelgen.constants.VALID_DEVICES = ['cpu', 'cuda']

	Defines valid loss functions which can be specified when configuring an optimizer implementing the 
OptimizerInterface






	
trojai.modelgen.constants.VALID_LOSS_FUNCTIONS = ['cross_entropy_loss', 'BCEWithLogitsLoss']

	Defines valid optimization algorithms which can be specified when configuring an optimizer implementing the 
OptimizerInterface






	
trojai.modelgen.constants.VALID_OPTIMIZERS = ['adam', 'sgd', 'adamw']

	Defines the valid types of data that the modelgen pipeline can handle







trojai.modelgen.data_configuration module


	
class trojai.modelgen.data_configuration.DataConfiguration[source]

	Bases: object [https://docs.python.org/3/library/functions.html#object]






	
class trojai.modelgen.data_configuration.ImageDataConfiguration[source]

	Bases: trojai.modelgen.data_configuration.DataConfiguration






	
class trojai.modelgen.data_configuration.TextDataConfiguration(max_vocab_size: int = 25000, embedding_dim: int = 100, embedding_type: str = 'glove', num_tokens_embedding_train: str = '6B', text_field_kwargs: dict = None, label_field_kwargs: dict = None)[source]

	Bases: trojai.modelgen.data_configuration.DataConfiguration


	
set_embedding_vectors_cfg()[source]

	




	
validate()[source]

	








	
trojai.modelgen.data_configuration.logger = <Logger trojai.modelgen.data_configuration (WARNING)>

	Configurations for various types of data







trojai.modelgen.data_descriptions module

File describes data description classes, which contain specific information that may be used
in order to instantiate an architecture


	
class trojai.modelgen.data_descriptions.CSVImageDatasetDesc(num_samples, shuffled, num_classes)[source]

	Bases: trojai.modelgen.data_descriptions.DataDescription

Information potentially relevant to instantiating models to process image data






	
class trojai.modelgen.data_descriptions.CSVTextDatasetDesc(vocab_size, unk_idx, pad_idx)[source]

	Bases: trojai.modelgen.data_descriptions.DataDescription

Information potentially relevant to instantiating models to process text data






	
class trojai.modelgen.data_descriptions.DataDescription[source]

	Bases: object [https://docs.python.org/3/library/functions.html#object]

Generic Data Description class from which all specific data type data descriptors







trojai.modelgen.data_manager module


	
class trojai.modelgen.data_manager.DataManager(experiment_path: str, train_file: Union[str, Sequence[str]], clean_test_file: str, triggered_test_file: str = None, data_type: str = 'image', train_data_transform: Callable[[Any], Any] = <function DataManager.<lambda>>, train_label_transform: Callable[[int], int] = <function DataManager.<lambda>>, test_data_transform: Callable[[Any], Any] = <function DataManager.<lambda>>, test_label_transform: Callable[[int], int] = <function DataManager.<lambda>>, file_loader: Union[Callable[[str], Any], str] = 'default_image_loader', shuffle_train=True, shuffle_clean_test=False, shuffle_triggered_test=False, data_configuration: trojai.modelgen.data_configuration.DataConfiguration = None, custom_datasets: dict = None, train_dataloader_kwargs: dict = None, test_dataloader_kwargs: dict = None)[source]

	Bases: object [https://docs.python.org/3/library/functions.html#object]

Manages data from an experiment from trojai.datagen.


	
load_data()[source]

	Load experiment data as given from initialization.
:return: Objects containing training and test, and triggered data if it was provided.


	TODO:
	[ ] - extend the text data-type to have more input arguments, for example the tokenizer and FIELD options
[ ] - need to support sequential training for text datasets










	
validate() → None[source]

	Validate the construction of the TrojaiDataManager object
:return: None


	TODO:
	
	[ ] - think about whether the contents of the files passed into the DataManager should be validated,
	in addition to simply checking for existence, which is what is done now



















trojai.modelgen.datasets module


	
class trojai.modelgen.datasets.CSVDataset(path_to_data: str, csv_filename: str, true_label=False, path_to_csv=None, shuffle=False, random_state: Union[int, numpy.random.mtrand.RandomState] = None, data_loader: Union[str, Callable] = 'default_image_loader', data_transform=<function identity_transform>, label_transform=<function identity_transform>)[source]

	Bases: trojai.modelgen.datasets.DatasetInterface

Defines a dataset that is represented by a CSV file with columns “file”, “train_label”, and optionally
“true_label”. The file column should contain the path to the file that contains the actual data,
and “train_label” refers to the label with which the data should be trained.  “true_label” refers to the actual
label of the data point, and can differ from train_label if the dataset is poisoned.  A CSVDataset can support
any underlying data that can be loaded on the fly and fed into the model (for example: image data)


	
get_data_description()[source]

	




	
set_data_description()[source]

	








	
class trojai.modelgen.datasets.CSVTextDataset(path_to_data: str, csv_filename: str, true_label: bool = False, text_field: torchtext.data.Field = None, text_field_kwargs: dict = None, label_field: torchtext.data.LabelField = None, label_field_kwargs: dict = None, shuffle: bool = False, random_state=None, **kwargs)[source]

	Bases: torchtext.data.Dataset, trojai.modelgen.datasets.DatasetInterface

Defines a text dataset that is represented by a CSV file with columns “file”, “train_label”, and optionally
“true_label”. The file column should contain the path to the file that contains the actual data,
and “train_label” refers to the label with which the data should be trained.  “true_label” refers to the actual
label of the data point, and can differ from train_label if the dataset is poisoned.  A CSVTextDataset can support
text data, and differs from the CSVDataset because it loads all the text data into memory and builds a vocabulary
from it.


	
build_vocab(embedding_vectors_cfg, max_vocab_size, use_vocab=True)[source]

	




	
get_data_description()[source]

	




	
set_data_description()[source]

	




	
static sort_key(ex)[source]

	








	
class trojai.modelgen.datasets.DatasetInterface(path_to_data: str, *args, **kwargs)[source]

	Bases: torch.utils.data.Dataset


	
abstract get_data_description()[source]

	




	
abstract set_data_description()[source]

	








	
trojai.modelgen.datasets.csv_dataset_from_df(path_to_data, data_df, true_label=False, shuffle=False, random_state: Union[int, numpy.random.mtrand.RandomState] = None, data_loader: Union[str, Callable] = 'default_image_loader', data_transform=<function identity_transform>, label_transform=<function identity_transform>)[source]

	Initializes a CSVDataset object from a DataFrame rather than a filepath.
:param path_to_data: root folder where all the data is located
:param data_df: the dataframe in which the data lives
:param true_label: (bool) if True, then use the column “true_label” as the label associated with each
datapoint.  If False (default), use the column “train_label” as the label associated with each datapoint
:param shuffle: if True, the dataset is shuffled before loading into the model
:param random_state: if specified, seeds the random sampler when shuffling the data
:param data_loader: either a string value (currently only supports default_image_loader), or a callable


function which takes a string input of the file path and returns the data





	Parameters

	
	data_transform – a callable function which is applied to every data point before it is fed into the
model. By default, this is an identity operation


	label_transform – a callable function which is applied to every label before it is fed into the model.
By default, this is an identity operation.













	
trojai.modelgen.datasets.csv_textdataset_from_df(data_df, true_label: bool = False, text_field: torchtext.data.Field = None, label_field: torchtext.data.LabelField = None, shuffle: bool = False, random_state=None, **kwargs)[source]

	Initializes a CSVDataset object from a DataFrame rather than a filepath.
:param data_df: the dataframe in which the data lives
:param true_label: if True, then use the column “true_label” as the label associated with each
:param text_field: defines how the text data will be converted to


a Tensor.  If none, a default will be provided and tokenized with spacy





	Parameters

	
	label_field – defines how to process the label associated with the text


	max_vocab_size – the maximum vocabulary size that will be built


	shuffle – if True, the dataset is shuffled before loading into the model


	random_state – if specified, seeds the random sampler when shuffling the data


	kwargs – any additional keyword arguments, currently unused













	
trojai.modelgen.datasets.default_image_file_loader(img_loc)[source]

	




	
trojai.modelgen.datasets.identity_transform(x)[source]

	




	
trojai.modelgen.datasets.logger = <Logger trojai.modelgen.datasets (WARNING)>

	Define some basic default functions for dataset defaults. These allow Dataset objects to be pickled; vs lambda 
functions.







trojai.modelgen.default_optimizer module


	
class trojai.modelgen.default_optimizer.DefaultOptimizer(optimizer_cfg: trojai.modelgen.config.DefaultOptimizerConfig = None)[source]

	Bases: trojai.modelgen.optimizer_interface.OptimizerInterface

Defines the default optimizer which trains the models


	
get_cfg_as_dict() → dict[source]

	Return a dictionary with key/value pairs that describe the parameters used to train the model.






	
get_device_type() → str[source]

	
	Returns

	a string representing the device used to train the model










	
static load(fname: str) → trojai.modelgen.optimizer_interface.OptimizerInterface[source]

	Reconstructs a DefaultOptimizer, by loading the configuration used to construct the original
DefaultOptimizer, and then creating a new DefaultOptimizer object from the saved configuration
:param fname: The filename of the saved optimzier
:return: a DefaultOptimizer object






	
save(fname: str) → None[source]

	Saves the configuration object used to construct the DefaultOptimizer.
NOTE: because the DefaultOptimizer object itself is not persisted, but rather the


DefaultOptimizerConfig object, the state of the object is not persisted!





	Parameters

	fname – the filename to save the DefaultOptimizer’s configuration.



	Returns

	None










	
test(net: torch.nn.Module, clean_data: trojai.modelgen.datasets.CSVDataset, triggered_data: trojai.modelgen.datasets.CSVDataset, clean_test_triggered_labels_data: trojai.modelgen.datasets.CSVDataset, torch_dataloader_kwargs: dict = None) → dict[source]

	Test the trained network
:param net: the trained module to run the test data through
:param clean_data: the clean Dataset
:param triggered_data: the triggered Dataset, if None, not computed
:param clean_test_triggered_labels_data: triggered part of the training dataset but with correct labels; see


DataManger.load_data for more information.





	Parameters

	torch_dataloader_kwargs – any keyword arguments to pass directly to PyTorch’s DataLoader



	Returns

	a dictionary of the statistics on the clean and triggered data (if applicable)










	
train(net: torch.nn.Module, dataset: trojai.modelgen.datasets.CSVDataset, torch_dataloader_kwargs: dict = None, use_amp: bool = False) -> (torch.nn.Module, typing.Sequence[trojai.modelgen.training_statistics.EpochStatistics], <class 'int'>)[source]

	Train the network.
:param net: the network to train
:param dataset: the dataset to train the network on
:param torch_dataloader_kwargs: any additional kwargs to pass to PyTorch’s native DataLoader
:param use_amp: if True, uses automated mixed precision for FP16 training.
:return: the trained network, and a list of EpochStatistics objects which contain the statistics for training,


and the # of epochs on which the net was trained









	
train_epoch(model: torch.nn.Module, train_loader: torch.utils.data.DataLoader, val_clean_loader: torch.utils.data.DataLoader, val_triggered_loader: torch.utils.data.DataLoader, epoch_num: int, use_amp: bool = False)[source]

	Runs one epoch of training on the specified model


	Parameters

	
	model – the model to train for one epoch


	train_loader – a DataLoader object pointing to the training dataset


	val_clean_loader – a DataLoader object pointing to the validation dataset that is clean


	val_triggered_loader – a DataLoader object pointing to the validation dataset that is triggered


	epoch_num – the epoch number that is being trained


	use_amp – if True use automated mixed precision for FP16 training.






	Returns

	a list of statistics for batches where statistics were computed














	
trojai.modelgen.default_optimizer.split_val_clean_trig(val_dataset)[source]

	Splits the validation dataset into clean and triggered.


	Parameters

	val_dataset – the validation dataset to split



	Returns

	A tuple of the clean & triggered validation dataset










	
trojai.modelgen.default_optimizer.train_val_dataset_split(dataset: torch.utils.data.Dataset, split_amt: float, val_data_transform: Callable, val_label_transform: Callable) -> (torch.utils.data.Dataset, torch.utils.data.Dataset)[source]

	Splits a PyTorch dataset (of type: torch.utils.data.Dataset) into train/test
TODO:


[ ] - specify random seed to torch splitter





	Parameters

	
	dataset – the dataset to be split


	split_amt – fraction specifying the validation dataset size relative to the whole.  1-split_amt will
be the size of the training dataset


	val_data_transform – (function: any -> any) how to transform the validation data to fit
into the desired model and objective function


	val_label_transform – (function: any -> any) how to transform the validation labels






	Returns

	a tuple of the train and validation datasets











trojai.modelgen.model_generator module


	
class trojai.modelgen.model_generator.ModelGenerator(configs: Union[trojai.modelgen.config.ModelGeneratorConfig, Sequence[trojai.modelgen.config.ModelGeneratorConfig]], *args, **kwargs)[source]

	Bases: trojai.modelgen.model_generator_interface.ModelGeneratorInterface

Generates models based on requested data and saves each to a file.


	
run(*args, **kwargs) → None[source]

	Train and save models as specified.
:return: None






	
validate() → None[source]

	Validate the provided input when constructing the ModelGenerator interface











trojai.modelgen.model_generator_interface module


	
class trojai.modelgen.model_generator_interface.ModelGeneratorInterface(configs: Union[trojai.modelgen.config.ModelGeneratorConfig, Sequence[trojai.modelgen.config.ModelGeneratorConfig]])[source]

	Bases: abc.ABC [https://docs.python.org/3/library/abc.html#abc.ABC]

Generates models based on requested data and saves each to a file.


	
abstract run() → None[source]

	Train and save models as specified.
:return: None










	
trojai.modelgen.model_generator_interface.validate_model_generator_interface_input(configs: Union[trojai.modelgen.config.ModelGeneratorConfig, Sequence[trojai.modelgen.config.ModelGeneratorConfig]]) → None[source]

	Validates a ModelGeneratorConfig
:param configs: (ModelGeneratorConfig or sequence) configurations to be used for model generation
:return None







trojai.modelgen.optimizer_interface module


	
class trojai.modelgen.optimizer_interface.OptimizerInterface[source]

	Bases: abc.ABC [https://docs.python.org/3/library/abc.html#abc.ABC]

Object that performs training and testing of TrojAI models.


	
abstract get_cfg_as_dict() → dict[source]

	Return a dictionary with key/value pairs that describe the parameters used to train the model.






	
abstract get_device_type() → str[source]

	Return a string representation of the type of device used by the optimizer to train the model.






	
abstract static load(fname: str)[source]

	Load an optimizer from disk and return it
:param fname: the filename where the optimizer is serialized
:return: The loaded optimizer






	
abstract save(fname: str) → None[source]

	Save the optimizer to a file
:param fname - the filename to save the optimizer to






	
abstract test(model: torch.nn.Module, clean_test_data: torch.utils.data.Dataset, triggered_test_data: torch.utils.data.Dataset, clean_test_triggered_labels_data: torch.utils.data.Dataset, torch_dataloader_kwargs) → dict[source]

	Perform whatever tests desired on the model with clean data and triggered data, return a dictionary of results.
:param model: (torch.nn.Module) Trained Pytorch model
:param clean_test_data: (CSVDataset) Object containing clean test data
:param triggered_test_data: (CSVDataset or None) Object containing triggered test data, None if triggered data


was not provided for testing





	Parameters

	
	clean_test_triggered_labels_data – triggered part of the training dataset but with correct labels; see
DataManger.load_data for more information.


	torch_dataloader_kwargs – additional arguments to pass to PyTorch’s DataLoader class






	Returns

	(dict) Dictionary of test accuracy results.
Required key, value pairs are:


clean_accuracy: (float in [0, 1]) classification accuracy on clean data
clean_n_total: (int) number of examples in clean test set





	The following keys are optional, but should be used if triggered test data was provided
	triggered_accuracy: (float in [0, 1]) classification accuracy on triggered data
triggered_n_total: (int) number of examples in triggered test set











NOTE: This list may be augmented in the future to allow for additional test data collection.






	
abstract train(model: torch.nn.Module, data: torch.utils.data.Dataset, progress_bar_disable: bool, torch_dataloader_kwargs: dict = None) -> (torch.nn.Module, typing.Sequence[trojai.modelgen.training_statistics.EpochStatistics], <class 'int'>)[source]

	Train the given model using parameters in self.training_params
:param model: (torch.nn.Module) The untrained Pytorch model
:param data: (CSVDataset) Object containing training data, output 0 from TrojaiDataManager.load_data()
:param progress_bar_disable: (bool) Don’t display the progress bar if True
:param torch_dataloader_kwargs: additional arguments to pass to PyTorch’s DataLoader class
:return: (torch.nn.Module, EpochStatistics) trained model, a sequence of EpochStatistics objects (one for


each epoch), and the # of epochs with which the model was trained (useful for early stopping).














trojai.modelgen.runner module


	
class trojai.modelgen.runner.Runner(runner_cfg: trojai.modelgen.config.RunnerConfig, persist_metadata: dict = None)[source]

	Bases: object [https://docs.python.org/3/library/functions.html#object]

Fundamental unit of model generation, which trains a model as specified in a RunnerConfig object.


	
run() → None[source]

	Trains a model and saves it and the associated model statistics










	
trojai.modelgen.runner.add_numerical_extension(path, filename)[source]

	




	
trojai.modelgen.runner.try_force_json(x)[source]

	Tries to make a value JSON serializable






	
trojai.modelgen.runner.try_serialize(d, u)[source]

	





trojai.modelgen.torchtext_optimizer module


	
class trojai.modelgen.torchtext_optimizer.TorchTextOptimizer(optimizer_cfg: trojai.modelgen.config.TorchTextOptimizerConfig = None)[source]

	Bases: trojai.modelgen.optimizer_interface.OptimizerInterface

An optimizer for training and testing LSTM models. Currently in a prototype state.


	
convert_dataset_to_dataiterator(dataset: trojai.modelgen.datasets.CSVTextDataset, batch_size: int = None) → torchtext.data.iterator.Iterator[source]

	




	
get_cfg_as_dict() → dict[source]

	Return a dictionary with key/value pairs that describe the parameters used to train the model.






	
get_device_type() → str[source]

	
	Returns

	a string representing the device used to train the model










	
static load(fname: str) → trojai.modelgen.optimizer_interface.OptimizerInterface[source]

	Reconstructs an TorchTextOptimizer, by loading the configuration used to construct the original
TorchTextOptimizer, and then creating a new TorchTextOptimizer object from the saved configuration
:param fname: The filename of the saved TorchTextOptimizer
:return: an TorchTextOptimizer object






	
save(fname: str) → None[source]

	Saves the configuration object used to construct the TorchTextOptimizer.
NOTE: because the TorchTextOptimizer object itself is not persisted, but rather the


TorchTextOptimizerConfig object, the state of the object does not persist!





	Parameters

	fname – the filename to save the TorchTextOptimizer’s configuration.










	
test(model: torch.nn.Module, clean_data: trojai.modelgen.datasets.CSVTextDataset, triggered_data: trojai.modelgen.datasets.CSVTextDataset, clean_test_triggered_labels_data: trojai.modelgen.datasets.CSVTextDataset, progress_bar_disable: bool = False, torch_dataloader_kwargs: dict = None) → dict[source]

	Test the trained network
:param model: the trained module to run the test data through
:param clean_data: the clean Dataset
:param triggered_data: the triggered Dataset, if None, not computed
:param clean_test_triggered_labels_data: triggered part of the training dataset but with correct labels; see


DataManger.load_data for more information.





	Parameters

	
	progress_bar_disable – if True, disables the progress bar


	torch_dataloader_kwargs – additional arguments to pass to PyTorch’s DataLoader class






	Returns

	a dictionary of the statistics on the clean and triggered data (if applicable)










	
train(net: torch.nn.Module, dataset: trojai.modelgen.datasets.CSVTextDataset, progress_bar_disable: bool = False, torch_dataloader_kwargs: dict = None) -> (torch.nn.Module, typing.Sequence[trojai.modelgen.training_statistics.EpochStatistics], <class 'int'>)[source]

	Train the network.
:param net: the model to train
:param dataset: the dataset to train the network on
:param progress_bar_disable: if True, disables the progress bar
:param torch_dataloader_kwargs: additional arguments to pass to PyTorch’s DataLoader class
:return: the trained network, list of EpochStatistics objects, and the # of epochs on which teh net was trained






	
train_epoch(model: torch.nn.Module, train_loader: torchtext.data.iterator.Iterator, val_loader: torchtext.data.iterator.Iterator, epoch_num: int, progress_bar_disable: bool = False)[source]

	Runs one epoch of training on the specified model


	Parameters

	
	model – the model to train for one epoch


	train_loader – a DataLoader object pointing to the training dataset


	val_loader – a DataLoader object pointing to the validation dataset


	epoch_num – the epoch number that is being trained


	progress_bar_disable – if True, disables the progress bar






	Returns

	a list of statistics for batches where statistics were computed










	
static train_val_dataset_split(dataset: torchtext.data.Dataset, split_amt: float, val_data_transform: Callable, val_label_transform: Callable) -> (torchtext.data.Dataset, torchtext.data.Dataset)[source]

	Splits a torchtext dataset (of type: torchtext.data.Dataset) into train/test.
NOTE: although this has the same functionality as default_optimizer.train_val_dataset_split, it works with a


torchtext.data.Dataset object rather than torch.utils.data.Dataset.





	TODO:
	[ ] - specify random seed to torch splitter






	Parameters

	
	dataset – the dataset to be split


	split_amt – fraction specificing the validation dataset size relative to the whole.  1-split_amt will
be the size of the training dataset


	val_data_transform – (function: any -> any) how to transform the validation data to fit
into the desired model and objective function


	val_label_transform – (function: any -> any) how to transform the validation labels






	Returns

	a tuple of the train and validation datasets















trojai.modelgen.training_statistics module


	
class trojai.modelgen.training_statistics.BatchStatistics(batch_num: int, batch_train_accuracy: float, batch_train_loss: float)[source]

	Bases: object [https://docs.python.org/3/library/functions.html#object]

Represents the statistics collected from training a batch
NOTE: this is currently unused!


	
get_batch_num()[source]

	




	
get_batch_train_acc()[source]

	




	
get_batch_train_loss()[source]

	




	
set_batch_train_acc(acc)[source]

	




	
set_batch_train_loss(loss)[source]

	








	
class trojai.modelgen.training_statistics.EpochStatistics(epoch_num, training_stats=None, validation_stats=None, batch_training_stats=None)[source]

	Bases: object [https://docs.python.org/3/library/functions.html#object]

Contains the statistics computed for an Epoch


	
add_batch(batches: Union[trojai.modelgen.training_statistics.BatchStatistics, Sequence[trojai.modelgen.training_statistics.BatchStatistics]])[source]

	




	
get_batch_stats()[source]

	




	
get_epoch_num()[source]

	




	
get_epoch_training_stats()[source]

	




	
get_epoch_validation_stats()[source]

	




	
validate()[source]

	








	
class trojai.modelgen.training_statistics.EpochTrainStatistics(train_acc: float, train_loss: float)[source]

	Bases: object [https://docs.python.org/3/library/functions.html#object]

Defines the training statistics for one epoch of training


	
get_train_acc()[source]

	




	
get_train_loss()[source]

	




	
validate()[source]

	








	
class trojai.modelgen.training_statistics.EpochValidationStatistics(val_clean_acc, val_clean_loss, val_triggered_acc, val_triggered_loss)[source]

	Bases: object [https://docs.python.org/3/library/functions.html#object]

Defines the validation statistics for one epoch of training


	
get_val_acc()[source]

	




	
get_val_clean_acc()[source]

	




	
get_val_clean_loss()[source]

	




	
get_val_loss()[source]

	




	
get_val_triggered_acc()[source]

	




	
get_val_triggered_loss()[source]

	




	
validate()[source]

	








	
class trojai.modelgen.training_statistics.TrainingRunStatistics[source]

	Bases: object [https://docs.python.org/3/library/functions.html#object]

Contains the statistics computed for an entire training run, a sequence of epochs
TODO:


[ ] - have another function which returns detailed statistics per epoch in an easily serialized manner





	
add_best_epoch_val(best_epoch)[source]

	




	
add_epoch(epoch_stats: Union[trojai.modelgen.training_statistics.EpochStatistics, Sequence[trojai.modelgen.training_statistics.EpochStatistics]])[source]

	




	
add_num_epochs_trained(num_epochs)[source]

	




	
autopopulate_final_summary_stats()[source]

	
	Uses the information from the final epoch’s final batch to auto-populate the following statistics:
	final_train_acc
final_train_loss
final_val_acc
final_val_loss










	
get_epochs_stats()[source]

	




	
get_summary()[source]

	Returns a dictionary of the summary statistics from the training run






	
save_detailed_stats_to_disk(fname: str) → None[source]

	Saves all batch statistics for every epoch as a CSV file


	Parameters

	fname – filename to save the detailed information to



	Returns

	None










	
save_summary_to_json(json_fname: str) → None[source]

	Saves the training summary to a JSON file






	
set_final_clean_data_n_total(n)[source]

	




	
set_final_clean_data_test_acc(acc)[source]

	




	
set_final_clean_data_triggered_label_n(n)[source]

	




	
set_final_clean_data_triggered_label_test_acc(acc)[source]

	




	
set_final_train_acc(acc)[source]

	




	
set_final_train_loss(loss)[source]

	




	
set_final_triggered_data_n_total(n)[source]

	




	
set_final_triggered_data_test_acc(acc)[source]

	




	
set_final_val_clean_acc(acc)[source]

	




	
set_final_val_clean_loss(loss)[source]

	




	
set_final_val_combined_acc(acc)[source]

	




	
set_final_val_combined_loss(loss)[source]

	




	
set_final_val_triggered_acc(acc)[source]

	




	
set_final_val_triggered_loss(loss)[source]

	








	
trojai.modelgen.training_statistics.logger = <Logger trojai.modelgen.training_statistics (WARNING)>

	Contains classes necessary for collecting statistics on the model during training







trojai.modelgen.uge_model_generator module


	
trojai.modelgen.uge_model_generator.ALL_EXEC_PERMISSIONS = 365

	This file contains all the functionality needed to train models for a Univa Grid Engine (UGE) HPC cluster.






	
class trojai.modelgen.uge_model_generator.UGEModelGenerator(configs: Union[trojai.modelgen.config.ModelGeneratorConfig, Sequence[trojai.modelgen.config.ModelGeneratorConfig]], uge_config: trojai.modelgen.config.UGEConfig, working_directory: str = '/home/docs/uge_model_generator', validate_uge_dirs: bool = True)[source]

	Bases: trojai.modelgen.model_generator_interface.ModelGeneratorInterface

Class which generates models utilizing a Univa Grid Engine


	
expand_modelgen_configs_to_process() → Sequence[trojai.modelgen.config.ModelGeneratorConfig][source]

	Converts a sequence of ModelGeneratorConfig objects into another sequence of ModelGeneratorConfig
objects such that each element in the sequence only creates one model.
For example:


Input: cfgs = [cfg1->num_models=1, cfg2->num_models=2].  len(cfgs)=2
Output: cfgs = [cfg1->num_models=1, cfg2->num_models=1, cfg2->num_models=1]. len(cfgs)=3





	NOTE: This will lead to multiple configs pointing to the same data on disk.  I’m not sure if
	this is a problem for PyTorch or not, but this is something to investigate if unexpected results arise.






	Returns

	expanded config configuration










	
get_queue_numjobs_assignment() → Sequence[source]

	Determine the number of jobs to give to each queue based on UGEConfig
:return: a list of tuples, with each tuple containing the queue in index-0, and the number of jobs


assigned to that queue in index-1









	
run(mock=False) → None[source]

	Run’s the actual UGE job.
:param mock: if True, then it generates all the necessary scripts but doesn’t execute the UGE command
:return: None






	
validate() → None[source]

	Validate the input configuration











trojai.modelgen.utils module


	
trojai.modelgen.utils.clamp(X, l, u, cuda=True)[source]

	Clamps a tensor to lower bound l and upper bound u.
:param X: the tensor to clamp.
:param l: lower bound for the clamp.
:param u: upper bound for the clamp.
:param cuda: whether the tensor should be on the gpu.






	
trojai.modelgen.utils.get_uniform_delta(shape, eps, requires_grad=True)[source]

	Generates a troch uniform random matrix of shape within +-eps.
:param shape: the tensor shape to create.
:param eps: the epsilon bounds 0+-eps for the uniform random tensor.
:param requires_grad: whether the tensor requires a gradient.






	
trojai.modelgen.utils.make_trojai_model_dict(model)[source]

	
	Create a TrojAI approved dictionary specification of a PyTorch model for saving to a file. E.g. for a trained model
	
	‘model’:
	save_dict = make_trojai_model_dict(model)
torch.save(save_dict, filename)










	Parameters

	model – (torch.nn.Module) The desired model to be saved.



	Returns

	(dict) dictionary containing TrojAI approved information about the model, which can also be used for
later loading the model.










	
trojai.modelgen.utils.resave_trojai_model_as_dict(file, new_loc=None)[source]

	
	Load a fully serialized Pytorch model (i.e. whole model was saved instead of a specification) and save it as a
	TrojAI style dictionary specification.






	Parameters

	
	file – (str) Location of the file to re-save


	new_loc – (str) Where to save the file if replacing the original is not desired
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Submodules



trojai.modelgen.architectures.cifar10_architectures module


	
class trojai.modelgen.architectures.cifar10_architectures.AlexNet(num_classes=10)[source]

	Bases: torch.nn.Module

Modified AlexNet for CIFAR
From: https://github.com/icpm/pytorch-cifar10/blob/master/models/AlexNet.py


	
forward(x)[source]

	








	
class trojai.modelgen.architectures.cifar10_architectures.Bottleneck(in_planes, growth_rate)[source]

	Bases: torch.nn.Module

Bottleneck module in DenseNet Arch.
See: https://arxiv.org/abs/1608.06993


	
forward(x)[source]

	








	
class trojai.modelgen.architectures.cifar10_architectures.DenseNet(block, num_block, growth_rate=12, reduction=0.5, num_classes=10)[source]

	Bases: torch.nn.Module

From: https://github.com/icpm/pytorch-cifar10/blob/master/models/DenseNet.py


	
forward(x)[source]

	








	
trojai.modelgen.architectures.cifar10_architectures.DenseNet121()[source]

	




	
trojai.modelgen.architectures.cifar10_architectures.DenseNet161()[source]

	




	
trojai.modelgen.architectures.cifar10_architectures.DenseNet169()[source]

	




	
trojai.modelgen.architectures.cifar10_architectures.DenseNet201()[source]

	




	
class trojai.modelgen.architectures.cifar10_architectures.Transition(in_planes, out_planes)[source]

	Bases: torch.nn.Module

Transition module in DenseNet Arch.
See: https://arxiv.org/abs/1608.06993


	
forward(x)[source]

	








	
trojai.modelgen.architectures.cifar10_architectures.densenet_cifar()[source]

	





trojai.modelgen.architectures.mnist_architectures module


	
class trojai.modelgen.architectures.mnist_architectures.BadNetExample[source]

	Bases: torch.nn.Module

Mnist network from BadNets paper
Input - 1x28x28
C1 - 1x28x28 (5x5 kernel) -> 16x24x24
ReLU
S2 - 16x24x24 (2x2 kernel, stride 2) Subsampling -> 16x12x12
C3 - 16x12x12 (5x5 kernel) -> 32x8x8
ReLU
S4 - 32x8x8 (2x2 kernel, stride 2) Subsampling -> 32x4x4
F6 - 512 -> 512
tanh
F7 - 512 -> 10 Softmax (Output)


	
forward(img)[source]

	








	
class trojai.modelgen.architectures.mnist_architectures.ModdedLeNet5Net(channels=1)[source]

	Bases: torch.nn.Module

A modified LeNet architecture that seems to be easier to embed backdoors in than the network from the original
badnets paper
Input - (1 or 3)x28x28
C1 - 6@28x28 (5x5 kernel)
ReLU
S2 - 6@14x14 (2x2 kernel, stride 2) Subsampling
C3 - 16@10x10 (5x5 kernel)
ReLU
S4 - 16@5x5 (2x2 kernel, stride 2) Subsampling
C5 - 120@1x1 (5x5 kernel)
F6 - 84
ReLU
F7 - 10 (Output)


	
forward(img)[source]
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  Source code for logging

# Copyright 2001-2017 by Vinay Sajip. All Rights Reserved.
#
# Permission to use, copy, modify, and distribute this software and its
# documentation for any purpose and without fee is hereby granted,
# provided that the above copyright notice appear in all copies and that
# both that copyright notice and this permission notice appear in
# supporting documentation, and that the name of Vinay Sajip
# not be used in advertising or publicity pertaining to distribution
# of the software without specific, written prior permission.
# VINAY SAJIP DISCLAIMS ALL WARRANTIES WITH REGARD TO THIS SOFTWARE, INCLUDING
# ALL IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS. IN NO EVENT SHALL
# VINAY SAJIP BE LIABLE FOR ANY SPECIAL, INDIRECT OR CONSEQUENTIAL DAMAGES OR
# ANY DAMAGES WHATSOEVER RESULTING FROM LOSS OF USE, DATA OR PROFITS, WHETHER
# IN AN ACTION OF CONTRACT, NEGLIGENCE OR OTHER TORTIOUS ACTION, ARISING OUT
# OF OR IN CONNECTION WITH THE USE OR PERFORMANCE OF THIS SOFTWARE.

"""
Logging package for Python. Based on PEP 282 and comments thereto in
comp.lang.python.

Copyright (C) 2001-2017 Vinay Sajip. All Rights Reserved.

To use, simply 'import logging' and log away!
"""

import sys, os, time, io, traceback, warnings, weakref, collections.abc

from string import Template

__all__ = ['BASIC_FORMAT', 'BufferingFormatter', 'CRITICAL', 'DEBUG', 'ERROR',
           'FATAL', 'FileHandler', 'Filter', 'Formatter', 'Handler', 'INFO',
           'LogRecord', 'Logger', 'LoggerAdapter', 'NOTSET', 'NullHandler',
           'StreamHandler', 'WARN', 'WARNING', 'addLevelName', 'basicConfig',
           'captureWarnings', 'critical', 'debug', 'disable', 'error',
           'exception', 'fatal', 'getLevelName', 'getLogger', 'getLoggerClass',
           'info', 'log', 'makeLogRecord', 'setLoggerClass', 'shutdown',
           'warn', 'warning', 'getLogRecordFactory', 'setLogRecordFactory',
           'lastResort', 'raiseExceptions']

import threading

__author__  = "Vinay Sajip <vinay_sajip@red-dove.com>"
__status__  = "production"
# The following module attributes are no longer updated.
__version__ = "0.5.1.2"
__date__    = "07 February 2010"

#---------------------------------------------------------------------------
#   Miscellaneous module data
#---------------------------------------------------------------------------

#
#_startTime is used as the base when calculating the relative time of events
#
_startTime = time.time()

#
#raiseExceptions is used to see if exceptions during handling should be
#propagated
#
raiseExceptions = True

#
# If you don't want threading information in the log, set this to zero
#
logThreads = True

#
# If you don't want multiprocessing information in the log, set this to zero
#
logMultiprocessing = True

#
# If you don't want process information in the log, set this to zero
#
logProcesses = True

#---------------------------------------------------------------------------
#   Level related stuff
#---------------------------------------------------------------------------
#
# Default levels and level names, these can be replaced with any positive set
# of values having corresponding names. There is a pseudo-level, NOTSET, which
# is only really there as a lower limit for user-defined levels. Handlers and
# loggers are initialized with NOTSET so that they will log all messages, even
# at user-defined levels.
#

CRITICAL = 50
FATAL = CRITICAL
ERROR = 40
WARNING = 30
WARN = WARNING
INFO = 20
DEBUG = 10
NOTSET = 0

_levelToName = {
    CRITICAL: 'CRITICAL',
    ERROR: 'ERROR',
    WARNING: 'WARNING',
    INFO: 'INFO',
    DEBUG: 'DEBUG',
    NOTSET: 'NOTSET',
}
_nameToLevel = {
    'CRITICAL': CRITICAL,
    'FATAL': FATAL,
    'ERROR': ERROR,
    'WARN': WARNING,
    'WARNING': WARNING,
    'INFO': INFO,
    'DEBUG': DEBUG,
    'NOTSET': NOTSET,
}

def getLevelName(level):
    """
    Return the textual representation of logging level 'level'.

    If the level is one of the predefined levels (CRITICAL, ERROR, WARNING,
    INFO, DEBUG) then you get the corresponding string. If you have
    associated levels with names using addLevelName then the name you have
    associated with 'level' is returned.

    If a numeric value corresponding to one of the defined levels is passed
    in, the corresponding string representation is returned.

    Otherwise, the string "Level %s" % level is returned.
    """
    # See Issues #22386, #27937 and #29220 for why it's this way
    result = _levelToName.get(level)
    if result is not None:
        return result
    result = _nameToLevel.get(level)
    if result is not None:
        return result
    return "Level %s" % level

def addLevelName(level, levelName):
    """
    Associate 'levelName' with 'level'.

    This is used when converting levels to text during message formatting.
    """
    _acquireLock()
    try:    #unlikely to cause an exception, but you never know...
        _levelToName[level] = levelName
        _nameToLevel[levelName] = level
    finally:
        _releaseLock()

if hasattr(sys, '_getframe'):
    currentframe = lambda: sys._getframe(3)
else: #pragma: no cover
    def currentframe():
        """Return the frame object for the caller's stack frame."""
        try:
            raise Exception
        except Exception:
            return sys.exc_info()[2].tb_frame.f_back

#
# _srcfile is used when walking the stack to check when we've got the first
# caller stack frame, by skipping frames whose filename is that of this
# module's source. It therefore should contain the filename of this module's
# source file.
#
# Ordinarily we would use __file__ for this, but frozen modules don't always
# have __file__ set, for some reason (see Issue #21736). Thus, we get the
# filename from a handy code object from a function defined in this module.
# (There's no particular reason for picking addLevelName.)
#

_srcfile = os.path.normcase(addLevelName.__code__.co_filename)

# _srcfile is only used in conjunction with sys._getframe().
# To provide compatibility with older versions of Python, set _srcfile
# to None if _getframe() is not available; this value will prevent
# findCaller() from being called. You can also do this if you want to avoid
# the overhead of fetching caller information, even when _getframe() is
# available.
#if not hasattr(sys, '_getframe'):
#    _srcfile = None


def _checkLevel(level):
    if isinstance(level, int):
        rv = level
    elif str(level) == level:
        if level not in _nameToLevel:
            raise ValueError("Unknown level: %r" % level)
        rv = _nameToLevel[level]
    else:
        raise TypeError("Level not an integer or a valid string: %r" % level)
    return rv

#---------------------------------------------------------------------------
#   Thread-related stuff
#---------------------------------------------------------------------------

#
#_lock is used to serialize access to shared data structures in this module.
#This needs to be an RLock because fileConfig() creates and configures
#Handlers, and so might arbitrary user threads. Since Handler code updates the
#shared dictionary _handlers, it needs to acquire the lock. But if configuring,
#the lock would already have been acquired - so we need an RLock.
#The same argument applies to Loggers and Manager.loggerDict.
#
_lock = threading.RLock()

def _acquireLock():
    """
    Acquire the module-level lock for serializing access to shared data.

    This should be released with _releaseLock().
    """
    if _lock:
        _lock.acquire()

def _releaseLock():
    """
    Release the module-level lock acquired by calling _acquireLock().
    """
    if _lock:
        _lock.release()


# Prevent a held logging lock from blocking a child from logging.

if not hasattr(os, 'register_at_fork'):  # Windows and friends.
    def _register_at_fork_reinit_lock(instance):
        pass  # no-op when os.register_at_fork does not exist.
else:
    # A collection of instances with a createLock method (logging.Handler)
    # to be called in the child after forking.  The weakref avoids us keeping
    # discarded Handler instances alive.  A set is used to avoid accumulating
    # duplicate registrations as createLock() is responsible for registering
    # a new Handler instance with this set in the first place.
    _at_fork_reinit_lock_weakset = weakref.WeakSet()

    def _register_at_fork_reinit_lock(instance):
        _acquireLock()
        try:
            _at_fork_reinit_lock_weakset.add(instance)
        finally:
            _releaseLock()

    def _after_at_fork_child_reinit_locks():
        # _acquireLock() was called in the parent before forking.
        for handler in _at_fork_reinit_lock_weakset:
            try:
                handler.createLock()
            except Exception as err:
                # Similar to what PyErr_WriteUnraisable does.
                print("Ignoring exception from logging atfork", instance,
                      "._reinit_lock() method:", err, file=sys.stderr)
        _releaseLock()  # Acquired by os.register_at_fork(before=.


    os.register_at_fork(before=_acquireLock,
                        after_in_child=_after_at_fork_child_reinit_locks,
                        after_in_parent=_releaseLock)


#---------------------------------------------------------------------------
#   The logging record
#---------------------------------------------------------------------------

class LogRecord(object):
    """
    A LogRecord instance represents an event being logged.

    LogRecord instances are created every time something is logged. They
    contain all the information pertinent to the event being logged. The
    main information passed in is in msg and args, which are combined
    using str(msg) % args to create the message field of the record. The
    record also includes information such as when the record was created,
    the source line where the logging call was made, and any exception
    information to be logged.
    """
    def __init__(self, name, level, pathname, lineno,
                 msg, args, exc_info, func=None, sinfo=None, **kwargs):
        """
        Initialize a logging record with interesting information.
        """
        ct = time.time()
        self.name = name
        self.msg = msg
        #
        # The following statement allows passing of a dictionary as a sole
        # argument, so that you can do something like
        #  logging.debug("a %(a)d b %(b)s", {'a':1, 'b':2})
        # Suggested by Stefan Behnel.
        # Note that without the test for args[0], we get a problem because
        # during formatting, we test to see if the arg is present using
        # 'if self.args:'. If the event being logged is e.g. 'Value is %d'
        # and if the passed arg fails 'if self.args:' then no formatting
        # is done. For example, logger.warning('Value is %d', 0) would log
        # 'Value is %d' instead of 'Value is 0'.
        # For the use case of passing a dictionary, this should not be a
        # problem.
        # Issue #21172: a request was made to relax the isinstance check
        # to hasattr(args[0], '__getitem__'). However, the docs on string
        # formatting still seem to suggest a mapping object is required.
        # Thus, while not removing the isinstance check, it does now look
        # for collections.abc.Mapping rather than, as before, dict.
        if (args and len(args) == 1 and isinstance(args[0], collections.abc.Mapping)
            and args[0]):
            args = args[0]
        self.args = args
        self.levelname = getLevelName(level)
        self.levelno = level
        self.pathname = pathname
        try:
            self.filename = os.path.basename(pathname)
            self.module = os.path.splitext(self.filename)[0]
        except (TypeError, ValueError, AttributeError):
            self.filename = pathname
            self.module = "Unknown module"
        self.exc_info = exc_info
        self.exc_text = None      # used to cache the traceback text
        self.stack_info = sinfo
        self.lineno = lineno
        self.funcName = func
        self.created = ct
        self.msecs = (ct - int(ct)) * 1000
        self.relativeCreated = (self.created - _startTime) * 1000
        if logThreads:
            self.thread = threading.get_ident()
            self.threadName = threading.current_thread().name
        else: # pragma: no cover
            self.thread = None
            self.threadName = None
        if not logMultiprocessing: # pragma: no cover
            self.processName = None
        else:
            self.processName = 'MainProcess'
            mp = sys.modules.get('multiprocessing')
            if mp is not None:
                # Errors may occur if multiprocessing has not finished loading
                # yet - e.g. if a custom import hook causes third-party code
                # to run when multiprocessing calls import. See issue 8200
                # for an example
                try:
                    self.processName = mp.current_process().name
                except Exception: #pragma: no cover
                    pass
        if logProcesses and hasattr(os, 'getpid'):
            self.process = os.getpid()
        else:
            self.process = None

    def __str__(self):
        return '<LogRecord: %s, %s, %s, %s, "%s">'%(self.name, self.levelno,
            self.pathname, self.lineno, self.msg)

    __repr__ = __str__

    def getMessage(self):
        """
        Return the message for this LogRecord.

        Return the message for this LogRecord after merging any user-supplied
        arguments with the message.
        """
        msg = str(self.msg)
        if self.args:
            msg = msg % self.args
        return msg

#
#   Determine which class to use when instantiating log records.
#
_logRecordFactory = LogRecord

def setLogRecordFactory(factory):
    """
    Set the factory to be used when instantiating a log record.

    :param factory: A callable which will be called to instantiate
    a log record.
    """
    global _logRecordFactory
    _logRecordFactory = factory

def getLogRecordFactory():
    """
    Return the factory to be used when instantiating a log record.
    """

    return _logRecordFactory

def makeLogRecord(dict):
    """
    Make a LogRecord whose attributes are defined by the specified dictionary,
    This function is useful for converting a logging event received over
    a socket connection (which is sent as a dictionary) into a LogRecord
    instance.
    """
    rv = _logRecordFactory(None, None, "", 0, "", (), None, None)
    rv.__dict__.update(dict)
    return rv

#---------------------------------------------------------------------------
#   Formatter classes and functions
#---------------------------------------------------------------------------

class PercentStyle(object):

    default_format = '%(message)s'
    asctime_format = '%(asctime)s'
    asctime_search = '%(asctime)'

    def __init__(self, fmt):
        self._fmt = fmt or self.default_format

    def usesTime(self):
        return self._fmt.find(self.asctime_search) >= 0

    def format(self, record):
        return self._fmt % record.__dict__

class StrFormatStyle(PercentStyle):
    default_format = '{message}'
    asctime_format = '{asctime}'
    asctime_search = '{asctime'

    def format(self, record):
        return self._fmt.format(**record.__dict__)


class StringTemplateStyle(PercentStyle):
    default_format = '${message}'
    asctime_format = '${asctime}'
    asctime_search = '${asctime}'

    def __init__(self, fmt):
        self._fmt = fmt or self.default_format
        self._tpl = Template(self._fmt)

    def usesTime(self):
        fmt = self._fmt
        return fmt.find('$asctime') >= 0 or fmt.find(self.asctime_format) >= 0

    def format(self, record):
        return self._tpl.substitute(**record.__dict__)

BASIC_FORMAT = "%(levelname)s:%(name)s:%(message)s"

_STYLES = {
    '%': (PercentStyle, BASIC_FORMAT),
    '{': (StrFormatStyle, '{levelname}:{name}:{message}'),
    '$': (StringTemplateStyle, '${levelname}:${name}:${message}'),
}

class Formatter(object):
    """
    Formatter instances are used to convert a LogRecord to text.

    Formatters need to know how a LogRecord is constructed. They are
    responsible for converting a LogRecord to (usually) a string which can
    be interpreted by either a human or an external system. The base Formatter
    allows a formatting string to be specified. If none is supplied, the
    the style-dependent default value, "%(message)s", "{message}", or
    "${message}", is used.

    The Formatter can be initialized with a format string which makes use of
    knowledge of the LogRecord attributes - e.g. the default value mentioned
    above makes use of the fact that the user's message and arguments are pre-
    formatted into a LogRecord's message attribute. Currently, the useful
    attributes in a LogRecord are described by:

    %(name)s            Name of the logger (logging channel)
    %(levelno)s         Numeric logging level for the message (DEBUG, INFO,
                        WARNING, ERROR, CRITICAL)
    %(levelname)s       Text logging level for the message ("DEBUG", "INFO",
                        "WARNING", "ERROR", "CRITICAL")
    %(pathname)s        Full pathname of the source file where the logging
                        call was issued (if available)
    %(filename)s        Filename portion of pathname
    %(module)s          Module (name portion of filename)
    %(lineno)d          Source line number where the logging call was issued
                        (if available)
    %(funcName)s        Function name
    %(created)f         Time when the LogRecord was created (time.time()
                        return value)
    %(asctime)s         Textual time when the LogRecord was created
    %(msecs)d           Millisecond portion of the creation time
    %(relativeCreated)d Time in milliseconds when the LogRecord was created,
                        relative to the time the logging module was loaded
                        (typically at application startup time)
    %(thread)d          Thread ID (if available)
    %(threadName)s      Thread name (if available)
    %(process)d         Process ID (if available)
    %(message)s         The result of record.getMessage(), computed just as
                        the record is emitted
    """

    converter = time.localtime

    def __init__(self, fmt=None, datefmt=None, style='%'):
        """
        Initialize the formatter with specified format strings.

        Initialize the formatter either with the specified format string, or a
        default as described above. Allow for specialized date formatting with
        the optional datefmt argument. If datefmt is omitted, you get an
        ISO8601-like (or RFC 3339-like) format.

        Use a style parameter of '%', '{' or '$' to specify that you want to
        use one of %-formatting, :meth:`str.format` (``{}``) formatting or
        :class:`string.Template` formatting in your format string.

        .. versionchanged:: 3.2
           Added the ``style`` parameter.
        """
        if style not in _STYLES:
            raise ValueError('Style must be one of: %s' % ','.join(
                             _STYLES.keys()))
        self._style = _STYLES[style][0](fmt)
        self._fmt = self._style._fmt
        self.datefmt = datefmt

    default_time_format = '%Y-%m-%d %H:%M:%S'
    default_msec_format = '%s,%03d'

    def formatTime(self, record, datefmt=None):
        """
        Return the creation time of the specified LogRecord as formatted text.

        This method should be called from format() by a formatter which
        wants to make use of a formatted time. This method can be overridden
        in formatters to provide for any specific requirement, but the
        basic behaviour is as follows: if datefmt (a string) is specified,
        it is used with time.strftime() to format the creation time of the
        record. Otherwise, an ISO8601-like (or RFC 3339-like) format is used.
        The resulting string is returned. This function uses a user-configurable
        function to convert the creation time to a tuple. By default,
        time.localtime() is used; to change this for a particular formatter
        instance, set the 'converter' attribute to a function with the same
        signature as time.localtime() or time.gmtime(). To change it for all
        formatters, for example if you want all logging times to be shown in GMT,
        set the 'converter' attribute in the Formatter class.
        """
        ct = self.converter(record.created)
        if datefmt:
            s = time.strftime(datefmt, ct)
        else:
            t = time.strftime(self.default_time_format, ct)
            s = self.default_msec_format % (t, record.msecs)
        return s

    def formatException(self, ei):
        """
        Format and return the specified exception information as a string.

        This default implementation just uses
        traceback.print_exception()
        """
        sio = io.StringIO()
        tb = ei[2]
        # See issues #9427, #1553375. Commented out for now.
        #if getattr(self, 'fullstack', False):
        #    traceback.print_stack(tb.tb_frame.f_back, file=sio)
        traceback.print_exception(ei[0], ei[1], tb, None, sio)
        s = sio.getvalue()
        sio.close()
        if s[-1:] == "\n":
            s = s[:-1]
        return s

    def usesTime(self):
        """
        Check if the format uses the creation time of the record.
        """
        return self._style.usesTime()

    def formatMessage(self, record):
        return self._style.format(record)

    def formatStack(self, stack_info):
        """
        This method is provided as an extension point for specialized
        formatting of stack information.

        The input data is a string as returned from a call to
        :func:`traceback.print_stack`, but with the last trailing newline
        removed.

        The base implementation just returns the value passed in.
        """
        return stack_info

    def format(self, record):
        """
        Format the specified record as text.

        The record's attribute dictionary is used as the operand to a
        string formatting operation which yields the returned string.
        Before formatting the dictionary, a couple of preparatory steps
        are carried out. The message attribute of the record is computed
        using LogRecord.getMessage(). If the formatting string uses the
        time (as determined by a call to usesTime(), formatTime() is
        called to format the event time. If there is exception information,
        it is formatted using formatException() and appended to the message.
        """
        record.message = record.getMessage()
        if self.usesTime():
            record.asctime = self.formatTime(record, self.datefmt)
        s = self.formatMessage(record)
        if record.exc_info:
            # Cache the traceback text to avoid converting it multiple times
            # (it's constant anyway)
            if not record.exc_text:
                record.exc_text = self.formatException(record.exc_info)
        if record.exc_text:
            if s[-1:] != "\n":
                s = s + "\n"
            s = s + record.exc_text
        if record.stack_info:
            if s[-1:] != "\n":
                s = s + "\n"
            s = s + self.formatStack(record.stack_info)
        return s

#
#   The default formatter to use when no other is specified
#
_defaultFormatter = Formatter()

class BufferingFormatter(object):
    """
    A formatter suitable for formatting a number of records.
    """
    def __init__(self, linefmt=None):
        """
        Optionally specify a formatter which will be used to format each
        individual record.
        """
        if linefmt:
            self.linefmt = linefmt
        else:
            self.linefmt = _defaultFormatter

    def formatHeader(self, records):
        """
        Return the header string for the specified records.
        """
        return ""

    def formatFooter(self, records):
        """
        Return the footer string for the specified records.
        """
        return ""

    def format(self, records):
        """
        Format the specified records and return the result as a string.
        """
        rv = ""
        if len(records) > 0:
            rv = rv + self.formatHeader(records)
            for record in records:
                rv = rv + self.linefmt.format(record)
            rv = rv + self.formatFooter(records)
        return rv

#---------------------------------------------------------------------------
#   Filter classes and functions
#---------------------------------------------------------------------------

class Filter(object):
    """
    Filter instances are used to perform arbitrary filtering of LogRecords.

    Loggers and Handlers can optionally use Filter instances to filter
    records as desired. The base filter class only allows events which are
    below a certain point in the logger hierarchy. For example, a filter
    initialized with "A.B" will allow events logged by loggers "A.B",
    "A.B.C", "A.B.C.D", "A.B.D" etc. but not "A.BB", "B.A.B" etc. If
    initialized with the empty string, all events are passed.
    """
    def __init__(self, name=''):
        """
        Initialize a filter.

        Initialize with the name of the logger which, together with its
        children, will have its events allowed through the filter. If no
        name is specified, allow every event.
        """
        self.name = name
        self.nlen = len(name)

    def filter(self, record):
        """
        Determine if the specified record is to be logged.

        Is the specified record to be logged? Returns 0 for no, nonzero for
        yes. If deemed appropriate, the record may be modified in-place.
        """
        if self.nlen == 0:
            return True
        elif self.name == record.name:
            return True
        elif record.name.find(self.name, 0, self.nlen) != 0:
            return False
        return (record.name[self.nlen] == ".")

class Filterer(object):
    """
    A base class for loggers and handlers which allows them to share
    common code.
    """
    def __init__(self):
        """
        Initialize the list of filters to be an empty list.
        """
        self.filters = []

    def addFilter(self, filter):
        """
        Add the specified filter to this handler.
        """
        if not (filter in self.filters):
            self.filters.append(filter)

    def removeFilter(self, filter):
        """
        Remove the specified filter from this handler.
        """
        if filter in self.filters:
            self.filters.remove(filter)

    def filter(self, record):
        """
        Determine if a record is loggable by consulting all the filters.

        The default is to allow the record to be logged; any filter can veto
        this and the record is then dropped. Returns a zero value if a record
        is to be dropped, else non-zero.

        .. versionchanged:: 3.2

           Allow filters to be just callables.
        """
        rv = True
        for f in self.filters:
            if hasattr(f, 'filter'):
                result = f.filter(record)
            else:
                result = f(record) # assume callable - will raise if not
            if not result:
                rv = False
                break
        return rv

#---------------------------------------------------------------------------
#   Handler classes and functions
#---------------------------------------------------------------------------

_handlers = weakref.WeakValueDictionary()  #map of handler names to handlers
_handlerList = [] # added to allow handlers to be removed in reverse of order initialized

def _removeHandlerRef(wr):
    """
    Remove a handler reference from the internal cleanup list.
    """
    # This function can be called during module teardown, when globals are
    # set to None. It can also be called from another thread. So we need to
    # pre-emptively grab the necessary globals and check if they're None,
    # to prevent race conditions and failures during interpreter shutdown.
    acquire, release, handlers = _acquireLock, _releaseLock, _handlerList
    if acquire and release and handlers:
        acquire()
        try:
            if wr in handlers:
                handlers.remove(wr)
        finally:
            release()

def _addHandlerRef(handler):
    """
    Add a handler to the internal cleanup list using a weak reference.
    """
    _acquireLock()
    try:
        _handlerList.append(weakref.ref(handler, _removeHandlerRef))
    finally:
        _releaseLock()

class Handler(Filterer):
    """
    Handler instances dispatch logging events to specific destinations.

    The base handler class. Acts as a placeholder which defines the Handler
    interface. Handlers can optionally use Formatter instances to format
    records as desired. By default, no formatter is specified; in this case,
    the 'raw' message as determined by record.message is logged.
    """
    def __init__(self, level=NOTSET):
        """
        Initializes the instance - basically setting the formatter to None
        and the filter list to empty.
        """
        Filterer.__init__(self)
        self._name = None
        self.level = _checkLevel(level)
        self.formatter = None
        # Add the handler to the global _handlerList (for cleanup on shutdown)
        _addHandlerRef(self)
        self.createLock()

    def get_name(self):
        return self._name

    def set_name(self, name):
        _acquireLock()
        try:
            if self._name in _handlers:
                del _handlers[self._name]
            self._name = name
            if name:
                _handlers[name] = self
        finally:
            _releaseLock()

    name = property(get_name, set_name)

    def createLock(self):
        """
        Acquire a thread lock for serializing access to the underlying I/O.
        """
        self.lock = threading.RLock()
        _register_at_fork_reinit_lock(self)

    def acquire(self):
        """
        Acquire the I/O thread lock.
        """
        if self.lock:
            self.lock.acquire()

    def release(self):
        """
        Release the I/O thread lock.
        """
        if self.lock:
            self.lock.release()

    def setLevel(self, level):
        """
        Set the logging level of this handler.  level must be an int or a str.
        """
        self.level = _checkLevel(level)

    def format(self, record):
        """
        Format the specified record.

        If a formatter is set, use it. Otherwise, use the default formatter
        for the module.
        """
        if self.formatter:
            fmt = self.formatter
        else:
            fmt = _defaultFormatter
        return fmt.format(record)

    def emit(self, record):
        """
        Do whatever it takes to actually log the specified logging record.

        This version is intended to be implemented by subclasses and so
        raises a NotImplementedError.
        """
        raise NotImplementedError('emit must be implemented '
                                  'by Handler subclasses')

    def handle(self, record):
        """
        Conditionally emit the specified logging record.

        Emission depends on filters which may have been added to the handler.
        Wrap the actual emission of the record with acquisition/release of
        the I/O thread lock. Returns whether the filter passed the record for
        emission.
        """
        rv = self.filter(record)
        if rv:
            self.acquire()
            try:
                self.emit(record)
            finally:
                self.release()
        return rv

    def setFormatter(self, fmt):
        """
        Set the formatter for this handler.
        """
        self.formatter = fmt

    def flush(self):
        """
        Ensure all logging output has been flushed.

        This version does nothing and is intended to be implemented by
        subclasses.
        """
        pass

    def close(self):
        """
        Tidy up any resources used by the handler.

        This version removes the handler from an internal map of handlers,
        _handlers, which is used for handler lookup by name. Subclasses
        should ensure that this gets called from overridden close()
        methods.
        """
        #get the module data lock, as we're updating a shared structure.
        _acquireLock()
        try:    #unlikely to raise an exception, but you never know...
            if self._name and self._name in _handlers:
                del _handlers[self._name]
        finally:
            _releaseLock()

    def handleError(self, record):
        """
        Handle errors which occur during an emit() call.

        This method should be called from handlers when an exception is
        encountered during an emit() call. If raiseExceptions is false,
        exceptions get silently ignored. This is what is mostly wanted
        for a logging system - most users will not care about errors in
        the logging system, they are more interested in application errors.
        You could, however, replace this with a custom handler if you wish.
        The record which was being processed is passed in to this method.
        """
        if raiseExceptions and sys.stderr:  # see issue 13807
            t, v, tb = sys.exc_info()
            try:
                sys.stderr.write('--- Logging error ---\n')
                traceback.print_exception(t, v, tb, None, sys.stderr)
                sys.stderr.write('Call stack:\n')
                # Walk the stack frame up until we're out of logging,
                # so as to print the calling context.
                frame = tb.tb_frame
                while (frame and os.path.dirname(frame.f_code.co_filename) ==
                       __path__[0]):
                    frame = frame.f_back
                if frame:
                    traceback.print_stack(frame, file=sys.stderr)
                else:
                    # couldn't find the right stack frame, for some reason
                    sys.stderr.write('Logged from file %s, line %s\n' % (
                                     record.filename, record.lineno))
                # Issue 18671: output logging message and arguments
                try:
                    sys.stderr.write('Message: %r\n'
                                     'Arguments: %s\n' % (record.msg,
                                                          record.args))
                except RecursionError:  # See issue 36272
                    raise
                except Exception:
                    sys.stderr.write('Unable to print the message and arguments'
                                     ' - possible formatting error.\nUse the'
                                     ' traceback above to help find the error.\n'
                                    )
            except OSError: #pragma: no cover
                pass    # see issue 5971
            finally:
                del t, v, tb

    def __repr__(self):
        level = getLevelName(self.level)
        return '<%s (%s)>' % (self.__class__.__name__, level)

class StreamHandler(Handler):
    """
    A handler class which writes logging records, appropriately formatted,
    to a stream. Note that this class does not close the stream, as
    sys.stdout or sys.stderr may be used.
    """

    terminator = '\n'

    def __init__(self, stream=None):
        """
        Initialize the handler.

        If stream is not specified, sys.stderr is used.
        """
        Handler.__init__(self)
        if stream is None:
            stream = sys.stderr
        self.stream = stream

    def flush(self):
        """
        Flushes the stream.
        """
        self.acquire()
        try:
            if self.stream and hasattr(self.stream, "flush"):
                self.stream.flush()
        finally:
            self.release()

    def emit(self, record):
        """
        Emit a record.

        If a formatter is specified, it is used to format the record.
        The record is then written to the stream with a trailing newline.  If
        exception information is present, it is formatted using
        traceback.print_exception and appended to the stream.  If the stream
        has an 'encoding' attribute, it is used to determine how to do the
        output to the stream.
        """
        try:
            msg = self.format(record)
            stream = self.stream
            # issue 35046: merged two stream.writes into one.
            stream.write(msg + self.terminator)
            self.flush()
        except RecursionError:  # See issue 36272
            raise
        except Exception:
            self.handleError(record)

    def setStream(self, stream):
        """
        Sets the StreamHandler's stream to the specified value,
        if it is different.

        Returns the old stream, if the stream was changed, or None
        if it wasn't.
        """
        if stream is self.stream:
            result = None
        else:
            result = self.stream
            self.acquire()
            try:
                self.flush()
                self.stream = stream
            finally:
                self.release()
        return result

    def __repr__(self):
        level = getLevelName(self.level)
        name = getattr(self.stream, 'name', '')
        #  bpo-36015: name can be an int
        name = str(name)
        if name:
            name += ' '
        return '<%s %s(%s)>' % (self.__class__.__name__, name, level)


class FileHandler(StreamHandler):
    """
    A handler class which writes formatted logging records to disk files.
    """
    def __init__(self, filename, mode='a', encoding=None, delay=False):
        """
        Open the specified file and use it as the stream for logging.
        """
        # Issue #27493: add support for Path objects to be passed in
        filename = os.fspath(filename)
        #keep the absolute path, otherwise derived classes which use this
        #may come a cropper when the current directory changes
        self.baseFilename = os.path.abspath(filename)
        self.mode = mode
        self.encoding = encoding
        self.delay = delay
        if delay:
            #We don't open the stream, but we still need to call the
            #Handler constructor to set level, formatter, lock etc.
            Handler.__init__(self)
            self.stream = None
        else:
            StreamHandler.__init__(self, self._open())

    def close(self):
        """
        Closes the stream.
        """
        self.acquire()
        try:
            try:
                if self.stream:
                    try:
                        self.flush()
                    finally:
                        stream = self.stream
                        self.stream = None
                        if hasattr(stream, "close"):
                            stream.close()
            finally:
                # Issue #19523: call unconditionally to
                # prevent a handler leak when delay is set
                StreamHandler.close(self)
        finally:
            self.release()

    def _open(self):
        """
        Open the current base file with the (original) mode and encoding.
        Return the resulting stream.
        """
        return open(self.baseFilename, self.mode, encoding=self.encoding)

    def emit(self, record):
        """
        Emit a record.

        If the stream was not opened because 'delay' was specified in the
        constructor, open it before calling the superclass's emit.
        """
        if self.stream is None:
            self.stream = self._open()
        StreamHandler.emit(self, record)

    def __repr__(self):
        level = getLevelName(self.level)
        return '<%s %s (%s)>' % (self.__class__.__name__, self.baseFilename, level)


class _StderrHandler(StreamHandler):
    """
    This class is like a StreamHandler using sys.stderr, but always uses
    whatever sys.stderr is currently set to rather than the value of
    sys.stderr at handler construction time.
    """
    def __init__(self, level=NOTSET):
        """
        Initialize the handler.
        """
        Handler.__init__(self, level)

    @property
    def stream(self):
        return sys.stderr


_defaultLastResort = _StderrHandler(WARNING)
lastResort = _defaultLastResort

#---------------------------------------------------------------------------
#   Manager classes and functions
#---------------------------------------------------------------------------

class PlaceHolder(object):
    """
    PlaceHolder instances are used in the Manager logger hierarchy to take
    the place of nodes for which no loggers have been defined. This class is
    intended for internal use only and not as part of the public API.
    """
    def __init__(self, alogger):
        """
        Initialize with the specified logger being a child of this placeholder.
        """
        self.loggerMap = { alogger : None }

    def append(self, alogger):
        """
        Add the specified logger as a child of this placeholder.
        """
        if alogger not in self.loggerMap:
            self.loggerMap[alogger] = None

#
#   Determine which class to use when instantiating loggers.
#

def setLoggerClass(klass):
    """
    Set the class to be used when instantiating a logger. The class should
    define __init__() such that only a name argument is required, and the
    __init__() should call Logger.__init__()
    """
    if klass != Logger:
        if not issubclass(klass, Logger):
            raise TypeError("logger not derived from logging.Logger: "
                            + klass.__name__)
    global _loggerClass
    _loggerClass = klass

def getLoggerClass():
    """
    Return the class to be used when instantiating a logger.
    """
    return _loggerClass

class Manager(object):
    """
    There is [under normal circumstances] just one Manager instance, which
    holds the hierarchy of loggers.
    """
    def __init__(self, rootnode):
        """
        Initialize the manager with the root node of the logger hierarchy.
        """
        self.root = rootnode
        self.disable = 0
        self.emittedNoHandlerWarning = False
        self.loggerDict = {}
        self.loggerClass = None
        self.logRecordFactory = None

    def getLogger(self, name):
        """
        Get a logger with the specified name (channel name), creating it
        if it doesn't yet exist. This name is a dot-separated hierarchical
        name, such as "a", "a.b", "a.b.c" or similar.

        If a PlaceHolder existed for the specified name [i.e. the logger
        didn't exist but a child of it did], replace it with the created
        logger and fix up the parent/child references which pointed to the
        placeholder to now point to the logger.
        """
        rv = None
        if not isinstance(name, str):
            raise TypeError('A logger name must be a string')
        _acquireLock()
        try:
            if name in self.loggerDict:
                rv = self.loggerDict[name]
                if isinstance(rv, PlaceHolder):
                    ph = rv
                    rv = (self.loggerClass or _loggerClass)(name)
                    rv.manager = self
                    self.loggerDict[name] = rv
                    self._fixupChildren(ph, rv)
                    self._fixupParents(rv)
            else:
                rv = (self.loggerClass or _loggerClass)(name)
                rv.manager = self
                self.loggerDict[name] = rv
                self._fixupParents(rv)
        finally:
            _releaseLock()
        return rv

    def setLoggerClass(self, klass):
        """
        Set the class to be used when instantiating a logger with this Manager.
        """
        if klass != Logger:
            if not issubclass(klass, Logger):
                raise TypeError("logger not derived from logging.Logger: "
                                + klass.__name__)
        self.loggerClass = klass

    def setLogRecordFactory(self, factory):
        """
        Set the factory to be used when instantiating a log record with this
        Manager.
        """
        self.logRecordFactory = factory

    def _fixupParents(self, alogger):
        """
        Ensure that there are either loggers or placeholders all the way
        from the specified logger to the root of the logger hierarchy.
        """
        name = alogger.name
        i = name.rfind(".")
        rv = None
        while (i > 0) and not rv:
            substr = name[:i]
            if substr not in self.loggerDict:
                self.loggerDict[substr] = PlaceHolder(alogger)
            else:
                obj = self.loggerDict[substr]
                if isinstance(obj, Logger):
                    rv = obj
                else:
                    assert isinstance(obj, PlaceHolder)
                    obj.append(alogger)
            i = name.rfind(".", 0, i - 1)
        if not rv:
            rv = self.root
        alogger.parent = rv

    def _fixupChildren(self, ph, alogger):
        """
        Ensure that children of the placeholder ph are connected to the
        specified logger.
        """
        name = alogger.name
        namelen = len(name)
        for c in ph.loggerMap.keys():
            #The if means ... if not c.parent.name.startswith(nm)
            if c.parent.name[:namelen] != name:
                alogger.parent = c.parent
                c.parent = alogger

    def _clear_cache(self):
        """
        Clear the cache for all loggers in loggerDict
        Called when level changes are made
        """

        _acquireLock()
        for logger in self.loggerDict.values():
            if isinstance(logger, Logger):
                logger._cache.clear()
        self.root._cache.clear()
        _releaseLock()

#---------------------------------------------------------------------------
#   Logger classes and functions
#---------------------------------------------------------------------------

class Logger(Filterer):
    """
    Instances of the Logger class represent a single logging channel. A
    "logging channel" indicates an area of an application. Exactly how an
    "area" is defined is up to the application developer. Since an
    application can have any number of areas, logging channels are identified
    by a unique string. Application areas can be nested (e.g. an area
    of "input processing" might include sub-areas "read CSV files", "read
    XLS files" and "read Gnumeric files"). To cater for this natural nesting,
    channel names are organized into a namespace hierarchy where levels are
    separated by periods, much like the Java or Python package namespace. So
    in the instance given above, channel names might be "input" for the upper
    level, and "input.csv", "input.xls" and "input.gnu" for the sub-levels.
    There is no arbitrary limit to the depth of nesting.
    """
    def __init__(self, name, level=NOTSET):
        """
        Initialize the logger with a name and an optional level.
        """
        Filterer.__init__(self)
        self.name = name
        self.level = _checkLevel(level)
        self.parent = None
        self.propagate = True
        self.handlers = []
        self.disabled = False
        self._cache = {}

    def setLevel(self, level):
        """
        Set the logging level of this logger.  level must be an int or a str.
        """
        self.level = _checkLevel(level)
        self.manager._clear_cache()

    def debug(self, msg, *args, **kwargs):
        """
        Log 'msg % args' with severity 'DEBUG'.

        To pass exception information, use the keyword argument exc_info with
        a true value, e.g.

        logger.debug("Houston, we have a %s", "thorny problem", exc_info=1)
        """
        if self.isEnabledFor(DEBUG):
            self._log(DEBUG, msg, args, **kwargs)

    def info(self, msg, *args, **kwargs):
        """
        Log 'msg % args' with severity 'INFO'.

        To pass exception information, use the keyword argument exc_info with
        a true value, e.g.

        logger.info("Houston, we have a %s", "interesting problem", exc_info=1)
        """
        if self.isEnabledFor(INFO):
            self._log(INFO, msg, args, **kwargs)

    def warning(self, msg, *args, **kwargs):
        """
        Log 'msg % args' with severity 'WARNING'.

        To pass exception information, use the keyword argument exc_info with
        a true value, e.g.

        logger.warning("Houston, we have a %s", "bit of a problem", exc_info=1)
        """
        if self.isEnabledFor(WARNING):
            self._log(WARNING, msg, args, **kwargs)

    def warn(self, msg, *args, **kwargs):
        warnings.warn("The 'warn' method is deprecated, "
            "use 'warning' instead", DeprecationWarning, 2)
        self.warning(msg, *args, **kwargs)

    def error(self, msg, *args, **kwargs):
        """
        Log 'msg % args' with severity 'ERROR'.

        To pass exception information, use the keyword argument exc_info with
        a true value, e.g.

        logger.error("Houston, we have a %s", "major problem", exc_info=1)
        """
        if self.isEnabledFor(ERROR):
            self._log(ERROR, msg, args, **kwargs)

    def exception(self, msg, *args, exc_info=True, **kwargs):
        """
        Convenience method for logging an ERROR with exception information.
        """
        self.error(msg, *args, exc_info=exc_info, **kwargs)

    def critical(self, msg, *args, **kwargs):
        """
        Log 'msg % args' with severity 'CRITICAL'.

        To pass exception information, use the keyword argument exc_info with
        a true value, e.g.

        logger.critical("Houston, we have a %s", "major disaster", exc_info=1)
        """
        if self.isEnabledFor(CRITICAL):
            self._log(CRITICAL, msg, args, **kwargs)

    fatal = critical

    def log(self, level, msg, *args, **kwargs):
        """
        Log 'msg % args' with the integer severity 'level'.

        To pass exception information, use the keyword argument exc_info with
        a true value, e.g.

        logger.log(level, "We have a %s", "mysterious problem", exc_info=1)
        """
        if not isinstance(level, int):
            if raiseExceptions:
                raise TypeError("level must be an integer")
            else:
                return
        if self.isEnabledFor(level):
            self._log(level, msg, args, **kwargs)

    def findCaller(self, stack_info=False):
        """
        Find the stack frame of the caller so that we can note the source
        file name, line number and function name.
        """
        f = currentframe()
        #On some versions of IronPython, currentframe() returns None if
        #IronPython isn't run with -X:Frames.
        if f is not None:
            f = f.f_back
        rv = "(unknown file)", 0, "(unknown function)", None
        while hasattr(f, "f_code"):
            co = f.f_code
            filename = os.path.normcase(co.co_filename)
            if filename == _srcfile:
                f = f.f_back
                continue
            sinfo = None
            if stack_info:
                sio = io.StringIO()
                sio.write('Stack (most recent call last):\n')
                traceback.print_stack(f, file=sio)
                sinfo = sio.getvalue()
                if sinfo[-1] == '\n':
                    sinfo = sinfo[:-1]
                sio.close()
            rv = (co.co_filename, f.f_lineno, co.co_name, sinfo)
            break
        return rv

    def makeRecord(self, name, level, fn, lno, msg, args, exc_info,
                   func=None, extra=None, sinfo=None):
        """
        A factory method which can be overridden in subclasses to create
        specialized LogRecords.
        """
        rv = _logRecordFactory(name, level, fn, lno, msg, args, exc_info, func,
                             sinfo)
        if extra is not None:
            for key in extra:
                if (key in ["message", "asctime"]) or (key in rv.__dict__):
                    raise KeyError("Attempt to overwrite %r in LogRecord" % key)
                rv.__dict__[key] = extra[key]
        return rv

    def _log(self, level, msg, args, exc_info=None, extra=None, stack_info=False):
        """
        Low-level logging routine which creates a LogRecord and then calls
        all the handlers of this logger to handle the record.
        """
        sinfo = None
        if _srcfile:
            #IronPython doesn't track Python frames, so findCaller raises an
            #exception on some versions of IronPython. We trap it here so that
            #IronPython can use logging.
            try:
                fn, lno, func, sinfo = self.findCaller(stack_info)
            except ValueError: # pragma: no cover
                fn, lno, func = "(unknown file)", 0, "(unknown function)"
        else: # pragma: no cover
            fn, lno, func = "(unknown file)", 0, "(unknown function)"
        if exc_info:
            if isinstance(exc_info, BaseException):
                exc_info = (type(exc_info), exc_info, exc_info.__traceback__)
            elif not isinstance(exc_info, tuple):
                exc_info = sys.exc_info()
        record = self.makeRecord(self.name, level, fn, lno, msg, args,
                                 exc_info, func, extra, sinfo)
        self.handle(record)

    def handle(self, record):
        """
        Call the handlers for the specified record.

        This method is used for unpickled records received from a socket, as
        well as those created locally. Logger-level filtering is applied.
        """
        if (not self.disabled) and self.filter(record):
            self.callHandlers(record)

    def addHandler(self, hdlr):
        """
        Add the specified handler to this logger.
        """
        _acquireLock()
        try:
            if not (hdlr in self.handlers):
                self.handlers.append(hdlr)
        finally:
            _releaseLock()

    def removeHandler(self, hdlr):
        """
        Remove the specified handler from this logger.
        """
        _acquireLock()
        try:
            if hdlr in self.handlers:
                self.handlers.remove(hdlr)
        finally:
            _releaseLock()

    def hasHandlers(self):
        """
        See if this logger has any handlers configured.

        Loop through all handlers for this logger and its parents in the
        logger hierarchy. Return True if a handler was found, else False.
        Stop searching up the hierarchy whenever a logger with the "propagate"
        attribute set to zero is found - that will be the last logger which
        is checked for the existence of handlers.
        """
        c = self
        rv = False
        while c:
            if c.handlers:
                rv = True
                break
            if not c.propagate:
                break
            else:
                c = c.parent
        return rv

    def callHandlers(self, record):
        """
        Pass a record to all relevant handlers.

        Loop through all handlers for this logger and its parents in the
        logger hierarchy. If no handler was found, output a one-off error
        message to sys.stderr. Stop searching up the hierarchy whenever a
        logger with the "propagate" attribute set to zero is found - that
        will be the last logger whose handlers are called.
        """
        c = self
        found = 0
        while c:
            for hdlr in c.handlers:
                found = found + 1
                if record.levelno >= hdlr.level:
                    hdlr.handle(record)
            if not c.propagate:
                c = None    #break out
            else:
                c = c.parent
        if (found == 0):
            if lastResort:
                if record.levelno >= lastResort.level:
                    lastResort.handle(record)
            elif raiseExceptions and not self.manager.emittedNoHandlerWarning:
                sys.stderr.write("No handlers could be found for logger"
                                 " \"%s\"\n" % self.name)
                self.manager.emittedNoHandlerWarning = True

    def getEffectiveLevel(self):
        """
        Get the effective level for this logger.

        Loop through this logger and its parents in the logger hierarchy,
        looking for a non-zero logging level. Return the first one found.
        """
        logger = self
        while logger:
            if logger.level:
                return logger.level
            logger = logger.parent
        return NOTSET

    def isEnabledFor(self, level):
        """
        Is this logger enabled for level 'level'?
        """
        try:
            return self._cache[level]
        except KeyError:
            _acquireLock()
            try:
                if self.manager.disable >= level:
                    is_enabled = self._cache[level] = False
                else:
                    is_enabled = self._cache[level] = (
                        level >= self.getEffectiveLevel()
                    )
            finally:
                _releaseLock()
            return is_enabled

    def getChild(self, suffix):
        """
        Get a logger which is a descendant to this one.

        This is a convenience method, such that

        logging.getLogger('abc').getChild('def.ghi')

        is the same as

        logging.getLogger('abc.def.ghi')

        It's useful, for example, when the parent logger is named using
        __name__ rather than a literal string.
        """
        if self.root is not self:
            suffix = '.'.join((self.name, suffix))
        return self.manager.getLogger(suffix)

    def __repr__(self):
        level = getLevelName(self.getEffectiveLevel())
        return '<%s %s (%s)>' % (self.__class__.__name__, self.name, level)

    def __reduce__(self):
        # In general, only the root logger will not be accessible via its name.
        # However, the root logger's class has its own __reduce__ method.
        if getLogger(self.name) is not self:
            import pickle
            raise pickle.PicklingError('logger cannot be pickled')
        return getLogger, (self.name,)


class RootLogger(Logger):
    """
    A root logger is not that different to any other logger, except that
    it must have a logging level and there is only one instance of it in
    the hierarchy.
    """
    def __init__(self, level):
        """
        Initialize the logger with the name "root".
        """
        Logger.__init__(self, "root", level)

    def __reduce__(self):
        return getLogger, ()

_loggerClass = Logger

class LoggerAdapter(object):
    """
    An adapter for loggers which makes it easier to specify contextual
    information in logging output.
    """

    def __init__(self, logger, extra):
        """
        Initialize the adapter with a logger and a dict-like object which
        provides contextual information. This constructor signature allows
        easy stacking of LoggerAdapters, if so desired.

        You can effectively pass keyword arguments as shown in the
        following example:

        adapter = LoggerAdapter(someLogger, dict(p1=v1, p2="v2"))
        """
        self.logger = logger
        self.extra = extra

    def process(self, msg, kwargs):
        """
        Process the logging message and keyword arguments passed in to
        a logging call to insert contextual information. You can either
        manipulate the message itself, the keyword args or both. Return
        the message and kwargs modified (or not) to suit your needs.

        Normally, you'll only need to override this one method in a
        LoggerAdapter subclass for your specific needs.
        """
        kwargs["extra"] = self.extra
        return msg, kwargs

    #
    # Boilerplate convenience methods
    #
    def debug(self, msg, *args, **kwargs):
        """
        Delegate a debug call to the underlying logger.
        """
        self.log(DEBUG, msg, *args, **kwargs)

    def info(self, msg, *args, **kwargs):
        """
        Delegate an info call to the underlying logger.
        """
        self.log(INFO, msg, *args, **kwargs)

    def warning(self, msg, *args, **kwargs):
        """
        Delegate a warning call to the underlying logger.
        """
        self.log(WARNING, msg, *args, **kwargs)

    def warn(self, msg, *args, **kwargs):
        warnings.warn("The 'warn' method is deprecated, "
            "use 'warning' instead", DeprecationWarning, 2)
        self.warning(msg, *args, **kwargs)

    def error(self, msg, *args, **kwargs):
        """
        Delegate an error call to the underlying logger.
        """
        self.log(ERROR, msg, *args, **kwargs)

    def exception(self, msg, *args, exc_info=True, **kwargs):
        """
        Delegate an exception call to the underlying logger.
        """
        self.log(ERROR, msg, *args, exc_info=exc_info, **kwargs)

    def critical(self, msg, *args, **kwargs):
        """
        Delegate a critical call to the underlying logger.
        """
        self.log(CRITICAL, msg, *args, **kwargs)

    def log(self, level, msg, *args, **kwargs):
        """
        Delegate a log call to the underlying logger, after adding
        contextual information from this adapter instance.
        """
        if self.isEnabledFor(level):
            msg, kwargs = self.process(msg, kwargs)
            self.logger.log(level, msg, *args, **kwargs)

    def isEnabledFor(self, level):
        """
        Is this logger enabled for level 'level'?
        """
        return self.logger.isEnabledFor(level)

    def setLevel(self, level):
        """
        Set the specified level on the underlying logger.
        """
        self.logger.setLevel(level)

    def getEffectiveLevel(self):
        """
        Get the effective level for the underlying logger.
        """
        return self.logger.getEffectiveLevel()

    def hasHandlers(self):
        """
        See if the underlying logger has any handlers.
        """
        return self.logger.hasHandlers()

    def _log(self, level, msg, args, exc_info=None, extra=None, stack_info=False):
        """
        Low-level log implementation, proxied to allow nested logger adapters.
        """
        return self.logger._log(
            level,
            msg,
            args,
            exc_info=exc_info,
            extra=extra,
            stack_info=stack_info,
        )

    @property
    def manager(self):
        return self.logger.manager

    @manager.setter
    def manager(self, value):
        self.logger.manager = value

    @property
    def name(self):
        return self.logger.name

    def __repr__(self):
        logger = self.logger
        level = getLevelName(logger.getEffectiveLevel())
        return '<%s %s (%s)>' % (self.__class__.__name__, logger.name, level)

root = RootLogger(WARNING)
Logger.root = root
Logger.manager = Manager(Logger.root)

#---------------------------------------------------------------------------
# Configuration classes and functions
#---------------------------------------------------------------------------

def basicConfig(**kwargs):
    """
    Do basic configuration for the logging system.

    This function does nothing if the root logger already has handlers
    configured. It is a convenience method intended for use by simple scripts
    to do one-shot configuration of the logging package.

    The default behaviour is to create a StreamHandler which writes to
    sys.stderr, set a formatter using the BASIC_FORMAT format string, and
    add the handler to the root logger.

    A number of optional keyword arguments may be specified, which can alter
    the default behaviour.

    filename  Specifies that a FileHandler be created, using the specified
              filename, rather than a StreamHandler.
    filemode  Specifies the mode to open the file, if filename is specified
              (if filemode is unspecified, it defaults to 'a').
    format    Use the specified format string for the handler.
    datefmt   Use the specified date/time format.
    style     If a format string is specified, use this to specify the
              type of format string (possible values '%', '{', '$', for
              %-formatting, :meth:`str.format` and :class:`string.Template`
              - defaults to '%').
    level     Set the root logger level to the specified level.
    stream    Use the specified stream to initialize the StreamHandler. Note
              that this argument is incompatible with 'filename' - if both
              are present, 'stream' is ignored.
    handlers  If specified, this should be an iterable of already created
              handlers, which will be added to the root handler. Any handler
              in the list which does not have a formatter assigned will be
              assigned the formatter created in this function.

    Note that you could specify a stream created using open(filename, mode)
    rather than passing the filename and mode in. However, it should be
    remembered that StreamHandler does not close its stream (since it may be
    using sys.stdout or sys.stderr), whereas FileHandler closes its stream
    when the handler is closed.

    .. versionchanged:: 3.2
       Added the ``style`` parameter.

    .. versionchanged:: 3.3
       Added the ``handlers`` parameter. A ``ValueError`` is now thrown for
       incompatible arguments (e.g. ``handlers`` specified together with
       ``filename``/``filemode``, or ``filename``/``filemode`` specified
       together with ``stream``, or ``handlers`` specified together with
       ``stream``.
    """
    # Add thread safety in case someone mistakenly calls
    # basicConfig() from multiple threads
    _acquireLock()
    try:
        if len(root.handlers) == 0:
            handlers = kwargs.pop("handlers", None)
            if handlers is None:
                if "stream" in kwargs and "filename" in kwargs:
                    raise ValueError("'stream' and 'filename' should not be "
                                     "specified together")
            else:
                if "stream" in kwargs or "filename" in kwargs:
                    raise ValueError("'stream' or 'filename' should not be "
                                     "specified together with 'handlers'")
            if handlers is None:
                filename = kwargs.pop("filename", None)
                mode = kwargs.pop("filemode", 'a')
                if filename:
                    h = FileHandler(filename, mode)
                else:
                    stream = kwargs.pop("stream", None)
                    h = StreamHandler(stream)
                handlers = [h]
            dfs = kwargs.pop("datefmt", None)
            style = kwargs.pop("style", '%')
            if style not in _STYLES:
                raise ValueError('Style must be one of: %s' % ','.join(
                                 _STYLES.keys()))
            fs = kwargs.pop("format", _STYLES[style][1])
            fmt = Formatter(fs, dfs, style)
            for h in handlers:
                if h.formatter is None:
                    h.setFormatter(fmt)
                root.addHandler(h)
            level = kwargs.pop("level", None)
            if level is not None:
                root.setLevel(level)
            if kwargs:
                keys = ', '.join(kwargs.keys())
                raise ValueError('Unrecognised argument(s): %s' % keys)
    finally:
        _releaseLock()

#---------------------------------------------------------------------------
# Utility functions at module level.
# Basically delegate everything to the root logger.
#---------------------------------------------------------------------------

def getLogger(name=None):
    """
    Return a logger with the specified name, creating it if necessary.

    If no name is specified, return the root logger.
    """
    if name:
        return Logger.manager.getLogger(name)
    else:
        return root

def critical(msg, *args, **kwargs):
    """
    Log a message with severity 'CRITICAL' on the root logger. If the logger
    has no handlers, call basicConfig() to add a console handler with a
    pre-defined format.
    """
    if len(root.handlers) == 0:
        basicConfig()
    root.critical(msg, *args, **kwargs)

fatal = critical

def error(msg, *args, **kwargs):
    """
    Log a message with severity 'ERROR' on the root logger. If the logger has
    no handlers, call basicConfig() to add a console handler with a pre-defined
    format.
    """
    if len(root.handlers) == 0:
        basicConfig()
    root.error(msg, *args, **kwargs)

def exception(msg, *args, exc_info=True, **kwargs):
    """
    Log a message with severity 'ERROR' on the root logger, with exception
    information. If the logger has no handlers, basicConfig() is called to add
    a console handler with a pre-defined format.
    """
    error(msg, *args, exc_info=exc_info, **kwargs)

def warning(msg, *args, **kwargs):
    """
    Log a message with severity 'WARNING' on the root logger. If the logger has
    no handlers, call basicConfig() to add a console handler with a pre-defined
    format.
    """
    if len(root.handlers) == 0:
        basicConfig()
    root.warning(msg, *args, **kwargs)

def warn(msg, *args, **kwargs):
    warnings.warn("The 'warn' function is deprecated, "
        "use 'warning' instead", DeprecationWarning, 2)
    warning(msg, *args, **kwargs)

def info(msg, *args, **kwargs):
    """
    Log a message with severity 'INFO' on the root logger. If the logger has
    no handlers, call basicConfig() to add a console handler with a pre-defined
    format.
    """
    if len(root.handlers) == 0:
        basicConfig()
    root.info(msg, *args, **kwargs)

def debug(msg, *args, **kwargs):
    """
    Log a message with severity 'DEBUG' on the root logger. If the logger has
    no handlers, call basicConfig() to add a console handler with a pre-defined
    format.
    """
    if len(root.handlers) == 0:
        basicConfig()
    root.debug(msg, *args, **kwargs)

def log(level, msg, *args, **kwargs):
    """
    Log 'msg % args' with the integer severity 'level' on the root logger. If
    the logger has no handlers, call basicConfig() to add a console handler
    with a pre-defined format.
    """
    if len(root.handlers) == 0:
        basicConfig()
    root.log(level, msg, *args, **kwargs)

def disable(level=CRITICAL):
    """
    Disable all logging calls of severity 'level' and below.
    """
    root.manager.disable = level
    root.manager._clear_cache()

def shutdown(handlerList=_handlerList):
    """
    Perform any cleanup actions in the logging system (e.g. flushing
    buffers).

    Should be called at application exit.
    """
    for wr in reversed(handlerList[:]):
        #errors might occur, for example, if files are locked
        #we just ignore them if raiseExceptions is not set
        try:
            h = wr()
            if h:
                try:
                    h.acquire()
                    h.flush()
                    h.close()
                except (OSError, ValueError):
                    # Ignore errors which might be caused
                    # because handlers have been closed but
                    # references to them are still around at
                    # application exit.
                    pass
                finally:
                    h.release()
        except: # ignore everything, as we're shutting down
            if raiseExceptions:
                raise
            #else, swallow

#Let's try and shutdown automatically on application exit...
import atexit
atexit.register(shutdown)

# Null handler

class NullHandler(Handler):
    """
    This handler does nothing. It's intended to be used to avoid the
    "No handlers could be found for logger XXX" one-off warning. This is
    important for library code, which may contain code to log events. If a user
    of the library does not configure logging, the one-off warning might be
    produced; to avoid this, the library developer simply needs to instantiate
    a NullHandler and add it to the top-level logger of the library module or
    package.
    """
    def handle(self, record):
        """Stub."""

    def emit(self, record):
        """Stub."""

    def createLock(self):
        self.lock = None

# Warnings integration

_warnings_showwarning = None

def _showwarning(message, category, filename, lineno, file=None, line=None):
    """
    Implementation of showwarnings which redirects to logging, which will first
    check to see if the file parameter is None. If a file is specified, it will
    delegate to the original warnings implementation of showwarning. Otherwise,
    it will call warnings.formatwarning and will log the resulting string to a
    warnings logger named "py.warnings" with level logging.WARNING.
    """
    if file is not None:
        if _warnings_showwarning is not None:
            _warnings_showwarning(message, category, filename, lineno, file, line)
    else:
        s = warnings.formatwarning(message, category, filename, lineno, line)
        logger = getLogger("py.warnings")
        if not logger.handlers:
            logger.addHandler(NullHandler())
        logger.warning("%s", s)

def captureWarnings(capture):
    """
    If capture is true, redirect all warnings to the logging package.
    If capture is False, ensure that warnings are not redirected to logging
    but to their original destinations.
    """
    global _warnings_showwarning
    if capture:
        if _warnings_showwarning is None:
            _warnings_showwarning = warnings.showwarning
            warnings.showwarning = _showwarning
    else:
        if _warnings_showwarning is not None:
            warnings.showwarning = _warnings_showwarning
            _warnings_showwarning = None
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  Source code for trojai.datagen.common_label_behaviors

import logging

from .label_behavior import LabelBehavior

logger = logging.getLogger(__name__)

"""
Defines some common behaviors which are used to modify labels when designing an experiment with triggered and clean data
"""


[docs]class WrappedAdd(LabelBehavior):
    """
    Adds a defined amount to each input label, with an optional maximum value around which labels are wrapped
    """
    def __init__(self, add_val: int, max_num_classes: int = None) -> None:
        """
        Creates the WrappedAdd object
        :param add_val: the value to add to each input label
        :param max_num_classes: the maximum number of classes such that modified labels are wrapped
        """
        self.add_val = add_val
        self.max_num_classes = max_num_classes

[docs]    def do(self, y_true: int) -> int:
        """
        Performs the actual specified label modification
        :param y_true: input label to be modified
        :return: the modified label
        """
        modified_label = y_true + self.add_val
        if self.max_num_classes is not None:
            modified_label %= self.max_num_classes
        logger.debug("Converted label %d to %d" % (y_true, modified_label))
        return modified_label




[docs]class StaticTarget(LabelBehavior):
    """
    Sets label to a defined value
    """
    def __init__(self, target) -> None:
        """
        Creates the StaticTarget object
        :param target: the value to set each input label to
        """
        self.target = target

[docs]    def do(self, y_true):
        """
        Performs the actual specified label modification
        :param y_true: input label to be modified
        :return: the modified label
        """
        modified_label = self.target
        logger.debug("Converted label %s to %s" % (str(y_true), str(modified_label)))
        return modified_label
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  Source code for trojai.datagen.config

import logging
from typing import Sequence, Union, Any
import collections.abc

from .entity import Entity
from .merge_interface import Merge
from .transform_interface import Transform

logger = logging.getLogger(__name__)

"""
Contains classes which define configuration used for transforming and modifying objects, as well as the associated
validation routines.  Ideally, a configuration class should be defined for every pipeline that is defined.
"""


[docs]def check_list_type(op_list, type, err_msg):
    for op in op_list:
        if not isinstance(op, type):
            logger.error(err_msg)
            raise ValueError(err_msg)



[docs]class XFormMergePipelineConfig:
    """
    Defines all configuration items necessary to run the XFormMerge Pipeline, and associated configuration validation.

    NOTE: the argument list can be condensed into lists of lists, but that becomes a bit less intuitive to use.  We
    need to think about how best we want to specify these argument lists.
    """
    def __init__(self, trigger_list: Sequence[Entity] = None, trigger_sampling_prob: Sequence[float] = None,
                 trigger_xforms: Sequence[Transform] = None, trigger_bg_xforms: Sequence[Transform] = None,
                 trigger_bg_merge: Merge = None, trigger_bg_merge_xforms: Sequence[Transform] = None,
                 overall_bg_xforms: Sequence[Transform] = None, overall_bg_triggerbg_merge: Merge = None,
                 overall_bg_triggerbg_xforms: Sequence[Transform] = None, merge_type: str = 'insert',
                 per_class_trigger_frac: float = None, triggered_classes: Union[str, Sequence[Any]] = 'all'):
        """
        Initializes the configuration used by XFormMergePipeline
        :param trigger_list: a list of Triggers to insert into the background Entity
        :param trigger_sampling_prob: probability with how the trigger should be sampled, if none, uniform sampling
                                      happens
        :param trigger_xforms: a list of transforms to apply to the trigger
        :param trigger_bg_xforms: a list of transforms to apply to the trigger background (what the trigger will be
                                  inserted into)
        :param trigger_bg_merge: merge operator to combine the trigger and the trigger background
        :param trigger_bg_merge_xforms: a list transforms to apply after combining the trigger and the trigger
                                        background
        :param overall_bg_xforms: a list of transforms to apply to the overall background, into which the
                                  trigger+trigger_bg will be inserted into.  This is only applicable for the
                                  merge_type of "regenerate"
        :param overall_bg_triggerbg_merge: Merge object which defines how to merge the the background image with the
                                           trigger+bg image.  For example, a use case might be a inserting a trigger
                                           into a traffic sign (which would be trigger+bg), and then inserting that
                                           into an overall background
        :param overall_bg_triggerbg_xforms: Any final transforms that should be applied after merging the trigger
                                            with the background and merging that combined entity with another
                                            background (as the usecase above)
        :param merge_type: How data will be merged.  Valid merge_types are determined by the method argument of the
                           Pipeline's modify_clean_dataset() function
        :param per_class_trigger_frac: The percentage of the total clean data to modify.  If None, all the data will
                                       be modified
        :param triggered_classes: either the string 'all', or a list of labels which will be triggered
        """
        self.trigger_list = trigger_list
        self.trigger_xforms = trigger_xforms
        self.trigger_sampling_prob = trigger_sampling_prob

        self.trigger_bg_xforms = trigger_bg_xforms
        self.trigger_bg_merge = trigger_bg_merge
        self.trigger_bg_merge_xforms = trigger_bg_merge_xforms

        # validate configuration based on the merge type
        self.merge_type = merge_type.lower()
        self.per_class_trigger_frac = per_class_trigger_frac
        self.triggered_classes = triggered_classes

        self.overall_bg_xforms = overall_bg_xforms
        self.overall_bg_triggerbg_merge = overall_bg_triggerbg_merge
        self.overall_bg_triggerbg_xforms = overall_bg_triggerbg_xforms

        # validate configuration based on the merge type
        self.merge_type = merge_type.lower()
        self.validate_regenerate_mode()
        
        self.validate()

[docs]    def validate(self):
        """
        Validates whether the configuration was setup properly, based on the merge_type.
        :return: None
        """

        if self.per_class_trigger_frac is not None and (self.per_class_trigger_frac <= 0. or
                                                        self.per_class_trigger_frac >= 1.):
            msg = "per_class_trigger_frac must be between 0 and 1, noninclusive"
            logger.error(msg)
            raise ValueError(msg)

        if self.merge_type == 'insert' or self.merge_type == 'regenerate':
            pass
        else:
            msg = "Unknown merge_type! See pipeline's modify_clean_dataset() for valid merge types!"
            logger.error(msg)
            raise ValueError(msg)

        # the following set of variables are
        if self.trigger_list is not None:
            check_list_type(self.trigger_list, Entity, "trigger_list must be a sequence of Entity objects!")
        if self.trigger_sampling_prob is not None:
            check_list_type(self.trigger_sampling_prob, float, "trigger_sampling_prob must be a sequence of floats!")

        if self.trigger_xforms is None:
            # silently convert None to no xforms applied in the format needed by the Pipeline
            self.trigger_xforms = []
        check_list_type(self.trigger_xforms, Transform, "trigger_xforms must be a list of Transform objects!")

        if self.trigger_bg_merge is None or not isinstance(self.trigger_bg_merge, Merge):
            msg = "trigger_bg_merge must be specified as a trojai.datagen.Merge.Merge object"
            logger.error(msg)
            raise ValueError(msg)

        if self.trigger_bg_merge_xforms is None:
            # silently convert None to no xforms applied in the format needed by the Pipeline
            self.trigger_bg_merge_xforms = []
        check_list_type(self.trigger_bg_merge_xforms, Transform,
                        "trigger_bg_merge_xforms must be a list of Transform objects")

        if isinstance(self.triggered_classes, str):
            if self.triggered_classes != 'all':
                msg = "triggered_classes must be the string 'any', or a list of labels"
                logger.error(msg)
                raise ValueError(msg)
        elif isinstance(self.triggered_classes, collections.abc.Sequence):
            # NOTE: we leave this to run-time checking b/c we don't know what the type of a Label is for a particular
            #  type of data
            pass
        else:
            msg = "triggered_classes must be the string 'any', or a list of labels"
            logger.error(msg)
            raise ValueError(msg)


[docs]    def validate_regenerate_mode(self):
        """
        Validates whether the configuration was setup properly, based on the merge_type.
        :return: None
        """

        # additional checks if the xform+merge is being used to "regenerate" the data
        if self.merge_type == 'regenerate':
            if self.overall_bg_xforms is None:
                # silently convert None to no xforms applied in the format needed by the Pipeline
                self.overall_bg_xforms = []
            check_list_type(self.overall_bg_xforms, Transform,
                                        "overall_bg_xforms must be a list of Transform objects!")
            if not isinstance(self.overall_bg_triggerbg_merge, Merge):
                msg = "overall_bg_triggerbg_merge input must be of type trojai.datagen.Merge.Merge"
                logger.error(msg)
                raise ValueError(msg)
            if self.overall_bg_triggerbg_xforms is None:
                # silently convert None to no xforms applied in the format needed by the Pipeline
                self.overall_bg_triggerbg_xforms = []
            check_list_type(self.overall_bg_triggerbg_xforms, Transform,
                                        "overall_bg_triggerbg_xforms must be a list of Transform objects!")




[docs]def check_non_negative(val, name):
    if not isinstance(val, Sequence):
        val = [val]
    for v in val:
        if v < 0.0:
            msg = "Illegal value specified %s.  All values must be non-negative!" % name
            logger.error(msg)
            raise ValueError(msg)



[docs]class ValidInsertLocationsConfig:
    """
    Specifies which algorithm to use for determining the valid spots for trigger insertion on an image and all
    relevant parameters
    """

    def __init__(self, algorithm: str = 'brute_force', min_val: Union[int, Sequence[int]] = 0,
                 threshold_val: Union[float, Sequence[float]] = 5.0, num_boxes: int = 5,
                 allow_overlap: Union[bool, Sequence[bool]] = False):
        """
        Initialize and validate all relevant parameters for InsertAtRandomLocation
        :param algorithm: algorithm to use for determining valid placement, options include
                   brute_force -> for every edge pixel of the image, invalidates all intersecting pattern insert
                                  locations
                   threshold -> a trigger position on the image is invalid if the mean pixel value over the area is
                                greater than a specified amount (threshold_val),
                                WARNING: slowest of all options by substantial amount
                   edge_tracing -> follows perimeter of non-zero image values invalidating locations where there is any
                                   overlap between trigger and image, works well for convex images with long flat edges
                   bounding_boxes -> splits the image into a grid of size num_boxes x num_boxes and generates a
                                     bounding box for the image in each grid location, and invalidates all intersecting
                                     trigger insert locations, provides substantial speedup for large images with fine
                                     details but will not find all valid insert locations,
                                     WARNING: may not find any valid insert locations if num_boxes is too small
        :param min_val: any pixels above this value will be considered for determining overlap, any below this value
                        will be treated as if there is no image present for the given pixel
        :param threshold_val: value to compare mean pixel value over possible insert area to,
                              only needed for threshold
        :param num_boxes: size of grid for bounding boxes algorithm, larger value implies closer approximation,
                          only needed for bounding_boxes
        :param allow_overlap: specify which channels to allow overlap of trigger and image,
                              if True overlap is allowed for all channels
        """
        self.algorithm = algorithm.lower()
        self.min_val = min_val
        self.threshold_val = threshold_val
        self.num_boxes = num_boxes
        self.allow_overlap = allow_overlap

        self.validate()

[docs]    def validate(self):
        """
        Assess validity of provided values
        :return: None
        """

        if self.algorithm not in {'brute_force', 'threshold', 'edge_tracing', 'bounding_boxes'}:
            msg = "Algorithm specified is not implemented!"
            logger.error(msg)
            raise ValueError(msg)

        check_non_negative(self.min_val, 'min_val')

        if self.algorithm == 'brute_force':
            pass

        elif self.algorithm == 'threshold':
            check_non_negative(self.threshold_val, 'threshold_val')

        elif self.algorithm == 'edge_tracing':
            pass

        elif self.algorithm == 'bounding_boxes':
            if self.num_boxes < 1 or self.num_boxes > 25:
                msg = "Must specify a value between 1 and 25 for num_boxes!"
                logger.error(msg)
                raise ValueError(msg)




[docs]class TrojAICleanDataConfig:
    def __init__(self, sign_xforms: Sequence[Transform] = None, bg_xforms: Sequence[Transform] = None,
                 merge_obj: Merge = None, combined_xforms: Sequence[Transform] = None) -> None:
        self.sign_xforms = sign_xforms
        self.bg_xforms = bg_xforms
        self.merge_obj = merge_obj
        self.combined_xforms = combined_xforms

        self.validate()

[docs]    def validate(self) -> None:
        if self.sign_xforms is None:
            self.sign_xforms = []
        check_list_type(self.sign_xforms, Transform, "sign_xforms must be list of Transform objects")
        if self.bg_xforms is None:
            self.bg_xforms = []
        check_list_type(self.bg_xforms, Transform, "bg_xforms must be list of Transform objects")
        if not isinstance(self.merge_obj, Merge):
            msg = "merge_obj must be of type trojai.datagen.Merge.Merge"
            logger.error(msg)
            raise ValueError(msg)
        if self.combined_xforms is None:
            self.combined_xforms = []
        check_list_type(self.combined_xforms, Transform, "combined_xforms must be list of Transform "
                                                                     "objects")
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  Source code for trojai.datagen.datatype_xforms

import logging

import numpy as np
from numpy.random import RandomState

from .image_entity import GenericImageEntity, ImageEntity
from .transform_interface import ImageTransform

logger = logging.getLogger(__name__)

"""
Defines data type transformations that may need to occur when processing different data sources
"""


[docs]class ToTensorXForm(ImageTransform):
    """
    Transformation which defines the conversion of an input array to a tensor of a specified # of dimensions
    """
    def __init__(self, num_dims: int = 3) -> None:
        """
        Create the transformer object
        :param num_dims: the number of dimensions to convert the input into
        """
        self.num_dims = num_dims

[docs]    def do(self, input_obj: ImageEntity, random_state_obj: RandomState) -> ImageEntity:
        """
        Perform the actual to->tensor conversion
        :param input_obj: the input Entity to be transformed
        :param random_state_obj: ignored
        :return: the transformed Entity
        """
        img = input_obj.get_data()
        old_shape = img.shape
        num_img_dims = len(img.shape)
        if num_img_dims >= self.num_dims:
            return input_obj
        else:
            num_dims_to_add = self.num_dims-num_img_dims
            for ii in range(num_dims_to_add):
                img = np.expand_dims(img, axis=len(img.shape))
        new_shape = img.shape
        logger.debug("Converted input entity from shape=%s to %s" % (str(old_shape), str(new_shape)))
        # make a new Entity object and return
        return GenericImageEntity(img, input_obj.get_mask())
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  Source code for trojai.datagen.entity

import logging
from abc import ABC, abstractmethod

import numpy as np

logger = logging.getLogger(__name__)

"""
Defines a generic Entity object, and an Entity convenience wrapper for creating Entities from numpy arrays.  
"""

DEFAULT_DTYPE = np.uint8


[docs]class Entity(ABC):
    """
    An Entity is a generalization of a synthetic object.  It could stand alone, or a composition of multiple entities.
    An Entity is composed of some data.See the README for further details on how Entity objects are intended to be 
    used in the TrojAI pipeline.
    """
[docs]    @abstractmethod
    def get_data(self):
        """
        Get the data associated with the Entity
        :return: return the internal representation of the image
        """
        pass






          

      

      

    

  

  
    
    trojai.datagen.experiment
    

    
 
  

    
      
          
            
  Source code for trojai.datagen.experiment

from typing import Union, Tuple, Sequence, Any
import collections.abc
import glob
import logging
import os

import numpy as np
import pandas as pd
from numpy.random import RandomState
from sklearn.model_selection import train_test_split
from tqdm import tqdm

from .label_behavior import LabelBehavior

logger = logging.getLogger(__name__)

"""
Module which contains functionality for generating experiments
"""


[docs]class ClassicExperiment:
    """
    Defines a classic experiment, which consists of: 1) a specification of the clean data 2) a specification of the
    modified (triggered) data, and 3) a specification of the split of triggered/clean data for training/testing
    the model
    """
    def __init__(self, data_root_dir: str, trigger_label_xform: LabelBehavior, stratify_split: bool = True) -> None:
        """
        Initializes a Classic experiment object
        :param data_root_dir: the root directory under which all data lives under.  The expected directory structure
                for any dataset is as follows:
                root_dir
                  |- clean_data
                  |- modification_1
                  |- modification_2
                  |- ...
                This is needed so that the proper relative path can be computed from the root directory.
                Additionally, it is required that filenames correspond across the different subfolders under
                root_dir. Practically, this means
        :param trigger_label_xform: a LabelBehavior object specifying how triggered data is changed
        :param stratify_split: if True, then data is split such that each class has the same number of samples in
                the produced experiment
        """
        self.data_root_dir = data_root_dir
        self.stratify_split = stratify_split
        self.trigger_label_xform = trigger_label_xform

[docs]    def create_experiment(self, clean_data_csv: str, experiment_data_folder: str,
                          mod_filename_filter: str = '*', split_clean_trigger: bool = False,
                          trigger_frac: float = 0.2, triggered_classes: Union[str, Sequence[Any]] = 'all',
                          random_state_obj: RandomState = RandomState(1234)) \
            -> Union[Tuple, pd.DataFrame]:
        """
        Creates an "experiment," which is a dataframe defining the data that should be used, and whether that data is
         triggered or not, and the true & actual label associated with that data point.
        TODO:
          [] - Have ability to accept multiple mod_data_folders such that we can sample from them all at a specified
               probability to have different triggers
        :param clean_data_csv: path to file which contains a CSV specification of the clean data. The CSV file is
                expected to have the following columns: [file, label]
        :param experiment_data_folder: the folder which contains the data to mix with for the experiment.
        :param mod_filename_filter: a string filter for determining which files in the folder to consider, if only a
                a subset is to be considered for sampling
        :param split_clean_trigger: if True, then we return a list of DataFrames, where the triggered & non-triggered
                data are combined into one DataFrame, if False, we concatenate the triggered and non-triggered data
                into one DataFrame
        :param trigger_frac: the fraction of data which which should be triggered
        :param triggered_classes: either the string 'all', or a Sequence of labels which are to be triggered.  If
                this parameter is 'all', then all classes will be triggered in the created experiment.  Otherwise,
                only the classes in the list will be triggered at the percentage requested in the trigger_frac
                argument of the create_experiment function.
        :param random_state_obj: random state object
        :return: a dataframe of the data which consists of the experiment.  The DataFrame has the following columns:
                    file, true_label, train_label, triggered
                    file - the file path of the data
                    true_label - the actual label of the data
                    train_label - the label of the data the model should be trained on.
                                  This will be equal to true_label *if* triggered==False
                    triggered -  a boolean value indicating whether this particular sample has a Trigger or not
        """
        logger.info("Creating experiment from clean_data:%s modified_data:%s" %
                    (clean_data_csv, experiment_data_folder))
        # get absolute paths to avoid ambiguities when generating output paths
        experiment_data_folder = os.path.abspath(experiment_data_folder)

        clean_df = pd.read_csv(clean_data_csv)
        clean_df['filename_only'] = clean_df['file'].map(os.path.basename)

        if isinstance(triggered_classes, str) and triggered_classes == 'all':
            num_trigger = int(len(clean_df) * trigger_frac)
        else:
            if isinstance(triggered_classes, collections.abc.Sequence):
                num_total_in_triggered_classes = 0
                for c in triggered_classes:
                    num_total_in_triggered_classes += len(clean_df[clean_df['label'] == c])
                num_trigger = int(num_total_in_triggered_classes*trigger_frac)
            else:
                msg = "triggered_classes must either be 'all' or a list of labels to trigger"
                logger.error(msg)
                raise ValueError(msg)

        # find list of files in the mod data folder that match the input filter & the trigger_classes specification
        mod_flist = glob.glob(os.path.join(experiment_data_folder, mod_filename_filter))
        mod_flist.sort()
        if isinstance(triggered_classes, str):
            # we need the if/elif b/c a str is also a collections.abc.Sequence
            pass
        elif isinstance(triggered_classes, collections.abc.Sequence):
            # get only the filenames associated with each label of interest
            mod_flist_fname_only = [os.path.basename(x) for x in mod_flist]
            mod_flist = []
            for c in triggered_classes:
                class_clean_files = set(clean_df[clean_df['label'] == c]['filename_only'])
                intersected_fname_only = class_clean_files.intersection(mod_flist_fname_only)
                intersected_fname_with_path = [os.path.join(experiment_data_folder, x) for x in intersected_fname_only]
                mod_flist.extend(intersected_fname_with_path)
        if not self.stratify_split:
            mod_flist_subset = random_state_obj.choice(mod_flist, num_trigger, replace=False)
            logger.info("Created unstratified dataset from %s for including in experiment" % (experiment_data_folder,))
        else:
            # get overlap between files which exist in the directory and files which were converted
            # and pick stratification based on the original label
            orig_flist = set(clean_df['filename_only'])
            mod_flist_fname_only = set([os.path.basename(x) for x in mod_flist])
            common_flist = list(orig_flist.intersection(mod_flist_fname_only))
            df_subset_to_stratify = clean_df[clean_df['filename_only'].isin(common_flist)]

            # get the trigger fraction percentage based on class-label stratification
            if trigger_frac > 0:
                try:
                    num_trigger = min(len(df_subset_to_stratify)-1, num_trigger)
                    num_classes = len(df_subset_to_stratify['label'].unique())
                    if (len(df_subset_to_stratify) - num_trigger) < num_classes:
                        # ensure that we have enough to split
                        num_trigger -= num_classes
                    df_flist, _ = train_test_split(df_subset_to_stratify,
                                                   train_size=num_trigger,
                                                   random_state=random_state_obj,
                                                   stratify=df_subset_to_stratify['label'])
                    logger.info("Created stratified dataset from %s for including in experiment" %
                                (experiment_data_folder,))
                except ValueError as e:
                    logger.exception(e)
                    logger.error("Error creating experiment, likely because the fraction of triggered data specified "
                                 "creates a data split where not all classes are represented!")
                    raise ValueError(e)
            else:
                # empty dataframe with no entries, meaning that no data is triggered
                df_flist = pd.DataFrame(columns=['file', 'label', 'filename_only'])
                logger.info("Using all data points in %s for experiment" % (experiment_data_folder,))
            mod_flist_subset = list(df_flist['filename_only'].map(lambda x: os.path.join(experiment_data_folder, x)))

        # compose into an experiment CSV file
        clean_df.rename(columns={'file': 'file',
                                 'label': 'true_label',
                                 'filename_only': 'filename_only'},
                        inplace=True)
        clean_df['train_label'] = clean_df['true_label']
        clean_df['triggered'] = False
        # change filename to be relative to root-folder rather than subfolder
        clean_data_folder = os.path.dirname(clean_data_csv)
        clean_data_rootfolder_relpath = os.path.relpath(clean_data_folder, self.data_root_dir)
        clean_df['file'] = clean_df['file'].map(lambda x: os.path.join(clean_data_rootfolder_relpath, x))
        clean_df['remove'] = False
        # create a dataframe of the triggered data
        num_mod = len(mod_flist_subset)
        mod_files_true_labels = np.empty(num_mod, dtype=clean_df['train_label'].dtype)
        mod_files_triggered_labels = np.empty(num_mod, dtype=clean_df['train_label'].dtype)
        for ii, f in enumerate(tqdm(mod_flist_subset)):
            fname_only = os.path.basename(f)
            # search for the filename in the original data to get the true label associated with this file
            clean_data_assoc_label_series = clean_df[clean_df['filename_only'] == fname_only]['true_label']
            clean_df.at[clean_data_assoc_label_series.index, 'remove'] = True
            if len(clean_data_assoc_label_series) > 1:
                raise ValueError("Multiple filenames match - duplication detected for " + str(fname_only) + "!")
            if len(clean_data_assoc_label_series) == 0:
                raise ValueError("File:" + str(f) + " seems to have disappeared!")
            clean_data_assoc_label = clean_data_assoc_label_series.iat[0]
            mod_files_true_labels[ii] = clean_data_assoc_label
            # modify the label behavior according to the specified behavior
            mod_files_triggered_labels[ii] = self.trigger_label_xform.do(clean_data_assoc_label)

        # remove the data from the clean_df that has been modified
        clean_df_subset = clean_df[~clean_df['remove']]
        clean_df_subset.drop(['filename_only', 'remove'], axis=1, inplace=True)

        triggered_df = pd.DataFrame(mod_flist_subset, columns=['file'])
        # adjust the paths to the filename so that it is relative to the data root directory
        mod_data_rootfolder_relpath = os.path.relpath(experiment_data_folder, self.data_root_dir)
        triggered_df['file'] = triggered_df['file'].map(
            lambda x: os.path.join(mod_data_rootfolder_relpath, os.path.basename(x)))
        triggered_df['true_label'] = mod_files_true_labels
        triggered_df['train_label'] = mod_files_triggered_labels
        triggered_df['triggered'] = True

        if split_clean_trigger:
            return clean_df_subset, triggered_df
        else:
            # merge the dataframes
            return pd.concat([clean_df_subset, triggered_df])
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  Source code for trojai.datagen.image_affine_xforms

import logging
from typing import Sequence, Dict

import skimage.transform
import numpy as np
from numpy.random import RandomState
import cv2

from .image_entity import GenericImageEntity, ImageEntity
from .transform_interface import ImageTransform

logger = logging.getLogger(__name__)

"""
Module defines several affine transforms using various libraries to perform  the actual transformation operation 
specified.
"""

[docs]class UniformScaleXForm(ImageTransform):
    """Implements a uniform scale of a specified amount to an Entity

    """
    def __init__(self, scale_factor: float = 1, kwargs: dict = None) -> None:
        """
        Create a scaler object
        :param scale_factor: the scaling amount
        :param kwargs: any keyword arguments to pass to skimge.transform.rescale
        """
        self.scale_factor = scale_factor
        if kwargs is None:
            self.kwargs = {}
        else:
            self.kwargs = kwargs

[docs]    def do(self, input_obj: ImageEntity, random_state_obj: RandomState) -> ImageEntity:
        """
        Performs the scaling on an input Entity using skimage.transform.rescale
        :param input_obj: the input object to be scaled
        :param random_state_obj: ignored
        :return: the transformed Entity
        """
        img = input_obj.get_data()
        mask = input_obj.get_mask()

        logger.debug("Applying %0.02f scaling of image" % (self.scale_factor,))
        img_rescaled = skimage.transform.rescale(img, self.scale_factor, **self.kwargs)
        logger.debug("Applying %0.02f scaling of mask" % (self.scale_factor,))
        mask_rescaled = skimage.transform.rescale(mask, self.scale_factor, **self.kwargs)

        return GenericImageEntity(img_rescaled, mask_rescaled)




valid_predefined_xform_strs = [
    # NOTE: these have a large effect
    'east',
    'north-west',
    'shrink-1',
    'shrink-2',

    # NOTE: these have a medium effect
    'left-tilt-forward',
    'right-tilt-forward',
    'west',

    # NOTE: these have a small effect
    'forward-distortion-1',
    'forward-distortion-2',
    'forward-distortion-3',
    'forward-distortion-4',
    'forward-distortion-5',
    'forward-distortion-6',
    'forward-distortion-7',
    'forward-distortion-8',
    'forward-distortion-9',
    'forward-distortion-10',
    'forward-distortion-11',

    # NOTE: these have no effect
    'forward',
]


[docs]def get_predefined_perspective_xform_matrix(xform_str: str, rows: int, cols: int) -> np.ndarray:
    """
    Returns an affine transform matrix for a string specification of a
    perspective transformation
    :param xform_str: a string specification of the perspective to transform
           the object into.
    :param rows: the number of rows of the image to be transformed to the
           specified perspective
    :param cols: the number of cols of the image to be transformed to the
           specified perspective
    :return: a numpy array of shape (2,3) which specifies the affine
             transformation.

    See:https://docs.opencv.org/2.4/modules/imgproc/doc/geometric_transformations.html?highlight=getaffinetransform
    for more information
    """
    xform_str_lower = xform_str.lower()
    if xform_str_lower not in valid_predefined_xform_strs:
        raise ValueError("Unknown perspective transformation string!")

    if xform_str_lower == 'forward':
        return np.asarray([[1, 0, 0], [0, 1, 0]], dtype=np.float32)
    elif xform_str_lower == 'east':
        pts1 = np.float32([[cols / 10, rows / 10], [cols / 2, rows / 10], [cols / 10, rows / 2]])
        pts2 = np.float32([[cols / 5, rows / 5], [cols / 2, rows / 8], [cols / 5, rows / 1.8]])
    elif xform_str_lower == 'north-west':
        pts1 = np.float32([[cols * 9 / 10, rows / 10], [cols / 2, rows / 10], [cols * 9 / 10, rows / 2]])
        pts2 = np.float32([[cols * 4.5 / 5, rows / 5], [cols / 2, rows / 8], [cols * 4.5 / 5, rows / 1.8]])
    elif xform_str_lower == 'left-tilt-forward':
        pts1 = np.float32([[cols / 10, rows / 10], [cols / 2, rows / 10], [cols / 10, rows / 2]])
        pts2 = np.float32([[cols / 12, rows / 6], [cols / 2.1, rows / 8], [cols / 10, rows / 1.8]])
    elif xform_str_lower == 'right-tilt-forward':
        pts1 = np.float32([[cols * 9 / 10, rows / 10], [cols / 2, rows / 10], [cols * 9 / 10, rows / 2]])
        pts2 = np.float32([[cols * 10 / 12, rows / 6], [cols / 2.2, rows / 8], [cols * 8.4 / 10, rows / 1.8]])
    elif xform_str_lower == 'west':
        pts1 = np.float32([[cols / 10, rows / 10], [cols / 2, rows / 10], [cols * 9 / 10, rows / 2]])
        pts2 = np.float32([[cols / 9.95, rows / 10], [cols / 2.05, rows / 9.95], [cols * 9 / 10, rows / 2.05]])
    elif xform_str_lower == 'forward-distortion-1':
        pts1 = np.float32([[cols / 10, rows / 10], [cols / 2, rows / 10], [cols * 9 / 10, rows / 2]])
        pts2 = np.float32([[cols / 9.8, rows / 9.8], [cols / 2, rows / 9.8], [cols * 8.8 / 10, rows / 2.05]])
    elif xform_str_lower == 'forward-distortion-2':
        pts1 = np.float32([[cols / 10, rows / 10], [cols / 2, rows / 10], [cols * 9 / 10, rows / 2]])
        pts2 = np.float32([[cols / 11, rows / 10], [cols / 2.1, rows / 10], [cols * 8.5 / 10, rows / 1.95]])
    elif xform_str_lower == 'forward-distortion-3':
        pts1 = np.float32([[cols / 10, rows / 10], [cols / 2, rows / 10], [cols * 9 / 10, rows / 2]])
        pts2 = np.float32([[cols / 11, rows / 11], [cols / 2.1, rows / 10], [cols * 10 / 11, rows / 1.95]])
    elif xform_str_lower == 'forward-distortion-4':
        pts1 = np.float32([[cols * 9.5 / 10, rows / 10], [cols / 2, rows / 10], [cols * 9 / 10, rows / 2]])
        pts2 = np.float32([[cols * 9.35 / 10, rows / 9.99],
                           [cols / 2.05, rows / 9.95], [cols * 9.05 / 10, rows / 2.03]])
    elif xform_str_lower == 'forward-distortion-5':
        pts1 = np.float32([[cols * 9.5 / 10, rows / 10], [cols / 2, rows / 10], [cols * 9 / 10, rows / 2]])
        pts2 = np.float32([[cols * 9.65 / 10, rows / 9.95], [cols / 1.95, rows / 9.95], [cols * 9.1 / 10, rows / 2.02]])
    elif xform_str_lower == 'forward-distortion-6':
        pts1 = np.float32([[cols * 9.25 / 10, rows / 10], [cols / 2, rows / 10], [cols * 9 / 10, rows / 2]])
        pts2 = np.float32([[cols * 9.55 / 10, rows / 9.85], [cols / 1.9, rows / 10], [cols * 9.3 / 10, rows / 2.04]])
    elif xform_str_lower == 'forward-distortion-7':
        pts1 = np.float32([[cols * 9 / 10, rows / 10], [cols / 2, rows / 10], [cols * 9 / 10, rows / 2]])
        pts2 = np.float32([[cols * 8.85 / 10, rows / 9.3], [cols / 1.9, rows / 10.5], [cols * 8.8 / 10, rows / 2.11]])
    elif xform_str_lower == 'forward-distortion-8':
        pts1 = np.float32([[cols * 9 / 10, rows / 10], [cols / 2, rows / 10], [cols * 9 / 10, rows / 2]])
        pts2 = np.float32([[cols * 8.75 / 10, rows / 9.1], [cols / 1.95, rows / 8], [cols * 8.5 / 10, rows / 2.05]])
    elif xform_str_lower == 'forward-distortion-9':
        pts1 = np.float32([[cols * 9 / 10, rows / 10], [cols / 2, rows / 10], [cols * 9 / 10, rows / 2]])
        pts2 = np.float32([[cols * 8.75 / 10, rows / 9.1], [cols / 1.95, rows / 9], [cols * 8.5 / 10, rows / 2.2]])
    elif xform_str_lower == 'forward-distortion-10':
        pts1 = np.float32([[cols * 9 / 10, rows / 10], [cols / 2, rows / 10], [cols * 9 / 10, rows / 2]])
        pts2 = np.float32([[cols * 8.75 / 10, rows / 8], [cols / 1.95, rows / 8], [cols * 8.75 / 10, rows / 2]])
    elif xform_str_lower == 'forward-distortion-11':
        pts1 = np.float32([[cols * 9 / 10, rows / 10], [cols / 2, rows / 10], [cols * 9 / 10, rows / 2]])
        pts2 = np.float32([[cols * 8.8 / 10, rows / 7], [cols / 1.95, rows / 7], [cols * 8.8 / 10, rows / 2]])
    elif xform_str_lower == 'shrink-1':
        pts1 = np.float32([[cols * 9 / 10, rows / 10], [cols / 2, rows / 10], [cols * 9 / 10, rows / 2]])
        pts2 = np.float32([[cols * 8 / 10, rows / 10], [cols * 1.34 / 3, rows / 10.5], [cols * 8.24 / 10, rows / 2.5]])
    elif xform_str_lower == 'shrink-2':
        pts1 = np.float32([[cols * 9 / 10, rows / 10], [cols / 2, rows / 10], [cols * 9 / 10, rows / 2]])
        pts2 = np.float32([[cols * 8.5 / 10, rows * 3.1 / 10], [cols / 2, rows * 3 / 10],
                          [cols * 8.44 / 10, rows * 1.55 / 2.5]])
    else:
        raise ValueError("Unknown perspective transformation string!")
    return cv2.getAffineTransform(pts1, pts2)



[docs]class PerspectiveXForm(ImageTransform):
    """Shifts the perspective of an input Entity

    """
    def __init__(self, xform_matrix) -> None:
        """
        Creates a Perspective shifter object
        :param xform_matrix: can be either a string specification of a perspective shift, where valid strings are
               defined in the list: affine_xforms.valid_predefined_xform_strs, or it can be a matrix of shape (2,3).
        """
        # input validation
        if isinstance(xform_matrix, str):
            self.xform_M = xform_matrix
        elif isinstance(xform_matrix, np.ndarray) and xform_matrix.shape == (2, 3):
            self.xform_M = xform_matrix
        else:
            raise ValueError("Unknown M input, must be either an allowed string or a matrix of shape (2,3)!")

[docs]    def do(self, input_obj: ImageEntity, random_state_obj: RandomState) -> ImageEntity:
        """
        Performs the perspective shift on the input Entity.
        :param input_obj: the Entity to be transformed according to the specified perspective shift in the constructor.
        :param random_state_obj: ignored
        :return: the transformed Entity
        """
        img = input_obj.get_data()
        mask = input_obj.get_mask()
        i_rows, i_cols, i_chans = img.shape
        if isinstance(self.xform_M, str):
            xform_matrix = get_predefined_perspective_xform_matrix(self.xform_M, i_rows, i_cols)
        else:
            xform_matrix = self.xform_M

        logger.debug("Applying cv2.warpAffine to image with matrix:" + str(xform_matrix))
        img_xform = cv2.warpAffine(img, xform_matrix, (i_cols, i_rows))
        logger.debug("Applying cv2.warpAffine to mask with matrix:" + str(xform_matrix))
        msk_xform = cv2.warpAffine(mask.astype(np.float32), xform_matrix, (i_cols, i_rows)).astype(bool)

        return GenericImageEntity(img_xform, msk_xform)




[docs]class RandomPerspectiveXForm(ImageTransform):
    """Randomly shifts perspective of input Entity in available perspectives.

    """
    def __init__(self, perspectives: Sequence[str] = None) -> None:
        """
        Creates a random perspective shifter Transform object, which uniformly samples the available perspectives in
        AffineXForms.valid_predefined_xform_strs

        # TODO: add support for non-uniform sampling of perspective transformations
        """
        if perspectives is None:
            self.perspective_possibilities = valid_predefined_xform_strs
        else:
            for perspective in perspectives:
                if perspective not in valid_predefined_xform_strs:
                    msg = perspective + " is not in the valid list of transforms"
                    logger.error(msg)
                    raise ValueError(msg)
            self.perspective_possibilities = perspectives

[docs]    def do(self, input_obj: ImageEntity, random_state_obj: RandomState) -> ImageEntity:
        """
        Samples from the possible perspectives according to the sampler
        specification and then applies that perspective to the input object
        :param input_obj: Entity to be randomly perspective shifted
        :param random_state_obj: allows for reprodcible sampling of random perspectives
        :return: the transformed Entity
        """
        # pick a perspective transformation
        chosen_xform = random_state_obj.choice(self.perspective_possibilities)

        logger.debug("Sampled perspective %s from RandomState" % (chosen_xform,))
        xformer = PerspectiveXForm(chosen_xform)

        return xformer.do(input_obj, random_state_obj)




[docs]class RotateXForm(ImageTransform):
    """Implements a rotation of an Entity by a specified angle amount.

    """
    def __init__(self, angle: int = 90, args: tuple = (), kwargs: dict = None) -> None:
        """
        Creates a Rotator Transform object
        :param angle: The degree amount to rotate (in degrees, not radians!)
        :param args: any additional arguments to pass to skimage.transform.rotate
        :param kwargs: any keyword arguments to pass to skimage.transform.rotate
        """
        self.rotation_angle = angle
        self.args = args
        if kwargs is None:
            self.kwargs = {'preserve_range': True}
        else:
            if 'preserve_range' in kwargs and not kwargs['preserve_range']:
                msg = "preserve_range cannot be set to False!"
                logger.error(msg)
                raise ValueError(msg)
            self.kwargs = kwargs

[docs]    def do(self, input_obj: ImageEntity, random_state_obj: RandomState) -> ImageEntity:
        """
        Performs the rotation specified by the RotateXForm object on an input
        :param input_obj: The Entity to be rotated
        :param random_state_obj: ignored
        :return: the transformed Entity
        """
        img = input_obj.get_data()
        mask = input_obj.get_mask()

        logger.debug("Applying %0.02f rotation to image via skimage.transform.rotate" % (self.rotation_angle,))
        img_rotated = skimage.transform.rotate(img, self.rotation_angle, *self.args, **self.kwargs).astype(img.dtype)
        logger.debug("Applying %0.02f rotation to mask via skimage.transform.rotate" % (self.rotation_angle,))
        mask_rotated = skimage.transform.rotate(mask, self.rotation_angle, *self.args, **self.kwargs)
        mask_rotated = np.logical_not(np.isclose(mask_rotated, np.zeros(mask.shape), atol=.0001))

        return GenericImageEntity(img_rotated, mask_rotated)




[docs]class RandomRotateXForm(ImageTransform):
    """Implements a rotation of a random amount of degrees.

    """
    def __init__(self, angle_choices: Sequence[float] = None, angle_sampler_prob: Sequence[float] = None,
                 rotator_kwargs: Dict = None) -> None:
        """
        Creates a random rotator Transform object
        :param angle_choices: An Sequence object of floats which represent the possible angles
                              from which the sampler can choose from
        :param angle_sampler_kwargs: any keyword arguments to pass to the sampler
        """
        if angle_choices is None:
            self.angle_choices = [0, 90, 180, 270]
        else:
            self.angle_choices = angle_choices
        if rotator_kwargs is None:
            self.rotator_kwargs = {'preserve_range': True}
        else:
            self.rotator_kwargs = rotator_kwargs
        self.angle_sampler_prob = angle_sampler_prob

[docs]    def do(self, input_obj: ImageEntity, random_state_obj: RandomState) -> ImageEntity:
        """
        Samples from the possible angles according to the sampler specification and then applies that
        rotation to the input object
        :param input_obj: Entity to be randomly rotated
        :param random_state_obj: a random state used to maintain reproducibility through transformations
        :return: the transformed Entity
        """
        rotation_angle = random_state_obj.choice(self.angle_choices, p=self.angle_sampler_prob)

        logger.debug("Sampled %0.02f rotation from RandomState" % (rotation_angle,))
        rotator = RotateXForm(rotation_angle, kwargs=self.rotator_kwargs)

        return rotator.do(input_obj, random_state_obj)
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  Source code for trojai.datagen.image_conversion_utils

import cv2
import numpy as np
from typing import Tuple, Optional

import logging
logger = logging.getLogger(__name__)

"""
Contains general utilities for dealing with channel formats
"""


[docs]def gray_to_rgb(img: np.ndarray) -> np.ndarray:
    """
    Convert given grayscale image to RGB
    :param img: 1-channel grayscale image
    :return: image converted to RGB
    """
    if not (len(img.shape) == 2 or (len(img.shape) == 3 and img.shape[2] == 1)):
        raise TypeError("input image must be in either shape (rows, cols) or (rows, cols, 1)!")

    return cv2.cvtColor(img, cv2.COLOR_GRAY2RGB)



[docs]def rgba_to_rgb(img: np.ndarray) -> Tuple[np.ndarray, Optional[np.ndarray]]:
    """
    Split given 4-channel RGBA array into a 3-channel RGB array and a 1-channel alpha array
    :param img: given image to split, must be 3-channel or 4-channel
    :return: the first three channels of data as a 3-channel RGB image and the fourth channel of img as either a
    1-channel alpha array, or None if img has only 3 channels
    """
    if len(img.shape) != 3:
        raise TypeError('Input image must be in shape (rows, cols, channels)!')

    if img.shape[2] == 3:
        return img, None
    elif img.shape[2] == 4:
        r_ch, g_ch, b_ch, alpha_ch = cv2.split(img)
        return cv2.merge((r_ch, g_ch, b_ch)), alpha_ch
    else:
        raise TypeError("rgba_to_rgb expects a 3-channel or 4-channel input image,"
                        "%d-channel input image was detected!" % img.shape[2])



[docs]def rgb_to_rgba(img, alpha_ch: Optional[np.ndarray] = None) -> np.ndarray:
    """
    Converts given image to RGBA, with optionally provided alpha_ch as its alpha channel
    :param img: 3-channel RGB image or 4-channel RGBA image
    :param alpha_ch: 1-channel array to be used as alpha value (optional),
    if img is RGBA this value is ignored
    :return: if img is 4-channel it is returned unmodified, if img is 3-channel this will return a new RGBA image with
    img as its RGB channels and either alpha_ch as its alpha channel if provided or a fully opaque alpha channel
    (max value for its datatype)
    """
    if len(img.shape) != 3:
        raise TypeError('Input image must be in shape (rows, cols, channels)!')

    if img.shape[2] == 3:
        if alpha_ch is None:
            return cv2.cvtColor(img, cv2.COLOR_RGB2RGBA)
        else:
            if len(alpha_ch.shape) == 2:
                return cv2.merge((img, alpha_ch))
            else:
                raise TypeError("input alpha channel to be must in shape (rows, cols)!")
    elif img.shape[2] == 4:
        return img
    else:
        raise TypeError("rgb_to_rgba expects a 3-channel or 4-channel input image, "
                        "%d-channel input image was detected!" % img.shape[2])



[docs]def normalization_to_rgb(img: np.ndarray, normalize: bool, name: str) -> Tuple[np.ndarray, Optional[np.ndarray]]:
    """
    Guard for input to RGB only xforms
    :param img: input image with variable number of channels
    :param normalize: whether to attempt to convert img from original channel format to 3-channel RGB
    :param name: name of calling xform
    :return: a 3-channel RGB array converted from img,
    additional conversions can be added below, currently only RGBA to RGB is implemented
    """
    if len(img.shape) != 3:
        raise TypeError('Input image must be in shape (rows, cols, channels)!')

    original_n_chan = img.shape[2]
    if original_n_chan == 3:
        return img, None

    if normalize:
        if original_n_chan == 4:
            return rgba_to_rgb(img)
        else:
            raise TypeError("No conversion for %d-channel to 3-channel images is implemented!" % original_n_chan)
    else:
        raise TypeError("%s is an RGB-only transform, %d-channel input was detected!" % (name, original_n_chan,))



[docs]def normalization_from_rgb(rgb_img: np.ndarray, alpha_ch: Optional[np.ndarray], normalize: bool, original_n_chan: int,
                           name: str) -> np.ndarray:
    """
    Guard for output from rgb-only xforms
    :param rgb_img: 3-channel RGB image result from calling xform
    :param alpha_ch: alpha channel extracted at beginning of calling xform or None
    :param normalize: whether to convert rgb_img back to its original channel format
    :param original_n_chan: number of channels in its original channel format
    :param name: name of calling xform
    :return: if normalize is True the image corresponding to rgb_img converted to its original channel format,
    otherwise rgb_img unmodified,
    additional conversions can be added below, currently only RGB to RGBA is implemented
    """
    if len(rgb_img.shape) != 3:
        raise TypeError('Input image must be in shape (rows, cols, channels)!')

    if rgb_img.shape[2] != 3:
        raise TypeError("Input image must be in 3-channel format!")

    if original_n_chan == 3:
        return rgb_img

    if normalize:
        if original_n_chan == 4:
            return rgb_to_rgba(rgb_img, alpha_ch)
        else:
            raise TypeError("No conversion for 3-channel to %d-channel images is implemented!" % original_n_chan)
    else:
        logger.warning("%s is converting %d-channel images to RGB images!" % (name, original_n_chan,))
        return rgb_img
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  Source code for trojai.datagen.image_entity

import logging
from abc import abstractmethod

import numpy as np

from .entity import Entity

logger = logging.getLogger(__name__)

"""
Defines a generic Entity object, and an Entity convenience wrapper for creating Entities from numpy arrays.  
"""

DEFAULT_DTYPE = np.uint8


[docs]class ImageEntity(Entity):
[docs]    @abstractmethod
    def get_mask(self) -> np.ndarray:
        pass




[docs]class GenericImageEntity(ImageEntity):
    """
    A class which allows one to easily instantiate an ImageEntity object with an image and associated mask
    """
    def __init__(self, data: np.ndarray, mask: np.ndarray = None) -> None:
        """
        Initialize the GenericImageEntity object, given an input image and associated mask
        :param data: The input image to be wrapped into an ImageEntity
        :param mask: The associated mask to be wrapped into an ImageEntity
        """
        self.pattern = data
        if mask is None:
            self.mask = np.ones(data.shape[0:2]).astype(bool)
        elif isinstance(mask, np.ndarray):
            if mask.shape[0:2] == self.pattern.shape[0:2]:
                self.mask = mask.astype(bool)
            else:
                msg = "Unknown Mask input - must be either None of a numpy.ndarray of same shape as arr_input"
                logger.error(msg)
                raise ValueError(msg)
        else:
            msg = "Unknown Mask input - must be either None of a numpy.ndarray of same shape as arr_input"
            logger.error(msg)
            raise ValueError(msg)

[docs]    def get_data(self) -> np.ndarray:
        """
        Get the data associated with the ImageEntity
        :return: return a numpy.ndarray representing the image
        """
        return self.pattern


[docs]    def get_mask(self) -> np.ndarray:
        """
        Get the mask associated with the ImageEntity
        :return: return a numpy.ndarray representing the mask
        """
        return self.mask
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  Source code for trojai.datagen.image_insert_utils

from trojai.datagen.config import ValidInsertLocationsConfig

from typing import Sequence, Any, Tuple, Optional

import numpy as np
from scipy.ndimage import filters

import logging
logger = logging.getLogger(__name__)

# all possible directions to leave pixel along, for edge_tracing algorithm
DIRECTIONS = [(-1, -1), (-1, 1), (1, 1), (1, -1), (0, -1), (-1, 0), (0, 1), (1, 0)]


[docs]def pattern_fit(chan_img: np.ndarray, chan_pattern: np.ndarray, chan_location: Sequence[Any]) -> bool:
    """
    Returns True if the pattern at the desired location can fit into the image channel without wrap, and False otherwise

    :param chan_img: a numpy.ndarray of shape (nrows, ncols) which represents an image channel
    :param chan_pattern: a numpy.ndarray of shape (prows, pcols) which represents a channel of the pattern
    :param chan_location: a Sequence of length 2, which contains the x/y coordinate of the top left corner of the
            pattern to be inserted for this specific channel
    :return: True/False depending on whether the pattern will fit into the image
    """

    p_rows, p_cols = chan_pattern.shape
    r, c = chan_location
    i_rows, i_cols = chan_img.shape

    if (r + p_rows) > i_rows or (c + p_cols) > i_cols:
        return False

    return True



def _get_edge_length_in_direction(curr_i: int, curr_j: int, dir_i: int, dir_j: int, i_rows: int, i_cols: int,
                                  edge_pixels: set) -> int:
    """
    find the maximum length of a move in the given direction along the perimeter of the image
    :param curr_i: current row index
    :param curr_j: current col index
    :param dir_i: direction of change in row index
    :param dir_j: direction of change in col index
    :param i_rows: number of rows of containing array
    :param i_cols number of cols of containing array
    :param edge_pixels: set of remaining edge pixels to visit
    :return: the length of the edge in the given direction, 0 if none exists,
    if direction is a diagonal length will always be <= 1
    """
    length = 0
    while 0 <= curr_i + dir_i < i_rows and 0 <= curr_j + dir_j < i_cols and \
            (curr_i + dir_i, curr_j + dir_j) in edge_pixels:
        # update seen edge pixels
        edge_pixels.remove((curr_i + dir_i, curr_j + dir_j))
        length += 1
        curr_i += dir_i
        curr_j += dir_j
        # only allow length 1 diagonal moves
        if dir_i != 0 and dir_j != 0:
            break
    return length


def _get_next_edge_from_pixel(curr_i: int, curr_j: int, i_rows: int, i_cols: int,
                              edge_pixels: set) -> Optional[Tuple[int, int]]:
    """
    Obtain the next edge to trace along
    :param curr_i: current row index
    :param curr_j: current col index
    :param i_rows: number of rows of containing array
    :param i_cols: number of cols of containing array
    :param edge_pixels: set of remaining edge pixels to visit
    :return: a tuple of row distance, col distance if an undiscovered edge is found,
    otherwise None
    """
    for dir_i, dir_j in DIRECTIONS:
        length = _get_edge_length_in_direction(curr_i, curr_j, dir_i, dir_j, i_rows, i_cols, edge_pixels)
        if length != 0:
            move_i, move_j = dir_i * length, dir_j * length
            return move_i, move_j
    return None


def _get_bounding_box(coords: Sequence[int], img: np.ndarray) -> Optional[Tuple[int, int, int, int]]:
    """
    Return the smallest possible rectangle containing all non-zero pixels in img, edges inclusive
    :param coords: sequence of image subset coordinates, top, left, bottom, right
    :param img: provided image
    :return a tuple of y1 (top), x1 (left), y2 (bottom), x2 (right) of bounding box of image,
            or a 4-tuple of zeros of no non-zero pixels in image
    """
    top, left, bottom, right = coords
    img_subset = img[top:bottom, left:right]

    rows = np.logical_or.reduce(img_subset, axis=1)
    cols = np.logical_or.reduce(img_subset, axis=0)

    row_bounds = np.nonzero(rows)
    col_bounds = np.nonzero(cols)

    if row_bounds[0].size != 0 and col_bounds[0].size != 0:
        y1 = row_bounds[0][0]
        y2 = row_bounds[0][row_bounds[0].size - 1]

        x1 = col_bounds[0][0]
        x2 = col_bounds[0][col_bounds[0].size - 1]

        return top + y1, left + x1, top + y2 + 1, left + x2 + 1

    else:
        return 0, 0, 0, 0


[docs]def valid_locations(img: np.ndarray, pattern: np.ndarray, algo_config: ValidInsertLocationsConfig,
                    protect_wrap: bool = True) -> np.ndarray:
    """
    Returns a list of locations per channel which the pattern can be inserted
    into the img_channel with an overlap algorithm dictated by the appropriate
    inputs

    :param img: a numpy.ndarray which represents the image of shape:
           (nrows, ncols, nchans)
    :param pattern: the pattern to be inserted into the image of shape:
           (prows, pcols, nchans)
    :param algo_config: The provided configuration object specifying the algorithm to use and necessary parameters
    :param protect_wrap: if True, ensures that pattern to be inserted can fit without wrapping and raises an
                         Exception otherwise
    :return: A boolean mask of the same shape as the input image, with True
             indicating that that pixel is a valid location for placement of
             the specified pattern
    """
    num_chans = img.shape[2]

    # broadcast allow_overlap variable if necessary
    allow_overlap = algo_config.allow_overlap
    if not isinstance(allow_overlap, Sequence):
        allow_overlap = [allow_overlap] * num_chans
    elif len(allow_overlap) != num_chans:
        msg = "Length of provided allow_overlap sequence does not equal the number of channels in the image!"
        logger.error(msg)
        raise ValueError(msg)

    # broadcast min_val variable if necessary
    min_val = algo_config.min_val
    if not isinstance(min_val, Sequence):
        min_val = [min_val] * num_chans
    elif len(min_val) != num_chans:
        msg = "Length of provided min_val sequence does not equal the number of channels in the image!"
        logger.error(msg)
        raise ValueError(msg)

    # broadcast threshold_val variable if necessary
    threshold_val = algo_config.threshold_val
    if algo_config.algorithm == 'threshold':
        if not isinstance(threshold_val, Sequence):
            threshold_val = [threshold_val] * num_chans
        elif len(threshold_val) != num_chans:
            msg = "Length of provided threshold_val sequence does not equal the number of channels in the image!"
            logger.error(msg)
            raise ValueError(msg)

    if pattern.shape[2] != num_chans:
        # force user to broadcast the pattern as necessary
        msg = "The # of channels in the pattern does not match the # of channels in the image!"
        logger.error(msg)
        raise ValueError(msg)

    # TODO: look for vectorization opportunities
    output_mask = np.zeros(img.shape, dtype=bool)
    for chan_idx in range(num_chans):
        chan_img = img[:, :, chan_idx]
        chan_pattern = pattern[:, :, chan_idx]
        i_rows, i_cols = chan_img.shape
        p_rows, p_cols = chan_pattern.shape

        if allow_overlap[chan_idx]:
            output_mask[0:i_rows - p_rows + 1,
                        0:i_cols - p_cols + 1,
                        chan_idx] = True
        else:
            if protect_wrap:
                mask = (chan_img <= min_val[chan_idx])

                # True if image present, False if not
                img_mask = np.logical_not(mask)

                # remove boundaries from valid locations
                mask[i_rows - p_rows + 1:i_rows, :] = False
                mask[:, i_cols - p_cols + 1:i_cols] = False

                # get all edge pixels
                edge_pixels = None
                if algo_config.algorithm != 'bounding_box':
                    edge_pixel_coords = np.nonzero(
                                            np.logical_and(
                                                np.logical_xor(
                                                    filters.maximum_filter(img_mask, 3, mode='constant', cval=0.0),
                                                    filters.minimum_filter(img_mask, 3, mode='constant', cval=0.0)),
                                                img_mask))
                    edge_pixels = zip(edge_pixel_coords[0], edge_pixel_coords[1])

                if algo_config.algorithm == 'edge_tracing':
                    logger.debug("Computing valid locations according to edge_tracing algorithm")
                    edge_pixel_set = set(edge_pixels)
                    # search until all edges have been visited
                    while len(edge_pixel_set) != 0:
                        start_i, start_j = edge_pixel_set.pop()

                        # invalidate relevant pixels for start square
                        top_boundary = max(0, start_i - p_rows + 1)
                        left_boundary = max(0, start_j - p_cols + 1)
                        mask[top_boundary:start_i + 1,
                             left_boundary: start_j + 1] = False

                        curr_i, curr_j = start_i, start_j
                        move = 0, 0
                        while move is not None:
                            # what edge was last traversed
                            action_i, action_j = move
                            # current location
                            curr_i += action_i
                            curr_j += action_j

                            # truncate search when near top or left boundary
                            top_index = max(0, curr_i - p_rows + 1)
                            left_index = max(0, curr_j - p_cols + 1)

                            # update invalidation based on last move, marking a row or column invalid based on the size
                            # of action_i or action_j
                            # if action_i or action_j has absolute value greater than 0, the other must be 0,
                            # i.e diagonal moves of length greater than 1 aren't updated correctly by this
                            if action_i < 0:
                                # update top border
                                mask[top_index:top_index - action_i, left_index:curr_j + 1] = False
                            elif action_i > 0:
                                # update bottom border
                                mask[curr_i - action_i + 1:curr_i + 1, left_index:curr_j + 1] = False

                            if action_j < 0:
                                # update left border
                                mask[top_index:curr_i + 1, left_index:left_index - action_j] = False
                            elif action_j > 0:
                                # update right border
                                mask[top_index:curr_i + 1, curr_j - action_j + 1:curr_j + 1] = False

                            # obtain next pixel to inspect
                            move = _get_next_edge_from_pixel(curr_i, curr_j, i_rows, i_cols, edge_pixel_set)

                elif algo_config.algorithm == 'brute_force':
                    logger.debug("Computing valid locations according to brute_force algorithm")
                    for i, j in edge_pixels:
                        top_index, left_index = max(0, i - p_rows + 1), max(0, j - p_cols + 1)
                        mask[top_index:i + 1, left_index:j + 1] = False

                elif algo_config.algorithm == 'threshold':
                    logger.debug("Computing valid locations according to threshold algorithm")
                    for i, j in edge_pixels:
                        mask[max(0, i - p_rows + 1):i + 1, max(0, j - p_cols + 1):j + 1] = False

                    # enumerate all possible invalid locations
                    mask_coords = np.nonzero(np.logical_not(mask))
                    possible_locations = zip(mask_coords[0], mask_coords[1])

                    # if average pixel value in location is below specified value, allow possible trigger overlap
                    for i, j in possible_locations:
                        if i <= i_rows - p_rows and j <= i_cols - p_cols and \
                                np.mean(chan_img[i:i + p_rows, j:j + p_cols]) <= threshold_val[chan_idx]:
                            mask[i][j] = True

                elif algo_config.algorithm == 'bounding_boxes':
                    logger.debug("Computing valid locations according to bounding_boxes algorithm")
                    # generate top-left and bottom-right corners of all grid squares
                    top_left_coords = np.swapaxes(np.indices((algo_config.num_boxes, algo_config.num_boxes)), 0, 2) \
                                        .reshape((algo_config.num_boxes * algo_config.num_boxes, 2))
                    bottom_right_coords = top_left_coords + 1

                    # rows give y1, x1, y2, x2 of grid boxes, y2 and x2 exclusive
                    box_coords = np.concatenate((top_left_coords, bottom_right_coords), axis=1)
                    box_coords = np.multiply(box_coords, np.array([i_rows, i_cols, i_rows, i_cols]))
                    box_coords //= algo_config.num_boxes

                    # generate bounding boxes for image in each grid square
                    bounding_coords = np.apply_along_axis(_get_bounding_box, 1, box_coords, img_mask)

                    # update mask, bounds -> top, left, bottom, right
                    for bounds in bounding_coords:
                        top_index = max(0, bounds[0] - p_rows + 1)
                        left_index = max(0, bounds[1] - p_cols + 1)
                        mask[top_index:bounds[2], left_index:bounds[3]] = False

                output_mask[:, :, chan_idx] = mask

            else:
                msg = "Wrapping for trigger insertion has not been implemented yet!"
                logger.error(msg)
                raise ValueError(msg)

    return output_mask
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  Source code for trojai.datagen.image_size_xforms

import logging

import cv2
import numpy as np
from numpy.random import RandomState

from .image_entity import ImageEntity, GenericImageEntity
from .transform_interface import Transform

logger = logging.getLogger(__name__)

"""
Module contains various classes that relate to size transformations of input objects
"""


[docs]class Resize(Transform):
    """
    Resizes an Entity
    """
    def __init__(self, new_size: tuple = (200, 200), interpolation: int = cv2.INTER_CUBIC) -> None:
        """
        Initialize the resizer object
        :param new_size: a tuple of the size in pixes for x and y dimensions
        :param interpolation: the interpolation method to resize the input Entity
        """
        self.new_size = new_size
        self.interpolation = interpolation

[docs]    def do(self, img_obj: ImageEntity, random_state_obj: RandomState) -> ImageEntity:
        """
        Perform the resizing
        :param img_obj: The input object to be resized according the specified configuration
        :param random_state_obj: ignored
        :return: The resized object
        """
        img_out = cv2.resize(img_obj.get_data(), self.new_size, interpolation=self.interpolation)
        mask_out = cv2.resize(img_obj.get_mask().astype(np.float32), self.new_size,
                              interpolation=self.interpolation).astype(bool)
        logger.debug("Resized image of shape=%s to shape=%s using %d interpolation" %
                    (str(img_obj.get_data().shape), str(self.new_size), self.interpolation))
        return GenericImageEntity(img_out, mask_out)




[docs]class RandomResize(Transform):
    """
    Resizes an Entity
    """
    def __init__(self, new_size_minimum: tuple = (200, 200), new_size_maximum: tuple = (300, 300), interpolation: int = cv2.INTER_CUBIC) -> None:
        """
        Initialize the resizer object
        :param new_size_minimum: a tuple of the minimum size in pixes for x and y dimensions
        :param new_size_maximum: a tuple of the maximum size in pixes for x and y dimensions
        :param interpolation: the interpolation method to resize the input Entity
        """
        self.new_size_minimum = new_size_minimum
        self.new_size_maximum = new_size_maximum
        self.interpolation = interpolation

[docs]    def do(self, img_obj: ImageEntity, random_state_obj: RandomState) -> ImageEntity:
        """
        Perform the resizing
        :param img_obj: The input object to be resized according the specified configuration
        :param random_state_obj: ignored
        :return: The resized object
        """
        # select a new size from within the range of calid new sizes
        y = random_state_obj.randint(self.new_size_minimum[0], self.new_size_maximum[0])
        x = random_state_obj.randint(self.new_size_minimum[1], self.new_size_maximum[1])
        new_size = (y, x)

        img_out = cv2.resize(img_obj.get_data(), new_size, interpolation=self.interpolation)
        mask_out = cv2.resize(img_obj.get_mask().astype(np.float32), new_size,
                              interpolation=self.interpolation).astype(bool)
        logger.debug("Resized image of shape=%s to shape=%s using %d interpolation" %
                    (str(img_obj.get_data().shape), str(new_size), self.interpolation))
        return GenericImageEntity(img_out, mask_out)




[docs]class RandomPadToSize(Transform):
    """
    Resizes an Entity
    """
    def __init__(self, new_size: tuple = (200, 200), mode: str = 'constant', pad_value: int = 0) -> None:
        """
        Initialize the resizer object
        :param new_size: a tuple of the size in pixes for x and y dimensions
        :param mode: what type of padding to use, supports numpy.pad options
        :param pad_value: the value to use when padding
        """
        self.new_size = new_size
        self.mode = mode
        self.pad_value = pad_value

[docs]    def do(self, img_obj: ImageEntity, random_state_obj: RandomState) -> ImageEntity:
        """
        Perform the resizing
        :param img_obj: The input object to be resized according the specified configuration
        :param random_state_obj: ignored
        :return: The resized object
        """

        input_shape = img_obj.get_data().shape

        if self.new_size[0] < input_shape[0] or self.new_size[1] < input_shape[1]:
            raise RuntimeError('Invalid pad new_size {} smaller than input image size {}'.format(self.new_size, input_shape))

        total_pad_y = self.new_size[0] - input_shape[0]
        total_pad_x = self.new_size[1] - input_shape[1]

        pre_pad_value_y = random_state_obj.randint(0, total_pad_y)
        pre_pad_value_x = random_state_obj.randint(0, total_pad_x)
        pad_values = (pre_pad_value_y, total_pad_y - pre_pad_value_y, pre_pad_value_x, total_pad_x - pre_pad_value_x)

        return Pad(pad_values, self.mode, self.pad_value).do(img_obj, random_state_obj)




[docs]class Pad(Transform):
    """
    Resizes an Entity
    """
    def __init__(self, pad_amounts: tuple = (0, 0, 0, 0), mode: str = 'constant', pad_value: int = 0) -> None:
        """
        Initialize the resizer object
        :param pad_amounts: a tuple of the pixel count o add to each side (y_pre, y_post, x_pre, x_post)
        :param mode: what type of padding to use, supports numpy.pad options
        :param pad_value: the value to use when padding
        """
        self.pad_amounts = pad_amounts
        self.mode = mode
        self.pad_value = pad_value

[docs]    def do(self, img_obj: ImageEntity, random_state_obj: RandomState) -> ImageEntity:
        """
        Perform the resizing
        :param img_obj: The input object to be resized according the specified configuration
        :param random_state_obj: ignored
        :return: The resized object
        """

        if np.count_nonzero(np.asarray(self.pad_amounts)) == 0:
            return img_obj

        img = img_obj.get_data()
        msk = img_obj.get_mask()
        kwargs = {}
        if self.mode == 'constant':
            kwargs = {'constant_values': self.pad_value}

        if len(img.shape) == 2:
                img_out = np.pad(img, pad_width=((self.pad_amounts[0], self.pad_amounts[1]), (self.pad_amounts[2], self.pad_amounts[3])), mode=self.mode, **kwargs)
        elif len(img.shape) == 3:
            img_out = np.pad(img, pad_width=((self.pad_amounts[0], self.pad_amounts[1]), (self.pad_amounts[2], self.pad_amounts[3]), (0, 0)), mode=self.mode, **kwargs)
        else:
            raise RuntimeError('Unexpected image shape: {}'.format(img.shape))

        if len(msk.shape) == 2:
            mask_out = np.pad(msk, pad_width=((self.pad_amounts[0], self.pad_amounts[1]), (self.pad_amounts[2], self.pad_amounts[3])), mode=self.mode, **kwargs)
        elif len(msk.shape) == 3:
            mask_out = np.pad(msk, pad_width=((self.pad_amounts[0], self.pad_amounts[1]), (self.pad_amounts[2], self.pad_amounts[3]), (0, 0)), mode=self.mode, **kwargs)
        else:
            raise RuntimeError('Unexpected mask shape: {}'.format(msk.shape))

        logger.debug("Padded image of shape=%s to shape=%s" %
                    (str(img_obj.get_data().shape), str(img.shape)))
        return GenericImageEntity(img_out, mask_out)




[docs]class RandomSubCrop(Transform):
    """
    Resizes an Entity
    """
    def __init__(self, new_size: tuple = (200, 200)) -> None:
        """
        Initialize the crop object
        :param new_size: a tuple of the size in pixels for x and y dimensions
        """
        self.new_size = new_size

[docs]    def do(self, img_obj: ImageEntity, random_state_obj: RandomState) -> ImageEntity:
        """
        Perform the resizing
        :param img_obj: The input object to be cropped according the specified configuration
        :param random_state_obj: ignored
        :return: The cropped object
        """
        img = img_obj.get_data()
        msk = img_obj.get_mask()

        if self.new_size[0] > img.shape[0]:
            raise RuntimeError('Invalid subcrop size: requested height {} is larger than source image height {}'.format(self.new_size[0], img.shape[0]))
        if self.new_size[1] > img.shape[1]:
            raise RuntimeError('Invalid subcrop size: requested width {} is larger than source image width {}'.format(self.new_size[1], img.shape[1]))

        if self.new_size[0] == img.shape[0] and self.new_size[1] == img.shape[1]:
            return img_obj

        y_st = np.random.randint(0, img.shape[0] - self.new_size[0])
        x_st = np.random.randint(0, img.shape[1] - self.new_size[1])

        img_out = img[y_st:y_st + self.new_size[0], x_st:x_st + self.new_size[1]]
        mask_out = msk[y_st:y_st + self.new_size[0], x_st:x_st + self.new_size[1]]

        logger.debug("Cropped source image size {} to output size {}".format(img_obj.get_data().shape, img_out.shape))
        return GenericImageEntity(img_out, mask_out)
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  Source code for trojai.datagen.image_triggers

import logging
import math
from typing import Sequence, Union, Tuple

import numpy as np
from numpy.random import RandomState

from .image_entity import ImageEntity

logger = logging.getLogger(__name__)

"""
Defines various Trigger Entity objects
"""


[docs]class ReverseLambdaPattern(ImageEntity):
    """
    Defines an alpha pattern
    """
    def __init__(self, num_rows: int, num_cols: int, num_chan: int, trigger_cval: Union[int, Sequence[int]],
                 bg_cval: Union[int, Sequence[int]] = 0, thickness: int = 1, pattern_style: str = 'graffiti',
                 dtype=np.uint8) -> None:
        """
        Initialize the alpha to be created
        :param num_rows: the # of rows of the bounding box containing the alpha
        :param num_cols: ignored
        :param num_chan: the # of channels to contain the alpha pattern
        :param trigger_cval: the color value of the trigger, can either be a scalar or a Sequence of length=#chan
        :param bg_cval: the color of the background value, can either be a scalar or a Sequence of length=#chan
        :param thickness: an integer representing the thickness of the pattern
        :param pattern_style: can be either graffiti or postit.
        :param dtype: datatype to generate the pattern for, defaults to np.uint8
        """
        self.num_rows = num_rows
        self.num_cols = num_cols
        self.num_chan = num_chan
        if np.size(trigger_cval) != 1 and np.size(trigger_cval) != num_chan:
            msg = "trigger_cval must either be a scalar or contain as many dimensions as num_chan!"
            logger.error(msg)
            raise ValueError(msg)
        self.trigger_cval = trigger_cval
        if np.size(bg_cval) != 1 and np.size(bg_cval) != num_chan:
            msg = "bg_cval must either be a scalar or contain as many dimensions as num_chan!"
            logger.error(msg)
            raise ValueError(msg)
        self.bg_cval = bg_cval
        self.thickness = thickness
        if pattern_style.lower() == 'graffiti' or pattern_style.lower() == 'postit':
            self.pattern_style = pattern_style
        else:
            msg = "Unknown pattern style!"
            logger.error(msg)
            raise ValueError(msg)
        self.dtype = dtype

        self.pattern = None
        self.mask = None

        self.create()

[docs]    def create(self) -> None:
        """
        Creates the alpha pattern and associated mask
        :return: None
        """
        self.pattern = np.ones((self.num_rows, self.num_rows, self.num_chan), dtype=self.dtype)
        if self.pattern_style.lower() == 'graffiti':
            self.mask = np.zeros((self.num_rows, self.num_rows), dtype=bool)
        elif self.pattern_style.lower() == 'postit':
            self.mask = np.ones((self.num_rows, self.num_rows), dtype=bool)
        else:
            msg = "Unknown pattern style!"
            logger.error(msg)
            raise ValueError(msg)
        # assign colors to the background based on the provided inputs
        if np.size(self.bg_cval) == 1:
            self.pattern *= self.bg_cval
        else:
            # assign each channel individually
            for ii in range(self.num_chan):
                self.pattern[:, :, ii] = self.bg_cval[ii]

        diag_indices = np.diag_indices(self.num_rows)
        alternative_diag_indices = (diag_indices[0], np.flipud(diag_indices[1]))
        # works even if num_chan > 1 for pattern
        self.pattern[alternative_diag_indices] = self.trigger_cval
        self.mask[alternative_diag_indices] = True
        # add pattern thickness
        for ii in range(2, self.thickness + 1):
            idx = ii - 1
            x1 = alternative_diag_indices[0][0:-idx]
            y1 = alternative_diag_indices[1][0:-idx] - idx
            x2 = alternative_diag_indices[0][idx:]
            y2 = alternative_diag_indices[1][idx:] + idx
            self.pattern[(x1, y1)] = self.trigger_cval
            self.pattern[(x2, y2)] = self.trigger_cval
            self.mask[(x1, y1)] = True
            self.mask[(x2, y2)] = True
        lower_main_diag_indices = tuple(i[math.ceil(self.num_rows / 2):] for i in diag_indices)
        # works even if num_chan > 1 for pattern
        self.pattern[lower_main_diag_indices] = self.trigger_cval
        self.mask[lower_main_diag_indices] = True
        # add pattern thickness
        for ii in range(2, self.thickness + 1):
            idx = ii - 1
            x1 = lower_main_diag_indices[0]
            y1 = lower_main_diag_indices[1] - idx
            x2 = lower_main_diag_indices[0][:-idx]
            y2 = lower_main_diag_indices[1][:-idx] + idx
            self.pattern[(x1, y1)] = self.trigger_cval
            self.pattern[(x2, y2)] = self.trigger_cval
            self.mask[(x1, y1)] = True
            self.mask[(x2, y2)] = True


[docs]    def get_data(self) -> np.ndarray:
        """
        Get the image associated with the Entity
        :return: return a numpy.ndarray representing the image
        """
        return self.pattern


[docs]    def get_mask(self) -> np.ndarray:
        """
        Get the mask associated with the Entity
        :return: return a numpy.ndarray representing the mask
        """
        return self.mask




[docs]class RandomRectangularPattern(ImageEntity):
    """
    Defines a random rectangular pattern
    """
    def __init__(self, num_rows: int, num_cols: int, num_chan: int,
                 color_algorithm: str = 'channel_assign', color_options: dict = None,
                 pattern_style='graffiti', dtype=np.uint8,
                 random_state_obj: RandomState = RandomState(1234)) -> None:
        """
        Initialize a random rectangular pattern to be created
        :param num_rows: the # of rows of the rectangle to be created
        :param num_cols: the # of cols of the rectangle to be created
        :param num_chan: the # of channels of the rectangle
        :param color_algorithm: can be "channel_assign", "random"
                channel_assign - if associated cval is a scalar, then we assign the specified color to every channel.
                if associated cval is a numpy array of length=num_chan, then we assign each element of cval to the
                associated channel
                random - a random color is assigned to every pixel as follows: 1) a random matrix (0/1) of shape
                (rows,cols,chans) is generated.  Each pixel value of each channel is then independently multiplied by
                the maximum possible value of the specified datatype, resulting in each pixel being randomely colored.
        :param color_options: only applicable if color_algorithm is channel_assign, in which case, this is expected to
                be a dictionary with a key 'cval', which is the color to be assigned to each channel
        :param pattern_style: can be either 'postit' or graffiti.
        :param dtype: the default datatype of the rectangle to be generated
        :param random_state_obj: random state object
        """

        self.num_rows = num_rows
        self.num_cols = num_cols
        self.num_chan = num_chan
        self.color_algorithm = color_algorithm
        if color_options is None:
            self.color_options = dict(cval=255)
        else:
            self.color_options = color_options
        self.pattern_style = pattern_style
        self.dtype = dtype

        self.pattern = None
        self.mask = None
        self.random_state_obj = random_state_obj

        self.create()

[docs]    def create(self) -> None:
        """
        Create the actual pattern
        :return: None
        """
        dtype_max_val = np.iinfo(self.dtype).max
        cb = self.random_state_obj.choice(2, self.num_rows * self.num_cols).\
            reshape((self.num_rows, self.num_cols)).astype(self.dtype)
        self.pattern = np.zeros((cb.shape[0], cb.shape[1], self.num_chan), dtype=self.dtype)
        self.mask = np.ones((self.num_rows, self.num_cols), dtype=bool)
        # color according to specified options
        if self.color_algorithm == 'channel_assign':
            cval = self.color_options['cval']
            if isinstance(cval, np.ndarray) or isinstance(cval, list):
                if len(cval) != self.num_chan:
                    msg = "cval must be a scalar or of length=num_chan"
                    logger.error(msg)
                    raise ValueError(msg)

                for ii, c in enumerate(range(self.num_chan)):
                    self.pattern[:, :, c] = cb*cval[ii]
            else:
                # assume scalar
                for c in range(self.num_chan):
                    self.pattern[:, :, c] = cb*cval
        elif self.color_algorithm == 'random':
            num_elem_to_generate = self.num_rows * self.num_cols * self.num_chan
            self.pattern = self.random_state_obj.choice(2, num_elem_to_generate).\
                reshape((self.num_rows, self.num_cols, self.num_chan)).astype(self.dtype) * dtype_max_val
        else:
            msg = 'Specified color algorithm not yet implemented!'
            logger.error(msg)
            raise ValueError(msg)

        if self.pattern_style.lower() == 'graffiti':
            self.mask[np.where(cb == 0)] = False


[docs]    def get_data(self) -> np.ndarray:
        """
        Get the image associated with the Entity
        :return: return a numpy.ndarray representing the image
        """
        return self.pattern


[docs]    def get_mask(self) -> np.ndarray:
        """
        Get the mask associated with the Entity
        :return: return a numpy.ndarray representing the mask
        """
        return self.mask




[docs]class RectangularPattern(ImageEntity):
    """
    Define a rectangular pattern
    """
    def __init__(self, num_rows: int, num_cols: int, num_chan: int, cval: int, dtype=np.uint8) -> None:
        """

        :param num_rows: the # of rows of the rectangle to be created
        :param num_cols: the # of cols of the rectangle to be created
        :param num_chan: the # of channels of the rectangle
        :param cval: the color value of the rectangle
        :param dtype: the default datatype of the rectangle to be generated
        """
        self.num_rows = num_rows
        self.num_cols = num_cols
        self.num_chan = num_chan
        self.cval = cval
        self.dtype = dtype

        self.pattern = None
        self.mask = None

        self.create()

[docs]    def create(self) -> None:
        """
        Create the actual pattern
        :return: None
        """
        # performs matrix multiplication and broadcasts scalars
        self.pattern = np.ones((self.num_rows, self.num_cols, self.num_chan),
                               dtype=self.dtype)*self.cval
        self.mask = np.ones(self.pattern.shape[0:2], dtype=bool)


[docs]    def get_data(self) -> np.ndarray:
        """
        Get the image associated with the Entity
        :return: return a numpy.ndarray representing the image
        """
        return self.pattern


[docs]    def get_mask(self) -> np.ndarray:
        """
        Get the mask associated with the Entity
        :return: return a numpy.ndarray representing the mask
        """
        return self.mask
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  Source code for trojai.datagen.insert_merges

import logging
import warnings

import numpy as np
from numpy.random import RandomState

import trojai.datagen.image_insert_utils as insert_utils
from .config import ValidInsertLocationsConfig
from .image_entity import GenericImageEntity, ImageEntity
from .merge_interface import ImageMerge, TextMerge
from .text_entity import TextEntity, GenericTextEntity

logger = logging.getLogger(__name__)


"""
Module which defines several insert style merge operations.
"""

[docs]class InsertRandomLocationNonzeroAlpha(ImageMerge):
    """
    Inserts a defined pattern into an image in a randomly selected location where the alpha channel is non-zero
    """
    def __init__(self) -> None:
        """
        Initialize the insert merger
        """

[docs]    def do(self, img_obj: ImageEntity, pattern_obj: ImageEntity, random_state_obj: RandomState) -> ImageEntity:
        """
        Perform the described merge operation
        :param img_obj: The input object into which the pattern is to be inserted
        :param pattern_obj: The pattern object which is to be inserted into the image
        :param random_state_obj: used to sample from the possible valid locations, by providing a random state,
                                 we ensure reproducibility of the data
        :return: the merged object
        """
        img = img_obj.get_data()
        pattern = pattern_obj.get_data()
        num_chans = img.shape[2]
        if num_chans != 4:
            raise ValueError("Alpha Channel expected!")
        # find valid locations & remove bounding box
        i_rows, i_cols, _ = img.shape
        p_rows, p_cols, _ = pattern.shape

        # TODO: remove edges of image so that the patch always stays within
        #  the image
        valid_indices = np.where(img[0:i_rows-p_rows, 0:i_cols-p_cols, 3] != 0)
        num_valid_indices = len(valid_indices[0])
        random_index = random_state_obj.choice(num_valid_indices)
        insert_loc = [valid_indices[0][random_index],
                      valid_indices[1][random_index]]
        insert_loc_per_chan = np.tile(insert_loc, (4, 1)).astype(int)

        logger.debug("Selected insertion location randomly from available locations")

        inserter = InsertAtLocation(insert_loc_per_chan)
        inserted_img_obj = inserter.do(img_obj, pattern_obj, random_state_obj)

        return inserted_img_obj




[docs]class InsertRandomWithMask(ImageMerge):
    """
    Inserts a defined pattern into an image in a randomly selected location where the specified mask is True
    """
    def __init__(self) -> None:
        """
        Initialize the insert merger
        """

[docs]    def do(self, img_obj: ImageEntity, pattern_obj: ImageEntity, random_state_obj: RandomState) -> ImageEntity:
        """
        Perform the described merge operation
        :param img_obj: The input object into which the pattern is to be inserted
        :param pattern_obj: The pattern object which is to be inserted into the image
        :param random_state_obj: used to sample from the possible valid locations, by providing a random state,
                                 we ensure reproducibility of the data
        :return: the merged object
        """
        img = img_obj.get_data()
        img_mask = img_obj.get_mask()
        pattern = pattern_obj.get_data()
        num_chans = img.shape[2]
        if num_chans != 4:
            raise ValueError("Alpha Channel expected!")
        # find valid locations & remove bounding box
        i_rows, i_cols, _ = img.shape
        p_rows, p_cols, _ = pattern.shape

        msk_for_loc_determination = np.ones((pattern.shape[0], pattern.shape[1], 1), dtype=int)
        valid_loc_mask = insert_utils.valid_locations(np.expand_dims(np.invert(img_mask), axis=2),
                                                      msk_for_loc_determination,
                                                      ValidInsertLocationsConfig(algorithm='edge_tracing',
                                                                                 min_val=0))

        valid_indices = np.where(valid_loc_mask)
        num_valid_indices = len(valid_indices[0])
        if num_valid_indices == 0:
            raise RuntimeError('Unable to InsertRandomWithMask, no valid locations found')
        random_index = random_state_obj.choice(num_valid_indices)
        insert_loc = [valid_indices[0][random_index],
                      valid_indices[1][random_index]]
        insert_loc_per_chan = np.tile(insert_loc, (4, 1)).astype(int)

        logger.debug("Selected insertion location randomly from available locations")

        inserter = InsertAtLocation(insert_loc_per_chan)
        inserted_img_obj = inserter.do(img_obj, pattern_obj, random_state_obj)

        return inserted_img_obj




[docs]class InsertAtLocation(ImageMerge):
    """
    Inserts a provided pattern at a specified location
    """
    def __init__(self, location: np.ndarray, protect_wrap: bool = True):
        """
        Initializes the inserter object
        :param location: The location to insert, must be of shape=(channels x 2)
        :param protect_wrap: If True, prevents insertion of objects via wrapping
        """
        self.location = location
        self.protect_wrap = protect_wrap

[docs]    def do(self, img_obj: ImageEntity, pattern_obj: ImageEntity, random_state_obj: RandomState) -> ImageEntity:
        """
        Inserts a pattern into an image, using the mask of the pattern to determine which specific pixels are modifiable
        :param img_obj: The background image into which the pattern is inserted
        :param pattern_obj: The pattern to be inserted.  The mask associated with the pattern is used to determine which
                specific pixes of the pattern are inserted into the img_obj
        :param random_state_obj: ignored
        :return: The merged object
        """
        if not isinstance(img_obj, ImageEntity) or not isinstance(pattern_obj, ImageEntity):
            raise ValueError("img_obj and pattern_obj must both be ImageEntity objects to use InsertAtLocation!")

        img = img_obj.get_data()
        img_mask = img_obj.get_mask()
        pattern = pattern_obj.get_data()
        pattern_mask = pattern_obj.get_mask()

        if len(img.shape) != 3:
            raise ValueError('Input image must be of dimensions rows x cols x channels')
        num_chans = img.shape[2]
        if pattern.shape[2] != num_chans:
            # force user to broadcast the pattern as necessary
            msg = 'The # of channels in the pattern does not match the # of channels in the image!'
            logger.error(msg)
            raise ValueError(msg)
        if self.location.shape[0] != num_chans:
            msg = 'location input must be of shape=(channels x 2)'
            logger.error(msg)
            raise ValueError(msg)
        if not self.protect_wrap:
            # TODO
            msg = 'Wrapping of images not yet implemented!'
            logger.error(msg)
            raise NotImplementedError(msg)

        # to allow for patterns across channels to be in different locations,
        # we do this in a for-loop
        # TODO: see if this can be vectorized
        for chan_idx in range(num_chans):
            r, c = self.location[chan_idx, :]
            chan_pattern = pattern[:, :, chan_idx].squeeze()
            p_rows, p_cols = chan_pattern.shape
            chan_location = self.location[chan_idx, :]

            logger.debug("Inserting pattern into image for channel=%d at location=[%d,%d]" %
                        (chan_idx, chan_location[0], chan_location[1]))

            if self.protect_wrap:
                chan_img = img[:, :, chan_idx].squeeze()
                if not insert_utils.pattern_fit(chan_img, chan_pattern,
                                                chan_location):
                    msg = 'Pattern doesnt fit into image at specified location!'
                    logger.error(msg)
                    raise ValueError(msg)

            # take into account masks
            np.putmask(img[r:r + p_rows, c:c + p_cols, chan_idx], pattern_mask, chan_pattern)

        # TODO: is there something we need to change about the mask?
        return GenericImageEntity(img, img_mask)




[docs]class InsertAtRandomLocation(ImageMerge):
    """
    Inserts a provided pattern at a random location, where valid locations are determined according to a provided
    algorithm specification
    """
    def __init__(self, method: str, algo_config: ValidInsertLocationsConfig, protect_wrap: bool = True) -> None:
        """
        Initialize the random inserter object.
        :param method: the insertion method, currently, only uniform_random_available is a valid input
        :param algo_config: The provided configuration object specifying the algorithm to use and necessary parameters
        :param protect_wrap: if True, ensures that pattern to be inserted can fit without wrapping and raises an
                             Exception otherwise
        """
        self.method = method
        self.algo_config = algo_config
        self.protect_wrap = protect_wrap

[docs]    def do(self, img_obj: ImageEntity, pattern_obj: ImageEntity, random_state_obj: RandomState) -> ImageEntity:
        """
        Perform the specified merge on the input Entities and return the merged Entity
        :param img_obj: the image object into which the pattern is to be inserted
        :param pattern_obj: the pattern object to be inserted
        :param random_state_obj: used to sample from the possible valid locations, by providing a random state,
                                 we ensure reproducibility of the data
        :return: the merged Entity
        """
        if not isinstance(img_obj, ImageEntity) or not isinstance(pattern_obj, ImageEntity):
            raise ValueError("img_obj and pattern_obj must both be ImageEntity objects to use InsertAtRandomLocation!")

        pattern = pattern_obj.get_data()
        img = img_obj.get_data()
        num_chans = img.shape[2]
        if self.method == 'uniform_random_available':
            valid_location_mask = insert_utils.valid_locations(img, pattern, self.algo_config, self.protect_wrap)
            # trigger same across all channels
            if num_chans == 3:
                valid_location_mask = np.bitwise_and.reduce(valid_location_mask, axis=2)
            valid_locs = np.nonzero(valid_location_mask)
            if len(valid_locs[0]) == 0:
                # TODO: link back to this image's file pointer in error msg
                warnings.warn('Image contains no space for trigger w/out '
                              'occlusion!  Placing trigger on upper left w/ '
                              'possible partial occlusion!')
                valid_locs = np.asarray([[0, 0]] * num_chans).T
                idx_select = 0
            else:
                idx_select = random_state_obj.choice(np.arange(len(valid_locs[0])))
            logger.debug("Selected random location for insertion")

            insert_locs_per_chan = np.empty((num_chans, 2), dtype=np.int16)
            for chan_idx in range(num_chans):
                insert_locs_per_chan[chan_idx, :] = [valid_locs[0][idx_select], valid_locs[1][idx_select]]
            logger.debug("Inserted pattern into image")

        else:
            msg = "Insert method not yet implemented!"
            logger.error(msg)
            raise NotImplementedError(msg)

        inserter = InsertAtLocation(insert_locs_per_chan)
        inserted_img_obj = inserter.do(img_obj, pattern_obj, random_state_obj)
        return inserted_img_obj




[docs]class RandomInsertTextMerge(TextMerge):
    def __init__(self):
        pass

[docs]    def do(self, obj1: TextEntity, obj2: TextEntity, random_state_obj: RandomState):
        if not isinstance(obj1, TextEntity) or not isinstance(obj2, TextEntity):
            raise ValueError("The inputs to RandomInsertTextMerge must be two TextEntity objects!")

        # Pick a random location in the first object
        if obj1.get_data().size == 0:
            output_entity = GenericTextEntity(obj2.get_text())
        else:
            insert_loc = random_state_obj.randint(obj1.get_data().size, size=1)[0]
            # Create a new entity to contain the output
            output_entity = GenericTextEntity(obj1.get_text())
            # Insert the second object into the output
            for ind in range(obj2.get_data().size):
                output_entity.data.insert(obj2.get_data().nodeat(ind).value, output_entity.data.nodeat(int(insert_loc +
                                                                                                           ind)))
                output_entity.delimiters.insert(obj2.get_delimiters().nodeat(ind).value,
                                                output_entity.delimiters.nodeat(int(
                                                    insert_loc + ind)))
        return output_entity




[docs]class FixedInsertTextMerge(TextMerge):
    def __init__(self, location: int):
        self.loc = location

[docs]    def do(self, obj1: TextEntity, obj2: TextEntity, random_state_obj: RandomState):
        if not isinstance(obj1, TextEntity) or not isinstance(obj2, TextEntity):
            raise ValueError("The inputs to FixedInsertTextMerge must be two TextEntity objects!")

        # Check that the location is within the size of the first object
        if obj1.get_data().size < self.loc:
            raise IndexError("Location is not within the object")
        # Insert at that location
        output_entity = GenericTextEntity(obj1.get_text())
        for ind in range(obj2.get_data().size):
            output_entity.data.insert(obj2.get_data().nodeat(ind).value, output_entity.data.nodeat(int(self.loc + ind)))
            output_entity.delimiters.insert(obj2.get_delimiters().nodeat(ind).value,
                                            output_entity.delimiters.nodeat(int(self.loc + ind)))
        return output_entity
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  Source code for trojai.datagen.instagram_xforms

from trojai.datagen.image_entity import GenericImageEntity, ImageEntity
from trojai.datagen.transform_interface import ImageTransform
from trojai.datagen.image_conversion_utils import normalization_to_rgb, normalization_from_rgb

import wand.image
import wand.color
import wand.drawing
import numpy as np
from numpy.random import RandomState
import cv2

import math
from abc import abstractmethod
from io import BytesIO

import logging
logger = logging.getLogger(__name__)


[docs]class FilterXForm(ImageTransform):
    """
    Create filter xform, if no channel order is specified it is assumed to be in BGR order (opencv default),
    this refers only to the first 3 channels of input data as the alpha channel is handled independently
    """
    def __init__(self, channel_order: str = 'BGR', pre_normalize: bool = True, post_normalize: bool = True):
        self.valid_channel_orders = {'BGR', 'RGB'}
        if channel_order not in self.valid_channel_orders:
            raise ValueError("Unknown channel order specified for %s!"
                             "  Valid options are %s!" % (self.__repr__(), str(self.valid_channel_orders)))
        self.channel_order = channel_order
        self.pre_normalize = pre_normalize
        self.post_normalize = post_normalize

    """
    Abstract class containing wand interface functionality common to all filter transforms
    """
[docs]    @abstractmethod
    def filter(self, image: wand.image.Image) -> wand.image.Image:
        """
        subclass defined function to be called by do
        :param image: wand Image to be filtered
        :return: filtered wand Image
        """
        pass


[docs]    def do(self, input_obj: ImageEntity, random_state_obj: RandomState) -> ImageEntity:
        """
        Compresses 3-channel image input image as a specified filetype and stores in memory,
        passes to into wand and applies filter, stores filtered image as specified filetype again in memory,
        which is then decompressed back into 3-channel image
        :param input_obj: entity to be transformed
        :param random_state_obj: object to hold random state and enable reproducibility
        :return:new entity with transform applied
        """
        data = input_obj.get_data()
        original_n_chan = data.shape[2]
        rgb_data, alpha_ch = normalization_to_rgb(data, self.pre_normalize, self.__repr__())
        logger.debug("%s is treating input as %s!" % (self.__repr__(), self.channel_order))
        if self.channel_order == 'RGB':
            rgb_data = cv2.cvtColor(rgb_data, cv2.COLOR_RGB2BGR)

        form = '.bmp'
        success, buffer = cv2.imencode(form, rgb_data)
        # faster than numpy tobytes method
        input_stream = BytesIO(buffer)
        with wand.image.Image(blob=input_stream.getvalue()) as wand_image:
            filtered_wand_image = self.filter(wand_image)
            output_stream = BytesIO()
            filtered_wand_image.save(output_stream)
            rgb_filtered_data = cv2.imdecode(np.frombuffer(output_stream.getbuffer(), np.uint8), 1)

            if self.channel_order == 'RGB':
                rgb_filtered_data = cv2.cvtColor(rgb_filtered_data, cv2.COLOR_BGR2RGB)
            filtered_data = normalization_from_rgb(rgb_filtered_data, alpha_ch, self.post_normalize,
                                                   original_n_chan, self.__repr__())
            return GenericImageEntity(filtered_data, input_obj.get_mask())


    def _colortone(self, image: wand.image.Image, color: str, dst_percent: int, invert: bool) -> None:
        """
        tones either white or black values in image to the provided color,
        intensity of toning depends on dst_percent
        :param image: provided image
        :param color: color to tone image
        :param dst_percent: percentage of image pixel value to include when blending with provided color,
        0 is unchanged, 100 is completely colored in
        :param invert: if True blacks are modified, if False whites are modified
        :return:
        """
        mask_src = image.clone()
        mask_src.colorspace = 'gray'
        if invert:
            mask_src.negate()
        mask_src.alpha_channel = 'copy'

        src = image.clone()
        src.colorize(wand.color.Color(color), wand.color.Color('#FFFFFF'))
        src.composite_channel('alpha', mask_src, 'copy_alpha')

        image.composite_channel('default_channels', src, 'blend',
                                arguments=str(dst_percent) + "," + str(100 - dst_percent))

    def _vignette(self, image: wand.image.Image, color_1: str = 'none', color_2: str = 'black',
                  crop_factor: float = 1.5) -> None:
        """
        applies fading from color_1 to color_2 in radial gradient pattern on given image
        :param image: provided image
        :param color_1: center color
        :param color_2: edge color
        :param crop_factor: size of radial gradient pattern, which is then cropped and combined with image,
        larger values include more of color_1, smaller values include more of color_2
        :return: None
        """
        crop_x = math.floor(image.width * crop_factor)
        crop_y = math.floor(image.height * crop_factor)
        src = wand.image.Image()
        src.pseudo(width=crop_x, height=crop_y, pseudo='radial-gradient:' + color_1 + '-' + color_2)
        src.crop(0, 0, width=image.width, height=image.height, gravity='center')
        src.reset_coords()
        image.composite_channel('default_channels', src, 'multiply')
        image.merge_layers('flatten')



[docs]class GothamFilterXForm(FilterXForm):
    """
    Class implementing Instagram's Gotham filter
    """
[docs]    def filter(self, image: wand.image.Image) -> wand.image.Image:
        """
        modified from https://github.com/acoomans/instagram-filters/blob/master/instagram_filters/filters/gotham.py
        :param image: provided image
        :return: new filtered image
        """
        filtered_image = image.clone()
        filtered_image.modulate(120, 10, 100)
        filtered_image.colorize(wand.color.Color('#222b6d'), wand.color.Color('#333333'))
        filtered_image.gamma(.9)
        filtered_image.sigmoidal_contrast(True, 3, .5 * filtered_image.quantum_range)
        filtered_image.sigmoidal_contrast(True, 3, .5 * filtered_image.quantum_range)
        return filtered_image




[docs]class NashvilleFilterXForm(FilterXForm):
    """
    Class implementing Instagram's Nashville filter
    """
[docs]    def filter(self, image: wand.image.Image) -> wand.image.Image:
        """
        modified from https://github.com/acoomans/instagram-filters/blob/master/instagram_filters/filters/nashville.py
        :param image:
        :return: new filtered image
        """
        filtered_image = image.clone()
        self._colortone(filtered_image, '#222b6d', 50, True)
        self._colortone(filtered_image, '#f7daae', 50, False)
        filtered_image.sigmoidal_contrast(True, 3, .5 * filtered_image.quantum_range)
        filtered_image.modulate(100, 150, 100)
        filtered_image.auto_gamma()
        return filtered_image




[docs]class KelvinFilterXForm(FilterXForm):
    """
    Class implementing Instagram's Kelvin filter
    """
[docs]    def filter(self, image: wand.image.Image) -> wand.image.Image:
        """
        modified from https://github.com/acoomans/instagram-filters/blob/master/instagram_filters/filters/kelvin.py
        :param image: provided image
        :return: new filtered image
        """
        filtered_image = image.clone()
        filtered_image.auto_gamma()
        filtered_image.modulate(120, 50, 100)
        with wand.drawing.Drawing() as draw:
            draw.fill_color = '#FF9900'
            draw.fill_opacity = 0.2
            draw.rectangle(left=0, top=0, width=filtered_image.width, height=filtered_image.height)
            draw(filtered_image)
        return filtered_image




[docs]class LomoFilterXForm(FilterXForm):
    """
    Class implementing Instagram's Lomo filter
    """
[docs]    def filter(self, image: wand.image.Image) -> wand.image.Image:
        """
        modified from https://github.com/acoomans/instagram-filters/blob/master/instagram_filters/filters/lomo.py
        :param image: provided image
        :return: new filtered image
        """
        filtered_image = image.clone()
        filtered_image.level(.5, channel="R")
        filtered_image.level(.5, channel="G")
        self._vignette(filtered_image)
        return filtered_image




[docs]class ToasterXForm(FilterXForm):
    """
    Class implementing Instagram's Toaster filter
    """
[docs]    def filter(self, image: wand.image.Image) -> wand.image.Image:
        """
        modified from https://github.com/acoomans/instagram-filters/blob/master/instagram_filters/filters/toaster.py
        :param image: provided image
        :return: new filtered image
        """
        filtered_image = image.clone()
        self._colortone(filtered_image, '#330000', 50, True)
        filtered_image.modulate(150, 80, 100)
        filtered_image.gamma(1.2)
        filtered_image.sigmoidal_contrast(True, 3, .5 * filtered_image.quantum_range)
        filtered_image.sigmoidal_contrast(True, 3, .5 * filtered_image.quantum_range)
        self._vignette(filtered_image, 'none', 'LavenderBlush3')
        self._vignette(filtered_image, '#ff9966', 'none')
        return filtered_image




[docs]class NoOpFilterXForm(FilterXForm):
    """
    No operation Transform for testing purposes
    """
[docs]    def filter(self, image: wand.image.Image) -> wand.image.Image:
        return image






          

      

      

    

  

  
    
    trojai.datagen.label_behavior
    

    
 
  

    
      
          
            
  Source code for trojai.datagen.label_behavior

from abc import ABC, abstractmethod


[docs]class LabelBehavior(ABC):
    """
    A LabelBehavior is an operation performed on the "true" label to
    """
[docs]    @abstractmethod
    def do(self, input_label: int) -> int:
        """
        Perform the actual desired label manipulation
        :param input_label: the input label to be manipulated
        :return: the manipulated label
        """
        pass
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  Source code for trojai.datagen.merge_interface

from abc import ABC, abstractmethod

from numpy.random import RandomState

from .image_entity import ImageEntity
from .text_entity import TextEntity
from .entity import Entity

"""
Defines a generic Merge object.  
"""


[docs]class Merge(ABC):
    """
    A Merge is defined as an operation on two Entities and returns a single Entity
    """
[docs]    @abstractmethod
    def do(self, obj1: Entity, obj2: Entity, random_state_obj: RandomState) -> Entity:
        """
        Perform the actual merge operation
        :param obj1: the first Entity to be merged
        :param obj2: the second Entity to be merged
        :param random_state_obj: a numpy.random.RandomState object to ensure reproducibility
        :return: the merged Entity
        """
        pass




[docs]class ImageMerge(Merge):
    """
    Subclass of merges for image entities.
    Prevents the usage of a text merge on an image entity, which has a distinct underlying data structure.
    """
[docs]    @abstractmethod
    def do(self, obj1: ImageEntity, obj2: ImageEntity, random_state_obj: RandomState) -> ImageEntity:
        pass




[docs]class TextMerge(Merge):
    """
    Subclass of merges for text entities.
    Prevents the usage of an image merge on a text entity, which has a distinct underlying data structure.
    """
[docs]    @abstractmethod
    def do(self, obj1: TextEntity, obj2: TextEntity, random_state_obj: RandomState) -> TextEntity:
        pass
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  Source code for trojai.datagen.pipeline

from abc import ABCMeta, abstractmethod
from typing import Iterable

from numpy.random import RandomState

from .entity import Entity

"""
Defines a generic Pipeline object.  
"""


[docs]class Pipeline(metaclass=ABCMeta):
    """
    A pipeline is a composition of Entities, Transforms, and Merges to produce an output Entity
    """
[docs]    @abstractmethod
    def process(self, imglist: Iterable[Entity], random_state_obj: RandomState) -> Entity:
        """
        The method which executes the pipeline, moving data through each of Transform & Merge objects, with data flow
        being defined by the implementation.
        :param imglist: A list of Entity objects to be processed by the Pipeline
        :param random_state_obj: a random state to pass to the transforms and merge operation to ensure
                                 reproducibility of Entities produced by the pipeline
        :return: The output of the pipeline
        """
        pass
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  Source code for trojai.datagen.static_color_xforms

import logging

from numpy.random import RandomState
from trojai.datagen.image_conversion_utils import gray_to_rgb, rgba_to_rgb, rgb_to_rgba

from .image_entity import ImageEntity, GenericImageEntity
from .transform_interface import Transform

logger = logging.getLogger(__name__)

"""
Defines several transformations related to static (non-random) color manipulation
"""


[docs]class GrayscaleToRGBXForm(Transform):
    """ Converts an 3-channel grayscale image to RGB

    """
    def __init__(self) -> None:
        """
        Creates the object to perform the transformation.
        """
        pass

[docs]    def do(self, input_obj: ImageEntity, random_state_obj: RandomState) -> ImageEntity:
        """
        Convert the input object from 3-channel grayscale to RGB
        :param input_obj: Entity to be colorized
        :param random_state_obj: ignored
        :return: The colorized entity
        """
        img = input_obj.get_data()
        rgb_img = gray_to_rgb(img)
        logger.debug("Converted input object from 3-channel grayscale to RGB")
        return GenericImageEntity(rgb_img, input_obj.get_mask())




[docs]class RGBAtoRGB(Transform):
    """ Converts input Entity from RGBA to RGB
    """
    def __init__(self) -> None:
        """
        Create the transformer object
        """
        pass

[docs]    def do(self, input_obj: ImageEntity, random_state_obj: RandomState) -> ImageEntity:
        """
        Perform the RGBA to RGB transformation
        :param input_obj: the Entity to be transformed
        :param random_state_obj: ignored
        :return: the transformed Entity
        """
        img = input_obj.get_data()
        rgb_img, alpha_ch = rgba_to_rgb(img)
        logger.debug("Converted input object from RGBA to RGB")
        return GenericImageEntity(rgb_img, input_obj.get_mask())




[docs]class RGBtoRGBA(Transform):
    """ Converts input Entity from RGB to RGBA

    """
    def __init__(self) -> None:
        """
        Create the transformer object
        """
        pass

[docs]    def do(self, input_obj: ImageEntity, random_state_obj: RandomState) -> ImageEntity:
        """
        Perform the RGBA to RGB transformation
        :param input_obj: the Entity to be transformed
        :param random_state_obj: ignored
        :return: the transformed Entity
        """
        img = input_obj.get_data()
        rgba_img = rgb_to_rgba(img)
        logger.debug("Converted input object from RGB to RGBA")
        return GenericImageEntity(rgba_img, input_obj.get_mask())
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  Source code for trojai.datagen.transform_interface

from abc import ABC, abstractmethod

from numpy.random import RandomState

from .entity import Entity
from .image_entity import ImageEntity
from .text_entity import TextEntity

"""
Defines a generic Transform object.  
"""


[docs]class Transform(ABC):
    """
    A Transform is defined as an operation on an Entity.
    """
[docs]    @abstractmethod
    def do(self, input_obj: Entity, random_state_obj: RandomState) -> Entity:
        """
        Perform the specified transformation
        :param input_obj: the input Entity to be transformed
        :param random_state_obj: a random state used to maintain reproducibility through transformations
        :return: the transformed Entity
        """
        pass




[docs]class ImageTransform(Transform):
    """
    A Transform specific to ImageEntity objects
    """
[docs]    @abstractmethod
    def do(self, input_obj: ImageEntity, random_state_obj: RandomState) -> ImageEntity:
        """
        Perform the specified transformation
        :param input_obj: the input ImageEntity to be transformed
        :param random_state_obj: a random state used to maintain reproducibility through transformations
        :return: the transformed ImageEntity
        """
        pass




[docs]class TextTransform(Transform):
    """
    A Transform specific to TextEntity objects
    """
[docs]    @abstractmethod
    def do(self, input_obj: TextEntity, random_state_obj: RandomState) -> TextEntity:
        """
        Perform the specified transformation
        :param input_obj: the input TextEntity to be transformed
        :param random_state_obj: a random state used to maintain reproducibility through transformations
        :return: the transformed TextEntity
        """
        pass
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  Source code for trojai.datagen.utils

import logging
from typing import Iterable

import copy
from numpy.random import RandomState

from .entity import Entity
from .transform_interface import Transform

logger = logging.getLogger(__name__)

"""
Contains general utilities helpful for data generation
"""


[docs]def process_xform_list(input_obj: Entity, xforms: Iterable[Transform], random_state_obj: RandomState) -> Entity:
    """
    Processes a list of transformations in a serial fashion on a copy of the input X
    :param input_obj: input object which should be transformed by the list of
              transformations
    :param xforms: a list of Transform objects
    :param random_state_obj:
    :return: The transformed object
    """
    input_obj_copy = copy.deepcopy(input_obj)
    for xform in xforms:
        logger.debug("Applying:%s to input_obj: %s" % (str(xform), str(input_obj_copy)))
        input_obj_copy = xform.do(input_obj_copy, random_state_obj)
    return input_obj_copy
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  Source code for trojai.datagen.xform_merge_pipeline

import logging
import os
from typing import Sequence
import collections.abc

import cv2
import numpy as np
import pandas as pd
from numpy.random import RandomState
from sklearn.model_selection import train_test_split
from tqdm import tqdm
import math

import trojai.datagen.utils as utils
from .config import XFormMergePipelineConfig
from .constants import RANDOM_STATE_DRAW_LIMIT
from .entity import Entity
from .image_entity import GenericImageEntity
from .text_entity import GenericTextEntity
from .merge_interface import Merge
from .pipeline import Pipeline
from .transform_interface import Transform

logger = logging.getLogger(__name__)

"""
Defines all functions and classes related to the transform+merge pipeline & data movement paradigm.
"""


[docs]def subset_clean_df_by_labels(df, labels_to_include):
    """
    Subsets a dataframe with an expected column 'label', to only keep rows which are in that list of labels to include
    :param df: the dataframe to subset
    :param labels_to_include: a list of labels to include, or a string 'all' indicating that everything should be kept
    :return: the subsetted data frame
    """
    if labels_to_include == 'all':
        return df
    else:
        if isinstance(labels_to_include, collections.abc.Sequence):
            df_subset_list = []
            for c in labels_to_include:
                df_subset_list.append(df[df['label'] == c])
            return pd.concat(df_subset_list, ignore_index=True)
        else:
            msg = "the argument to subset the data that is modified must either be list of labels, or the string 'all'"
            logger.error(msg)
            raise ValueError(msg)



[docs]def modify_clean_image_dataset(clean_dataset_rootdir: str, clean_csv_file: str,
                         output_rootdir: str, output_subdir: str, mod_cfg: XFormMergePipelineConfig,
                         method: str = 'insert', random_state_obj: RandomState = RandomState(1234)) -> None:
    """
    Modifies a clean dataset given a configuration

    :param clean_dataset_rootdir: root directory where the clean data lives
    :param clean_csv_file: filename of the CSV file which contains information about the clean data
                           The modification method determines which columns and information are expected
                           in the CSV file.
    :param output_rootdir: root directory where the modified data will be stored
    :param output_subdir: subdirectory where the modified data will be stored.  This is expected to be one level
                          below the root-directory, and can prove useful if different types of modifications are
                          stored in different subdirectories under the main root directory.  An example tree structure
                          might be:
                          root_data
                             - modification_1
                                 ... data ...
                             - modification_2
                                 ... data ...
    :param mod_cfg: A configuration object for creating a modified dataset
    :param method: Can be "insert" only/
                   In the insert method, the function takes the clean image, and inserts a specified Entity
                   (likely, a pattern) into the clean image.  Additional modes to be added!
    :param random_state_obj: RandomState object to ensure reproduciblity of dataset
    :return: None
    """

    try:
        os.makedirs(os.path.join(output_rootdir, output_subdir))
    except FileExistsError:
        pass

    # read in clean dataset
    clean_df = pd.read_csv(os.path.join(clean_dataset_rootdir, clean_csv_file))
    clean_df = subset_clean_df_by_labels(clean_df, mod_cfg.triggered_classes)

    # identify which images will have triggers inserted into them
    random_state = random_state_obj.get_state()
    if mod_cfg.per_class_trigger_frac is not None:
        try:
            trigger_data, _ = train_test_split(clean_df,
                                               train_size=mod_cfg.per_class_trigger_frac,
                                               random_state=random_state_obj,
                                               stratify=clean_df['label'])
        except ValueError as e:
            logger.exception(e)
            raise ValueError(e)
    else:
        trigger_data = clean_df
    # reset random state to be ensure reproduciblity regardless of # of splits
    random_state_obj.set_state(random_state)

    # generate the same # of triggers according to the configuration
    num_triggers = len(trigger_data)
    trigger_source_list = mod_cfg.trigger_list

    # run the xform function for each image & trigger combination
    for ii in tqdm(range(num_triggers), desc='Modifying Clean Dataset ...'):
        # select the trigger
        if trigger_source_list is not None and len(trigger_source_list) != 0:
            trigger = random_state_obj.choice(trigger_source_list, p=mod_cfg.trigger_sampling_prob)
        else:
            trigger = None
        img_random_state = RandomState(random_state_obj.randint(RANDOM_STATE_DRAW_LIMIT))

        if method.lower() == 'insert':
            fp = trigger_data.iloc[ii]['file']
            try:
                mask_fp = trigger_data.iloc[ii]['mask']
                mask = np.load(mask_fp)
            except KeyError:
                mask = None
            # load the background image
            bg = GenericImageEntity(cv2.imread(os.path.join(clean_dataset_rootdir, fp), cv2.IMREAD_UNCHANGED), mask)
            bg_xforms = mod_cfg.trigger_bg_xforms
            fg = trigger
            fg_xforms = mod_cfg.trigger_xforms
            merge_obj = mod_cfg.trigger_bg_merge
            postproc_xforms = mod_cfg.trigger_bg_merge_xforms
            # process data through the pipeline
            pipeline_obj = XFormMerge([[bg_xforms, fg_xforms]], [merge_obj], postproc_xforms)
            modified_img = pipeline_obj.process([bg, fg], img_random_state)
            logger.debug("Inserted trigger=%s into image=%s" % (str(fg), str(bg)))
        elif method.lower() == 'regenerate':
            # TODO: NOTE: this needs to be an absolute path!
            #       do a check to ensure the user provided absolute paths!
            bg_fp = trigger_data.iloc[ii]['bg_file']
            fg_fp = trigger_data.iloc[ii]['fg_file']
            try:
                bg_mask_fp = trigger_data.iloc[ii]['bg_mask']
                bg_mask = np.load(bg_mask_fp)
            except KeyError:
                bg_mask = None
            try:
                fg_mask_fp = trigger_data.iloc[ii]['fg_mask']
                fg_mask = np.load(fg_mask_fp)
            except KeyError:
                fg_mask = None

            # load images into memory
            obj1 = GenericImageEntity(cv2.imread(fg_fp, cv2.IMREAD_UNCHANGED), fg_mask)
            obj2 = trigger
            obj3 = GenericImageEntity(cv2.imread(bg_fp, cv2.IMREAD_UNCHANGED), bg_mask)

            obj1_xforms = mod_cfg.trigger_bg_xforms
            obj2_xforms = mod_cfg.trigger_xforms
            obj12_merge = mod_cfg.trigger_bg_merge
            obj12_xforms = mod_cfg.trigger_bg_merge_xforms
            obj3_xforms = mod_cfg.overall_bg_xforms
            obj123_merge = mod_cfg.overall_bg_triggerbg_merge
            obj123_xforms = mod_cfg.overall_bg_triggerbg_xforms

            if obj2 is None:
                # obj3 is the background, obj1 is the sign (without a point trigger)
                pipeline_obj = XFormMerge([[obj3_xforms, obj1_xforms]],
                                          [obj123_merge], obj123_xforms)
                modified_img = pipeline_obj.process([obj3, obj1], img_random_state)
                logger.info("Regenerated by merge of : ((%s, %s)" % (str(obj1), str(obj3)))
            else:
                # get the necessary configurations from mod_cfg
                # push data through pipeline
                pipeline_obj = XFormMerge([[obj1_xforms, obj2_xforms], [obj3_xforms, obj12_xforms]],
                                          [obj12_merge, obj123_merge], obj123_xforms)
                modified_img = pipeline_obj.process([obj1, obj2, obj3], img_random_state)
                logger.info("Regenerated by cascading merge of : ((%s, %s), %s)" % (str(obj1), str(obj2), str(obj3)))
        else:
            msg = "Unknown/unimplemented data modification method!"
            logger.error(msg)
            raise ValueError(msg)

        output_fname = os.path.basename(trigger_data.iloc[ii]['file'])
        output_filename_fullpath = os.path.join(output_rootdir, output_subdir, output_fname)
        cv2.imwrite(output_filename_fullpath, modified_img.get_data())



[docs]def modify_clean_text_dataset(clean_dataset_rootdir: str, clean_csv_file: str,
                              output_rootdir: str, output_subdir: str, mod_cfg: XFormMergePipelineConfig,
                              method='insert', random_state_obj: RandomState = RandomState(1234)) -> None:
    """
    Modifies a clean image dataset given a configuration

    :param clean_dataset_rootdir: root directory where the clean data lives
    :param clean_csv_file: filename of the CSV file which contains information about the clean data
                           The modification method determines which columns and information are expected
                           in the CSV file.
    :param output_rootdir: root directory where the modified data will be stored
    :param output_subdir: subdirectory where the modified data will be stored.  This is expected to be one level
                          below the root-directory, and can prove useful if different types of modifications are
                          stored in different subdirectories under the main root directory.  An example tree structure
                          might be:
                          root_data
                             - modification_1
                                 ... data ...
                             - modification_2
                                 ... data ...
    :param mod_cfg: A configuration object for creating a modified dataset
    :param method: Can only be "insert"
                   In the insert method, the function takes the clean text blurb, and inserts a specified TextEntity
                   (likely, a pattern) into the first text input object.
    :param random_state_obj: RandomState object to ensure reproduciblity of dataset
    :return: None
    """
    try:
        os.makedirs(os.path.join(output_rootdir, output_subdir))
    except FileExistsError:
        pass

    # read in clean dataset
    clean_df = pd.read_csv(os.path.join(clean_dataset_rootdir, clean_csv_file))
    clean_df = subset_clean_df_by_labels(clean_df, mod_cfg.triggered_classes)

    # identify which images will have triggers inserted into them
    random_state = random_state_obj.get_state()
    if mod_cfg.per_class_trigger_frac is not None:
        trigger_data, _ = train_test_split(clean_df,
                                           train_size=mod_cfg.per_class_trigger_frac,
                                           random_state=random_state_obj,
                                           stratify=clean_df['label'])
    else:
        trigger_data = clean_df
    # reset random state to be ensure reproduciblity regardless of # of splits
    random_state_obj.set_state(random_state)

    # generate the same # of triggers according to the configuration
    num_triggers = len(trigger_data)
    trigger_source_list = mod_cfg.trigger_list

    # run the xform function for each image & trigger combination
    for ii in tqdm(range(num_triggers), desc='Modifying Clean Dataset ...'):
        # select the trigger
        if trigger_source_list is not None and len(trigger_source_list) != 0:
            trigger = random_state_obj.choice(trigger_source_list, p=mod_cfg.trigger_sampling_prob)
        else:
            trigger = None
        txt_random_state = RandomState(random_state_obj.randint(RANDOM_STATE_DRAW_LIMIT))

        if method.lower() == 'insert':
            # load the data
            fp = trigger_data.iloc[ii]['file']
            with open(fp, 'r') as fo:
                bg = GenericTextEntity(fo.read().replace('\n', ''))
            # setup trigger
            fg = trigger

            bg_xforms = mod_cfg.trigger_bg_xforms
            fg_xforms = mod_cfg.trigger_xforms
            merge_obj = mod_cfg.trigger_bg_merge
            postproc_xforms = mod_cfg.trigger_bg_merge_xforms

            # process data through the pipeline
            pipeline_obj = XFormMerge([[bg_xforms, fg_xforms]], [merge_obj], postproc_xforms)
            modified_text = pipeline_obj.process([bg, fg], txt_random_state)
            logger.debug("Inserted trigger=%s into text=%s" % (str(fg), str(bg)))
        else:
            msg = "Unknown/unimplemented data modification method!"
            logger.error(msg)
            raise ValueError(msg)

        output_fname = os.path.join(output_rootdir, output_subdir, os.path.basename(fp))
        with open(output_fname, 'w+') as f:
            f.write(modified_text.get_text())



[docs]class XFormMerge(Pipeline):
    """
    Implements a pipeline which is a series of cascading transform and merge
    operations.  The following diagram shows 4 objects as a series of serial
    transforms + merges.  Each pair of transformations is considered a
    "stage", and stages are processed in serial fashion.  In the diagram
    below, the data that each stage processes is:
        Stage1: obj1, obj2
        Stage2: Stage1_output, obj3
        Stage3: Stage2_output, obj4
    This extends in the obvious way to more objects, depending on how deep
    the pipeline is.

    obj1 --> xform  obj3 --> xform  obj4 --> xform
                  \               \               \
                   + --> xform --> + --> xform --> + --> xform output
                  /
    obj2 --> xform
    """
    def __init__(self, xform_list: Sequence[Sequence[Sequence[Transform]]], merge_list: Sequence[Merge],
                 final_xforms: Sequence[Transform] = None) -> None:
        """
        Create the pipeline object
        :param xform_list: Is a list of list of length 2, where each element
                           is a list of Transform objects.  For example:
                           [[Xform1_List, Xform2_List],
                            [Xform3_List, Xform4_List],
                            ...
                           ]
               Each stage of the Xform/Merge has a pair of transforms associated with it.  The first index into
               xform_list corresponds to the stage of the Xform/Merge, and the 2nd index corresponds to which object
               gets which transformation.
               [i][0] is used by the raw data
               [i][1] is used by the processed data from the previous stage,
                      except in the first stage, where the second raw image uses this transformation list
        :param merge_list: a list of Merge objects, where each index corresponds to the merge operation for that
                index's stage
        :param final_xforms: a list of final Transform objects
        """
        self.xform_list = xform_list
        self.merge_list = merge_list
        if final_xforms is None:
            self.final_xforms = []
        else:
            self.final_xforms = final_xforms

    @staticmethod
    def _process_two(bg: Entity, bg_xforms: Sequence[Transform], fg: Entity, fg_xforms: Sequence[Transform],
                     merge_obj: Merge, random_state_obj: RandomState) -> Entity:
        """
        Implements the following pipeline:
          bg --> xform
                       \
                        + --> output
                       /
          fg --> xform
        :param bg: Entity corresponding to "bg" in the diagram above
        :param bg_xforms: a sequence of transforms to be applied to the bg Entity
        :param fg: Entity corresponding to the "fg" in the diagram above
        :param fg_xforms: a sequence of transforms to be applied to the fg Entity
        :param merge_obj: a Merge object which corresponds to the "+" in the diagram above, and combines the two
                transformed objects
        :param random_state_obj: a random state to pass to the transforms and merge operation to ensure
                                 reproducibility of Entities produced by the pipeline
        :return: the Merged Entity according to the pipeline specification
        """

        if not isinstance(merge_obj, Merge):
            msg = "merge_obj argument must be of type: trojai.datagen.Merge"
            logger.error(msg)
            raise ValueError(msg)

        # perform some additional validation
        if bg is None and fg is None:
            msg = "Two None objects passing through the pipeline is an undefined operation!"
            logger.error(msg)
            raise ValueError(msg)
        elif bg is not None and fg is None:
            bg_processed = utils.process_xform_list(bg, bg_xforms, random_state_obj)
            logger.warning("Provided FG data is empty, only processing BG and returning without merge!")
            return bg_processed
        elif bg is None and fg is not None:
            fg_processed = utils.process_xform_list(fg, fg_xforms, random_state_obj)
            logger.warning("Provided BG data is empty, only processing FG and returning without merge!")
            return fg_processed
        else:
            # process the background & foreground images
            bg_processed = utils.process_xform_list(bg, bg_xforms, random_state_obj)
            fg_processed = utils.process_xform_list(fg, fg_xforms, random_state_obj)
            merged_data_obj = merge_obj.do(bg_processed, fg_processed, random_state_obj)
            logger.debug("Processed BG and FG and merged!")
            return merged_data_obj

[docs]    def process(self, imglist: Sequence[Entity], random_state_obj: RandomState) -> Entity:
        """
        Processes the provided objects according to the Xform->Merge->Xform paradigm.
        :param imglist: a sequence of Entity objects to be processed according to the pipeline
        :param random_state_obj: a random state to pass to the transforms and merge operation to ensure
                                 reproducibility of Entities produced by the pipeline
        :return: the modified & combined Entity object
        """
        if len(imglist) < 2:
            raise ValueError("Need atleast 2 objects to process in a pipeline!")

        num_merges = len(imglist)-1
        num_expected_xforms = math.ceil(len(imglist)/2)
        if len(self.xform_list) != num_expected_xforms:
            msg = "Expected " + str(num_expected_xforms) + " xform(s) for " + str(num_expected_xforms) + " stage(s)!"
            logger.error(msg)
            raise ValueError(msg)
        if len(self.merge_list) != num_merges:
            msg = "Expected " + str(num_merges) + " merge object(s)!"
            logger.error(msg)
            raise ValueError(msg)
        for xl in self.xform_list:
            if len(xl) != 2:
                msg = "Expected 2 xforms per merge operation!"
                logger.error(msg)
                raise ValueError(msg)

        # process the data through the pipeline
        z = None
        for imglist_idx in range(1, len(imglist)):
            mergeobj_idx = imglist_idx-1
            if imglist_idx == 1:
                merge_input1 = imglist[0]
                merge_input2 = imglist[imglist_idx]
            else:
                merge_input1 = imglist[imglist_idx]
                merge_input2 = z
            merge_input1_xforms = self.xform_list[mergeobj_idx][0]
            merge_input2_xforms = self.xform_list[mergeobj_idx][1]
            z = XFormMerge._process_two(merge_input1, merge_input1_xforms, merge_input2,
                                        merge_input2_xforms, self.merge_list[mergeobj_idx], random_state_obj)

        logger.debug("XFormMerged input images")
        # process the final xform
        z_final = utils.process_xform_list(z, self.final_xforms, random_state_obj)
        return z_final
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  Source code for trojai.modelgen.architecture_factory

import logging
from abc import ABC, abstractmethod

import torch.nn

logger = logging.getLogger(__name__)


[docs]class ArchitectureFactory(ABC):
    """ Factory object that returns architectures (untrained models) for training. """
[docs]    @abstractmethod
    def new_architecture(self, **kwargs) -> torch.nn.Module:
        """
        Returns a new architecture (untrained model)
        :return: an untrained torch.nn.Module
        """
        pass


    def __eq__(self, other):
        """
        Compares two Architecture factories by comparing the string representations of the Architectures
        returned by the new_architecture() function
        :param other: the ArchitectureFactory to compare against
        :return: boolean indicating whether the architectures are the same or not
        """

        my_arch_instance = self.new_architecture()
        other_arch_instance = other.new_architecture()
        # only keep the unique elements that are not part of the nn.Module
        dir_nn_module = set(dir(torch.nn.Module))
        dir_my_arch = set(dir(my_arch_instance)) - dir_nn_module
        dir_other_arch = set(dir(other_arch_instance)) - dir_nn_module

        if len(dir_my_arch) == len(dir_other_arch):
            for item in dir_my_arch:
                if item in dir_other_arch:
                    if item[0] != '_':
                        # compare the actual objects
                        my_item = getattr(my_arch_instance, item)
                        other_item = getattr(other_arch_instance, item)
                        # NOTE: here, we check whether the arch-factory is the same based on the string representation
                        #  of a returned architecture.
                        #  this could easily be error-prone, need to revisit how to make this more robust
                        if str(my_item) != str(other_item):
                            return False
                else:
                    return False
        else:
            return False

        return True
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  Source code for trojai.modelgen.config

import collections.abc
import copy
import importlib
import logging
import os
from abc import ABC, abstractmethod
from typing import Callable
from typing import Union, Sequence, Any
import math

import cloudpickle as pickle
import numpy as np
import torch

from .architecture_factory import ArchitectureFactory
from .constants import VALID_LOSS_FUNCTIONS, VALID_DEVICES, VALID_OPTIMIZERS
from .data_manager import DataManager
from .optimizer_interface import OptimizerInterface

logger = logging.getLogger(__name__)

"""
Defines all configurations pertinent to model generation.
"""


[docs]def identity_function(x):
    return x



default_soft_to_hard_fn_kwargs = dict()


[docs]class DefaultSoftToHardFn:
    """
    The default conversion from soft-decision outputs to hard-decision
    """

    def __init__(self):
        pass

    def __call__(self, y_hat, *args, **kwargs):
        return torch.argmax(y_hat, dim=1)

    def __repr__(self):
        return "torch.argmax(y_hat, dim=1)"



[docs]class ConfigInterface(ABC):
    """
    Defines the interface for all configuration objects
    """

    @abstractmethod
    def __deepcopy__(self, memodict={}):
        pass



[docs]class OptimizerConfigInterface(ConfigInterface):
[docs]    @abstractmethod
    def get_device_type(self):
        pass


[docs]    def save(self, fname):
        pass


[docs]    @staticmethod
    @abstractmethod
    def load(fname):
        pass




[docs]class EarlyStoppingConfig(ConfigInterface):
    """
    Defines configuration related to early stopping.
    """

    def __init__(self, num_epochs: int = 5, val_loss_eps: float = 1e-3):
        """
        :param num_epochs: the # of epochs for which to monitor the validation accuracy over
        :param val_loss_eps: the threshold between the validation loss for the # of epochs to monitor the
                before deciding to perform early stopping
        """
        self.num_epochs = num_epochs
        self.val_loss_eps = val_loss_eps

        self.validate()

[docs]    def validate(self):
        if not isinstance(self.num_epochs, int) or self.num_epochs < 2:
            msg = "num_epochs to monitor must be an integer > 1!"
            logger.error(msg)
            raise ValueError(msg)
        try:
            self.val_loss_eps = float(self.val_loss_eps)
        except ValueError:
            msg = "val_loss_eps must be a float"
            logger.error(msg)
            raise ValueError(msg)
        if self.val_loss_eps < 0:
            msg = "val_loss_eps must be >= 0!"
            logger.error(msg)
            raise ValueError(msg)


    def __deepcopy__(self, memodict={}):
        return EarlyStoppingConfig(self.num_epochs, self.val_loss_eps)

    def __eq__(self, other):
        if self.num_epochs == other.num_epochs and math.isclose(self.val_loss_eps, other.val_acc_eps):
            return True
        else:
            return False

    def __str__(self):
        return "ES[%d:%0.02f]" % (self.num_epochs, self.val_loss_eps)



[docs]class TrainingConfig(ConfigInterface):
    """
    Defines all required items to setup training with an optimizer
    """
    def __init__(self,
                 device: Union[str, torch.device] = 'cpu',
                 epochs: int = 10,
                 batch_size: int = 32,
                 lr: float = 1e-4,
                 optim: Union[str, OptimizerInterface] = 'adam',
                 optim_kwargs: dict = None,
                 objective: Union[str, Callable] = 'cross_entropy_loss',
                 objective_kwargs: dict = None,
                 save_best_model: bool = False,
                 train_val_split: float = 0.05,
                 val_data_transform: Callable[[Any], Any] = None,
                 val_label_transform: Callable[[int], int] = None,
                 val_dataloader_kwargs: dict = None,
                 early_stopping: EarlyStoppingConfig = None,
                 soft_to_hard_fn: Callable = None,
                 soft_to_hard_fn_kwargs: dict = None,
                 lr_scheduler: Any = None,
                 lr_scheduler_init_kwargs: dict = None,
                 lr_scheduler_call_arg: Any = None,
                 clip_grad: bool = False,
                 clip_type: str = "norm",
                 clip_val: float = 1.,
                 clip_kwargs: dict = None,
                 adv_training_eps: float = None,
                 adv_training_iterations: int = None,
                 adv_training_ratio: float = None) -> None:
        """
        Initializes a TrainingConfig object
        :param device: string or torch.device object representing the device on which computation will be performed
        :param epochs: the number of epochs to train the model
        :param batch_size: batch size used to train the model
        :param lr: the learning rate
        :param optim: either one of trojai_private.modelgen.constants.VALID_OPTIMIZERS or an optimizer
                object implementing trojai_private.modelgen.optimizer_interface.OptimizerInterface
        :param optim_kwargs: any additional kwargs to be passed to the optimizer
        :param objective: either one of trojai_private.modelgen.constants.VALID_OBJECTIVES or a
                callable function that can compute a metric given y_hat and y_true
        :param objective_kwargs: a dictionary for kwargs to pass when intializing an inbuilt objective function
        :param save_best_model: if True, returns the best model as computed by validation accuracy (if computed),
                                else, training accuracy (if validation dataset is not desired).  if False,
                                the model returned by the optimizer will just be the model at the final epoch of
                                training
        :param train_val_split: (float) if > 0, then splits the training dataset and uses it as validation.  If 0
            the training dataset is not split and validation is not computed
        :param val_data_transform: (function: any -> any) how to transform the validation data (e.g. an image) to fit
            into the desired model and objective function; optional
            NOTE: Currently - this argument is only used if data_type='image'
        :param val_label_transform: (function: int->int) how to transform the label to the validation data; optional
            NOTE: Currently - this argument is only used if data_type='image'
        :param val_dataloader_kwargs: (dict) Keyword arguments to pass to the torch DataLoader object during for
            validation data. See https://pytorch.org/docs/stable/_modules/torch/utils/data/dataloader.html for more
            documentation. If None, defaults will be used. Defaults depend on the optimizer used, but are likely
            something like:
                {batch_size: <batch size given in training config>, shuffle: False, pin_memory=<decided by optimizer>,
                 drop_last=True}
            NOTE: Setting values in this dictionary that are normally set by the optimizer will override them during
                training. Use with caution. We recommend only using the following keys: 'shuffle', 'num_workers',
                'pin_memory', and 'drop_last'.
        :param early_stopping: configuration for early stopping
        :param soft_to_hard_fn: a callable which will be computed on every batch of predictions
            to compute hard-decison predictions from the model output.  Defaults to:
                torch.max(<args>, dim=1)[1] --> this is equivalent to np.argmax on each row of predictions
        :param soft_to_hard_fn_kwargs: a dictionary of kwargs to pass to the soft_to_hard_fn when calling it
        :param lr_scheduler: any of the Learning Rate Schedulers provided in PyTorch
            see: https://pytorch.org/docs/stable/optim.html#how-to-adjust-learning-rate
        :param lr_scheduler_init_kwargs: a dictionary of kwargs to pass when instantiating
            the desired learning rate scheduler
        :param lr_scheduler_call_arg: any arguments that should be called when stepping the
            learning rate scheduler.  This can be one of the following choices:
                None, 'val_acc', 'val_loss'
        :param clip_grad: flag indicating whether to enable gradient clipping
        :param clip_type: can be either "norm" or "val", indicating whether the norm of
            all gradients should be clipped, or the raw gradient values
        :param clip_val: the value to clip at
        :param clip_kwargs: any kwargs to pass to the clipper.  See:
            https://pytorch.org/docs/stable/_modules/torch/nn/utils/clip_grad.html
        :param adv_training_eps: The epsilon value constraining the adversarial perturbation.
        :param adv_training_iterations: The number of iterations PGD will take for adversarial training.
        :param adv_training_ratio: The percent of batches which will be adversarially attacked [0, 1].

        TODO:
         [ ] - allow user to configure what the "best" model is
        """
        self.device = device
        self.epochs = epochs
        self.batch_size = batch_size
        self.lr = lr
        self.optim = optim
        self.optim_kwargs = optim_kwargs
        self.objective = objective
        self.objective_kwargs = objective_kwargs
        self.save_best_model = save_best_model
        self.train_val_split = train_val_split
        self.early_stopping = early_stopping
        self.val_data_transform = val_data_transform
        self.val_label_transform = val_label_transform
        self.val_dataloader_kwargs = val_dataloader_kwargs
        self.soft_to_hard_fn = soft_to_hard_fn
        self.soft_to_hard_fn_kwargs = soft_to_hard_fn_kwargs
        self.lr_scheduler = lr_scheduler
        self.lr_scheduler_init_kwargs = lr_scheduler_init_kwargs
        self.lr_scheduler_call_arg = lr_scheduler_call_arg
        self.clip_grad = clip_grad
        self.clip_type = clip_type
        self.clip_val = clip_val
        self.clip_kwargs = clip_kwargs
        self.adv_training_eps = adv_training_eps
        self.adv_training_iterations = adv_training_iterations
        self.adv_training_ratio = adv_training_ratio

        if self.adv_training_eps is None:
            self.adv_training_eps = float(0.0)
        if self.adv_training_ratio is None:
            self.adv_training_ratio = float(0.0)
        if self.adv_training_iterations is None:
            self.adv_training_iterations = int(0)

        if self.optim_kwargs is None:
            self.optim_kwargs = {}
        if self.lr_scheduler_init_kwargs is None:
            self.lr_scheduler_init_kwargs = {}
        if self.clip_kwargs is None:
            self.clip_kwargs = {}

        self.validate()

        # convert to a torch.device object
        if isinstance(self.device, str):
            self.device = torch.device(self.device)

[docs]    def validate(self) -> None:
        """
        Validate the object configuration
        :return: None
        """
        if not isinstance(self.device, torch.device) and self.device not in VALID_DEVICES:
            msg = "device must be either a torch.device object, or one of the following:" + str(VALID_DEVICES)
            logger.error(msg)
            raise ValueError(msg)
        if not isinstance(self.epochs, int) or self.epochs < 1:
            msg = "epochs must be an integer > 0"
            logger.error(msg)
            raise ValueError(msg)
        if not isinstance(self.batch_size, int) or self.batch_size < 1:
            msg = "batch_size must be an integer > 0"
            logger.error(msg)
            raise ValueError(msg)
        if not isinstance(self.lr, float):
            msg = "lr must be a float!"
            logger.error(msg)
            raise ValueError(msg)
        if not isinstance(self.optim, OptimizerInterface) and self.optim not in VALID_OPTIMIZERS:
            msg = "optim must be either a OptimizerInterface object, or one of the following:" + str(VALID_OPTIMIZERS)
            logger.error(msg)
            raise ValueError(msg)
        if not isinstance(self.optim_kwargs, dict):
            msg = "optim_kwargs must be a dictionary!"
            logger.error(msg)
            raise ValueError(msg)
        if not callable(self.objective) and self.objective not in VALID_LOSS_FUNCTIONS:
            msg = "objective must be a callable, or one of the following:" + str(VALID_LOSS_FUNCTIONS)
            logger.error(msg)
            raise ValueError(msg)
        if not self.objective_kwargs:
            self.objective_kwargs = dict()
        elif not isinstance(self.objective_kwargs, dict):
            msg = "objective_kwargs must be a dictionary"
            logger.error(msg)
            raise ValueError(msg)

        if not isinstance(self.save_best_model, bool):
            msg = "save_best_model must be a boolean!"
            logger.error(msg)
            raise ValueError(msg)
        if not isinstance(self.train_val_split, float):
            msg = "train_val_split must a float between 0 and 1!"
            logger.error(msg)
            raise ValueError(msg)
        else:
            if self.train_val_split < 0 or self.train_val_split > 1:
                msg = "train_val_split must be between 0 and 1, inclusive"
                logger.error(msg)
                raise ValueError(msg)
        if self.early_stopping is not None and not isinstance(self.early_stopping, EarlyStoppingConfig):
            msg = "early_stopping must be of type EarlyStoppingConfig or None"
            logger.error(msg)
            raise ValueError(msg)

        if self.adv_training_eps < 0 or self.adv_training_eps > 1:
            msg = "Adversarial training eps: {} must be between 0 and 1.".format(self.adv_training_eps)
            logger.error(msg)
            raise ValueError(msg)

        if self.adv_training_ratio < 0 or self.adv_training_ratio > 1:
            msg = "Adversarial training ratio (percent of images with perturbation applied): {} must be between 0 and 1.".format(self.adv_training_ratio)
            logger.error(msg)
            raise ValueError(msg)

        if self.adv_training_iterations < 0:
            msg = "Adversarial training iteration count: {} must be greater than or equal to 0.".format(self.adv_training_iterations)
            logger.error(msg)
            raise ValueError(msg)

        if self.val_data_transform is not None and not callable(self.val_data_transform):
            raise TypeError("Expected a function for argument 'val_data_transform', "
                            "instead got type: {}".format(type(self.val_data_transform)))
        if self.val_label_transform is not None and not callable(self.val_label_transform):
            raise TypeError("Expected a function for argument 'val_label_transform', "
                            "instead got type: {}".format(type(self.val_label_transform)))
        if self.val_dataloader_kwargs is not None and not isinstance(self.val_dataloader_kwargs, dict):
            msg = "val_dataloader_kwargs must be a dictionary or None!"
            logger.error(msg)
            raise ValueError(msg)

        if self.soft_to_hard_fn is None:
            self.soft_to_hard_fn = DefaultSoftToHardFn()
        elif not callable(self.soft_to_hard_fn):
            msg = "soft_to_hard_fn must be a callable which accepts as input the output of the model, and outputs " \
                  "hard-decisions"
            logger.error(msg)
            raise ValueError(msg)
        if self.soft_to_hard_fn_kwargs is None:
            self.soft_to_hard_fn_kwargs = copy.deepcopy(default_soft_to_hard_fn_kwargs)
        elif not isinstance(self.soft_to_hard_fn_kwargs, dict):
            msg = "soft_to_hard_fn_kwargs must be a dictionary of kwargs to pass to soft_to_hard_fn"
            logger.error(msg)
            raise ValueError(msg)

        # we do not validate the lr_scheduler or lr_scheduler_kwargs b/c those will
        # be validated upon instantiation
        if self.lr_scheduler_call_arg is not None and self.lr_scheduler_call_arg != 'val_acc' and self.lr_scheduler_call_arg != 'val_loss':
            msg = "lr_scheduler_call_arg must be one of: None, val_acc, val_loss"
            logger.error(msg)
            raise ValueError(msg)

        if not isinstance(self.clip_grad, bool):
            msg = "clip_grad must be a bool!"
            logger.error(msg)
            raise ValueError(msg)
        if not isinstance(self.clip_type, str) or (self.clip_type != 'norm' and self.clip_type != 'val'):
            msg = "clip type must be a string, either norm or val"
            logger.error(msg)
            raise ValueError(msg)
        if not isinstance(self.clip_val, float):
            msg = "clip_val must be a float"
            logger.error(msg)
            raise ValueError(msg)
        if not isinstance(self.clip_kwargs, dict):
            msg = "clip_kwargs must be a dict"
            logger.error(msg)
            raise ValueError(msg)


[docs]    def get_cfg_as_dict(self):
        """
        Returns a dictionary representation of the configuration
        :return: (dict) a dictionary
        """
        output_dict = dict(device=str(self.device.type),
                           epochs=self.epochs,
                           batch_size=self.batch_size,
                           learning_rate=self.lr,
                           optim=self.optim,
                           objective=self.objective,
                           objective_kwargs=self.objective_kwargs,
                           save_best_model=self.save_best_model,
                           early_stopping=str(self.early_stopping),
                           val_data_transform=self.val_data_transform,
                           val_label_transform=self.val_label_transform,
                           val_dataloader_kwargs=self.val_dataloader_kwargs,
                           soft_to_hard_fn=self.soft_to_hard_fn,
                           soft_to_hard_fn_kwargs=self.soft_to_hard_fn_kwargs,
                           lr_scheduler=self.lr_scheduler,
                           lr_scheduler_init_kwargs=self.lr_scheduler_init_kwargs,
                           lr_scheduler_call_arg=self.lr_scheduler_call_arg,
                           clip_grad=self.clip_grad,
                           clip_type=self.clip_type,
                           clip_val=self.clip_val,
                           clip_kwargs=self.clip_kwargs,
                           adv_training_eps = self.adv_training_eps,
                           adv_training_iterations = self.adv_training_iterations,
                           adv_training_ratio = self.adv_training_ratio)
        return output_dict


    def __str__(self):
        str_repr = "TrainingConfig: device[%s], num_epochs[%d], batch_size[%d], learning_rate[%.5e], adv_training_eps[%s], adv_training_iterations[%s], adv_training_ratio[%s], optimizer[%s], " \
                   "objective[%s], objective_kwargs[%s], train_val_split[%0.02f], val_data_transform[%s], " \
                   "val_label_transform[%s], val_dataloader_kwargs[%s], early_stopping[%s], " \
                   "soft_to_hard_fn[%s], soft_to_hard_fn_kwargs[%s], " \
                   "lr_scheduler[%s], lr_scheduler_init_kwargs[%s], lr_scheduler_call_arg[%s], " \
                   "clip_grad[%s] clip_type[%s] clip_val[%s] clip_kwargs[%s]" % \
                   (str(self.device.type), self.epochs, self.batch_size, self.lr, self.adv_training_eps, self.adv_training_iterations, self.adv_training_ratio,
                    str(self.optim), str(self.objective), str(
                        self.objective_kwargs),
                    self.train_val_split, str(self.val_data_transform),
                    str(self.val_label_transform), str(
                        self.val_dataloader_kwargs), str(self.early_stopping),
                    str(self.soft_to_hard_fn), str(
                        self.soft_to_hard_fn_kwargs),
                    str(self.lr_scheduler), str(self.lr_scheduler_init_kwargs), str(
                        self.lr_scheduler_call_arg),
                    str(self.clip_grad), str(self.clip_type), str(self.clip_val), str(self.clip_kwargs))
        return str_repr

    def __deepcopy__(self, memodict={}):
        # copy will keep a string version fo device, so that when
        new_device = self.device.type
        # it gets instantiated, it will generate a device object
        # on the node
        epochs = self.epochs
        batch_size = self.batch_size
        lr = self.lr
        save_best_model = self.save_best_model
        train_val_split = self.train_val_split
        early_stopping = copy.deepcopy(self.early_stopping)
        val_data_transform = copy.deepcopy(self.val_data_transform)
        val_label_transform = copy.deepcopy(self.val_label_transform)
        val_dataloader_kwargs = copy.deepcopy(self.val_dataloader_kwargs)
        if isinstance(self.optim, str):
            optim = self.optim
        elif isinstance(self.optim, OptimizerInterface):
            optim = copy.deepcopy(self.optim)
        else:
            msg = "The TrainingConfig object you are trying to copy is corrupted!"
            logger.error(msg)
            raise ValueError(msg)
        optim_kwargs = self.optim_kwargs
        if isinstance(self.objective, str):
            objective = self.objective
        elif callable(self.objective):
            objective = copy.deepcopy(self.objective)
        else:
            msg = "The TrainingConfig object you are trying to copy is corrupted!"
            logger.error(msg)
            raise ValueError(msg)
        objective_kwargs = self.objective_kwargs
        # empirical tests on deepcopy do not seem to
        soft_to_hard_fn = copy.deepcopy(self.soft_to_hard_fn)
        # create new memory references for lambda functions.
        # I am not sure if this behavior is different with
        # a properly defined function.
        soft_to_hard_fn_kwargs = copy.deepcopy(self.soft_to_hard_fn_kwargs)

        lr_scheduler = self.lr_scheduler  # should be a callable, so this is OK
        lr_scheduler_kwargs = copy.deepcopy(self.lr_scheduler_init_kwargs)
        # a string, no deep-copy required
        lr_scheduler_call_arg = self.lr_scheduler_call_arg

        clip_grad = self.clip_grad
        clip_type = self.clip_type
        clip_val = self.clip_val
        clip_kwargs = copy.deepcopy(self.clip_kwargs)

        adv_training_eps = self.adv_training_eps
        adv_training_iterations = self.adv_training_iterations
        adv_training_ratio = self.adv_training_ratio

        return TrainingConfig(new_device, epochs, batch_size, lr, optim, optim_kwargs, objective, objective_kwargs,
                              save_best_model, train_val_split, val_data_transform, val_label_transform,
                              val_dataloader_kwargs, early_stopping, soft_to_hard_fn, soft_to_hard_fn_kwargs,
                              lr_scheduler, lr_scheduler_kwargs, lr_scheduler_call_arg,
                              clip_grad, clip_type, clip_val, clip_kwargs, adv_training_eps,
                              adv_training_iterations, adv_training_ratio)

    def __eq__(self, other):
        # NOTE: we don't check whether the
        #    1. soft_to_hard_fn
        #    2. lr_scheduler
        #  equality b/c there doesn't seem to be a general way to accomplish this.  This needs
        #  to be addressed as needed later on.
        if self.device.type == other.device.type and self.epochs == other.epochs and \
           self.batch_size == other.batch_size and self.lr == other.lr and \
           self.save_best_model == other.save_best_model and \
           self.train_val_split == other.train_val_split and \
           self.early_stopping == other.early_stopping and \
           self.val_data_transform == other.val_data_transform and \
           self.val_label_transform == other.val_label_transform and \
           self.val_dataloader_kwargs == other.val_dataloader_kwargs and \
           self.soft_to_hard_fn_kwargs == other.soft_to_hard_fn_kwargs and \
           self.lr_scheduler_init_kwargs == other.lr_scheduler_init_kwargs and \
           self.lr_scheduler_call_arg == other.lr_scheduler_call_arg and \
           self.clip_grad == other.clip_grad and self.clip_type == other.clip_type and \
           self.adv_training_eps == other.adv_training_eps and \
           self.adv_training_iterations == other.adv_training_iterations and \
           self.adv_training_ratio == other.adv_training_ratio and \
           self.clip_val == other.clip_val and self.clip_kwargs == other.clip_kwargs:
            # now check the objects
            if self.optim == other.optim and self.objective == other.objective:
                return True
            else:
                return False
        else:
            return False



[docs]class ReportingConfig(ConfigInterface):
    """
    Defines all options to setup how data is reported back to the user while models are being trained
    """

    def __init__(self,
                 num_batches_per_logmsg: int = 100,
                 disable_progress_bar: bool = False,
                 num_epochs_per_metric: int = 1,
                 num_batches_per_metrics: int = 50,
                 tensorboard_output_dir: str = None,
                 experiment_name: str = 'experiment'):
        """
        Initializes a ReportingConfig object.
        :param num_batches_per_logmsg: The # of batches which are computed before a log message is written.
        :param disable_progress_bar: Whether to disable the tdqm progress bar.
        :param num_epochs_per_metric: The number of epochs before metrics are computed.
        :param num_batches_per_metrics: The number of batches before metrics are computed.
        :param tensorboard_output_dir: the directory to which tensorboard data should be written.
        :param experiment_name: A string identifier to associate with the configuration.
        """
        self.num_batches_per_logmsg = num_batches_per_logmsg
        self.disable_progress_bar = disable_progress_bar
        self.num_epochs_per_metrics = num_epochs_per_metric
        self.num_batches_per_metrics = num_batches_per_metrics
        self.tensorboard_output_dir = tensorboard_output_dir
        self.experiment_name = experiment_name

        self.validate()

[docs]    def validate(self):
        if not isinstance(self.num_batches_per_logmsg, int) or self.num_batches_per_logmsg < 0:
            msg = "num_batches_per_logmsg must be an integer > 0"
            logger.error(msg)
            raise ValueError(msg)
        if not isinstance(self.num_epochs_per_metrics, int) or self.num_epochs_per_metrics < 0:
            msg = "num_epochs_per_metrics must be an integer > 0"
            logger.error(msg)
            raise ValueError(msg)
        if self.num_batches_per_metrics is not None and (not isinstance(self.num_batches_per_metrics, int) or
                                                         self.num_batches_per_metrics < 0):
            msg = "num_batches_per_metrics must be an integer > 0 or None!"
            logger.error(msg)
            raise ValueError(msg)


    def __str__(self):
        str_repr = "ReportingConfig: num_batches/log_msg[%d], num_epochs/metric[%d], num_batches/metric[%d], " \
                   "tensorboard_dir[%s] experiment_name=[%s], disable_progress_bar=[%s]" % \
                   (self.num_batches_per_logmsg, self.num_epochs_per_metrics, self.num_batches_per_metrics,
                    self.tensorboard_output_dir, self.experiment_name, self.disable_progress_bar)
        return str_repr

    def __copy__(self):
        return ReportingConfig(self.num_batches_per_logmsg, self.disable_progress_bar, self.num_epochs_per_metrics, self.num_batches_per_metrics, self.tensorboard_output_dir, self.experiment_name)

    def __deepcopy__(self, memodict={}):
        return self.__copy__()

    def __eq__(self, other):
        if self.num_batches_per_logmsg == other.num_batches_per_logmsg and \
           self.disable_progress_bar == other.disable_progress_bar and \
                self.num_epochs_per_metrics == other.num_epochs_per_metrics and \
                self.num_batches_per_metrics == other.num_batches_per_metrics and \
           self.tensorboard_output_dir == other.tensorboard_output_dir and \
           self.experiment_name == other.experiment_name:
            return True
        else:
            return False



[docs]class TorchTextOptimizerConfig(OptimizerConfigInterface):
    """
    Defines the configuration needed to setup the TorchTextOptimizer
    """

    def __init__(self, training_cfg: TrainingConfig = None, reporting_cfg: ReportingConfig = None,
                 copy_pretrained_embeddings: bool = False):
        """
        Initializes a TorchTextOptimizer
        :param training_cfg: a TrainingConfig object, if None, a default TrainingConfig object will be constructed
        :param reporting_cfg: a ReportingConfig object, if None, a default ReportingConfig object will be constructed
        :param copy_pretrained_embeddings: if True, will copy over pretrained embeddings into network from the built
            vocabulary
        """
        self.training_cfg = training_cfg
        self.reporting_cfg = reporting_cfg
        self.copy_pretrained_embeddings = copy_pretrained_embeddings

        self.validate()

[docs]    def validate(self):
        if self.training_cfg is None:
            logger.debug(
                "Using default training configuration to setup Optimizer!")
            self.training_cfg = TrainingConfig()
        elif not isinstance(self.training_cfg, TrainingConfig):
            msg = "training_cfg must be of type TrainingConfig"
            logger.error(msg)
            raise TypeError(msg)

        if self.reporting_cfg is None:
            logger.debug(
                "Using default reporting configuration to setup Optimizer!")
            self.reporting_cfg = ReportingConfig()
        elif not isinstance(self.reporting_cfg, ReportingConfig):
            msg = "reporting_cfg must be of type ReportingConfig"
            logger.error(msg)
            raise TypeError(msg)

        if not isinstance(self.copy_pretrained_embeddings, bool):
            msg = "copy_pretrained_embeddings must be a boolean datatype!"
            logger.error(msg)
            raise TypeError(msg)


    def __deepcopy__(self, memodict={}):
        training_cfg_copy = copy.deepcopy(self.training_cfg)
        reporting_cfg_copy = copy.deepcopy(self.reporting_cfg)
        return TorchTextOptimizerConfig(training_cfg_copy, reporting_cfg_copy, self.copy_pretrained_embeddings)

    def __eq__(self, other):
        if self.training_cfg == other.training_cfg and self.reporting_cfg == other.reporting_cfg and \
           self.copy_pretrained_embeddings == other.copy_pretrained_embeddings:
            return True
        else:
            return False

[docs]    def save(self, fname):
        """
        Saves the optimizer configuration to a file
        :param fname: the filename to save the config to
        :return: None
        """
        with open(fname, 'wb') as f:
            pickle.dump(self, f)


[docs]    @staticmethod
    def load(fname):
        """
        Loads a configuration from disk
        :param fname: the filename where the config is stored
        :return: the loaded configuration
        """
        with open(fname, 'rb') as f:
            loaded_optimzier_cfg = pickle.load(f)
        return loaded_optimzier_cfg


[docs]    def get_device_type(self):
        """
        Returns the device associated w/ this optimizer configuration.  Needed to save/load for UGE.
        :return (str): the device type represented as a string
        """
        return str(self.training_cfg.device)




[docs]class DefaultOptimizerConfig(OptimizerConfigInterface):
    """
    Defines the configuration needed to setup the DefaultOptimizer
    """

    def __init__(self, training_cfg: TrainingConfig = None, reporting_cfg: ReportingConfig = None):
        """
        Initializes a Default Optimizer
        :param training_cfg: a TrainingConfig object, if None, a default TrainingConfig object will be constructed
        :param reporting_cfg: a ReportingConfig object, if None, a default ReportingConfig object will be constructed
        """
        if training_cfg is None:
            logger.debug(
                "Using default training configuration to setup Optimizer!")
            self.training_cfg = TrainingConfig()
        elif not isinstance(training_cfg, TrainingConfig):
            msg = "training_cfg must be of type TrainingConfig"
            logger.error(msg)
            raise TypeError(msg)
        else:
            self.training_cfg = training_cfg

        if reporting_cfg is None:
            logger.debug(
                "Using default reporting configuration to setup Optimizer!")
            self.reporting_cfg = ReportingConfig()
        elif not isinstance(reporting_cfg, ReportingConfig):
            msg = "reporting_cfg must be of type ReportingConfig"
            logger.error(msg)
            raise TypeError(msg)
        else:
            self.reporting_cfg = reporting_cfg

    def __deepcopy__(self, memodict={}):
        training_cfg_copy = copy.deepcopy(self.training_cfg)
        reporting_cfg_copy = copy.deepcopy(self.reporting_cfg)
        return DefaultOptimizerConfig(training_cfg_copy, reporting_cfg_copy)

    def __eq__(self, other):
        if self.training_cfg == other.training_cfg and self.reporting_cfg == other.reporting_cfg:
            return True
        else:
            return False

[docs]    def get_device_type(self):
        """
        Returns the device associated w/ this optimizer configuration.  Needed to save/load for UGE.
        :return (str): the device type represented as a string
        """
        return str(self.training_cfg.device)


[docs]    def save(self, fname):
        """
        Saves the optimizer configuration to a file
        :param fname: the filename to save the config to
        :return: None
        """
        with open(fname, 'wb') as f:
            pickle.dump(self, f)


[docs]    @staticmethod
    def load(fname):
        """
        Loads a configuration from disk
        :param fname: the filename where the config is stored
        :return: the loaded configuration
        """
        with open(fname, 'rb') as f:
            loaded_optimzier_cfg = pickle.load(f)
        return loaded_optimzier_cfg




[docs]class ModelGeneratorConfig(ConfigInterface):
    """Object used to configure the model generator"""

    def __init__(self, arch_factory: ArchitectureFactory, data: DataManager,
                 model_save_dir: str, stats_save_dir: str, num_models: int,
                 arch_factory_kwargs: dict = None, arch_factory_kwargs_generator: Callable = None,
                 optimizer: Union[Union[OptimizerInterface, DefaultOptimizerConfig],
                                  Sequence[Union[OptimizerInterface, DefaultOptimizerConfig]]] = None,
                 parallel=False,
                 amp=False,
                 experiment_cfg: dict = None,
                 run_ids: Union[Any, Sequence[Any]] = None,
                 filenames: Union[str, Sequence[str]] = None,
                 save_with_hash: bool = False):
        """
        Initializes the ModelGeneratorConfig object which provides needed information for generating models for a given
        experiment.

        :param arch_factory: ArchitectureFactory object that provides instantiated
            architectures (untrained models) to be trained on the data.
        :param data: TrojaiDataManager object containing the experiment path and files.
        :param model_save_dir: path to directory where the models should be saved
        :param stats_save_dir: path to directory where the model training stats should be saved
        :param num_models: number of models to train with this configuration
        :param arch_factory_kwargs: (dict) a dictionary which contains keywords and associated values
            that are needed to instantiate a trainable module from the factory
        :param arch_factory_kwargs_generator: (callable) a callable, or None, which takes a dictionary of all
            variables defined in the Runner's namespace, and then creates a new dictionary that contains the keyword
            arguments to instantiate an architecture from the architecture factory
        :param optimizer: a OptimizerInterface object, or a DefaultOptimizer configuration, or possibly mixed sequence
            of both.  If a sequence of optimizers is passed, then the length of that sequence must match the number
            of sequential datasets that are to be used for training the model.
        :param parallel: (bool) - if True, attempts to use multiple GPU's
        :param amp: (bool) - if True, attempts to use automatic mixed precision on GPU's
        :param experiment_cfg: dictionary containing information regarding the experiment which is being run by the
            ModelGenerator.  This information is also saved in the output summary JSON file that is associated with
            every model that is generated.
        :param run_ids: Identifiers for models. If a sequence, len(run_ids) must be equal to num_models
        :param filenames: An optional list of file names to save each model by each
            file name, or a single filename to have models be saved with the same file name with '_#' added to
            the end, e.g. 'filename.pt', 'filename_1.pt', 'filename_2.pt', ...
            If this argument is not provided, then models generated will be saved with filenames indicated by the
            experiment name in the experiment_cfg dictionary
        :param save_with_hash: (bool) if True, appends a hash to the end of a filename to prevent any conflicts from
            occurring w.r.t. filenames.  This can be useful if you are using a cluster environment and the filesystem
            across nodes takes time to replicate
        """
        self.arch_factory = arch_factory
        self.arch_factory_kwargs = arch_factory_kwargs
        self.arch_factory_kwargs_generator = arch_factory_kwargs_generator
        self.data = data
        self.model_save_dir = model_save_dir
        self.stats_save_dir = stats_save_dir
        self.num_models = num_models

        self.optimizer = optimizer
        self.parallel = parallel
        self.amp = amp
        self.experiment_cfg = dict() if experiment_cfg is None else experiment_cfg

        # it might be useful to allow something like a generator for this argument
        self.run_ids = run_ids
        # it might be useful to allow something like a generator for this argument
        self.filenames = filenames
        self.save_with_hash = save_with_hash

        self.validate()

    def __deepcopy__(self, memodict={}):
        arch_factory_copy = copy.deepcopy(
            self.arch_factory)  # I think this is OK b/c the ArchFactory is a class definition
        # the default should work properly here b/c all properties are primitives
        data_copy = copy.deepcopy(self.data)
        optimizer_copy = copy.deepcopy(self.optimizer)
        return ModelGeneratorConfig(arch_factory_copy, data_copy,
                                    self.model_save_dir, self.stats_save_dir, self.num_models,
                                    self.arch_factory_kwargs, self.arch_factory_kwargs_generator,
                                    optimizer_copy, self.parallel, self.amp, self.experiment_cfg,
                                    self.run_ids, self.filenames, self.save_with_hash)

    def __eq__(self, other):
        if self.arch_factory == other.arch_factory and self.data == other.data and self.optimizer == other.optimizer \
           and self.parallel == other.parallel \
           and self.amp == other.amp \
           and self.model_save_dir == other.model_save_dir and self.stats_save_dir == other.stats_save_dir \
           and self.arch_factory_kwargs == other.arch_factory_kwargs \
           and self.arch_factory_kwargs_generator == other.arch_factory_kwargs_generator \
           and self.experiment_cfg == other.experiment_cfg and self.run_ids == other.run_ids \
           and self.filenames == other.filenames and self.save_with_hash == other.save_with_hash:
            return True
        else:
            return False

[docs]    def validate(self) -> None:
        """
        Validate the input arguments to construct the object
        :return: None
        """
        if not (isinstance(self.arch_factory, ArchitectureFactory)):
            msg = "Expected an ArchitectureFactory object for argument 'architecture_factory', " \
                  "instead got type: {}".format(type(self.arch_factory))
            logger.error(msg)
            raise TypeError(msg)
        if self.arch_factory_kwargs is not None and not isinstance(self.arch_factory_kwargs, dict):
            msg = "Expected dictionary for arch_factory_kwargs"
            logger.error(msg)
            raise TypeError(msg)
        if self.arch_factory_kwargs_generator is not None and not callable(self.arch_factory_kwargs_generator):
            msg = "arch_factory_kwargs_generator must be a Callable!"
            logger.error(msg)
            raise TypeError(msg)
        if not (isinstance(self.data, DataManager)):
            msg = "Expected an TrojaiDataManager object for argument 'data', " \
                  "instead got type: {}".format(type(self.data))
            logger.error(msg)
            raise TypeError(msg)
        if not type(self.model_save_dir) == str:
            msg = "Expected type 'string' for argument 'model_save_dir, instead got type: " \
                  "{}".format(type(self.model_save_dir))
            logger.error(msg)
            raise TypeError(msg)
        if not os.path.isdir(self.model_save_dir):
            try:
                os.makedirs(self.model_save_dir)
            except IOError as e:
                msg = "'model_save_dir' was not found and could not be created" \
                      "...\n{}".format(e.__traceback__)
                logger.error(msg)
                raise IOError(msg)
        if not type(self.num_models) == int:
            msg = "Expected type 'int' for argument 'num_models, instead got type: " \
                  "{}".format(type(self.num_models))
            logger.error(msg)
            raise TypeError(msg)
        if self.filenames is not None:
            if isinstance(self.filenames, Sequence):
                for filename in self.filenames:
                    if not type(filename) == str:
                        msg = "Encountered non-string in argument 'filenames': {}".format(
                            filename)
                        logger.error(msg)
                        raise TypeError(msg)
            else:
                if not isinstance(self.filenames, str):
                    msg = "Filename provided as prefix must be of type string!"
                    logger.error(msg)
                    raise TypeError(msg)
        if self.run_ids is not None and len(self.run_ids) != self.num_models:
            msg = "Argument 'run_ids' was provided, but len(run_ids) != num_models"
            logger.error(msg)
            raise RuntimeError(msg)
        if self.filenames is not None and len(self.filenames) != self.num_models:
            msg = "Argument 'filenames' was provided, but len(filenames) != num_models"
            logger.error(msg)
            raise RuntimeError(msg)
        if self.run_ids is not None and self.filenames is not None:
            msg = "Argument 'filenames' was provided with argument 'run_ids', 'run_ids' will be ignored..."
            logger.warning(msg)
        if not isinstance(self.save_with_hash, bool):
            msg = "Expected boolean for save_with_hash argument"
            logger.error(msg)
            raise ValueError(msg)

        RunnerConfig.validate_optimizer(self.optimizer, self.data)

        if not isinstance(self.parallel, bool):
            msg = "parallel argument must be a boolean!"
            logger.error(msg)
            raise ValueError(msg)


    def __getstate__(self):
        """
        Function which dictates which objects will be saved when pickling the ModelGeneratorConfig object.  This is
        only useful for the UGEModelGenerator, which needs to save the data before parallelizing a job.
        :return: a dictionary of the state of the ModelGeneratorConfig object.
        """
        return {'arch_factory': self.arch_factory,
                'data': self.data,
                'model_save_dir': self.model_save_dir,
                'stats_save_dir': self.stats_save_dir,
                'num_models': self.num_models,
                'arch_factory_kwargs': self.arch_factory_kwargs,
                'arch_factory_kwargs_generator': self.arch_factory_kwargs_generator,
                'parallel': self.parallel,
                'amp': self.amp,
                'experiment_cfg': self.experiment_cfg,
                'run_ids': self.run_ids,
                'filenames': self.filenames,
                'save_with_hash': self.save_with_hash
                }

[docs]    def save(self, fname: str):
        """
        Saves the ModelGeneratorConfig object in two different parts.  Every object within the config, except for the
        optimizer is saved in the .klass.save file, and the optimizer is saved separately.
        :param fname - the filename to save the configuration to
        :return: None
        """
        # we save optimizer and the remainder of the components separately
        optimizer_klass_save_fname = fname + '.optimizer.klass.save'
        optimizer_save_fname = fname + '.optimizer.save'
        remainder_data_save_fname = fname + '.arch_data.save'

        with open(remainder_data_save_fname, 'wb') as f:
            pickle.dump(self, f)
        # save the optimizer class name, so we can load it properly
        optimizer_klass_name = '.'.join(
            [self.optimizer.__module__, self.optimizer.__class__.__name__])
        with open(optimizer_klass_save_fname, 'w') as f:
            f.write(optimizer_klass_name)
        self.optimizer.save(optimizer_save_fname)


[docs]    @staticmethod
    def load(fname: str):
        """
        Loads a saved modelgen_cfg object from data that was saved using the .save() function.
        :param fname: the filename where the modelgen_cfg object is saved
        :return: a ModelGeneratorConfig object
        """
        optimizer_klass_save_fname = fname + '.optimizer.klass.save'
        optimizer_save_fname = fname + '.optimizer.save'
        remainder_data_save_fname = fname + '.arch_data.save'

        with open(remainder_data_save_fname, 'rb') as f:
            modelgen_cfg = pickle.load(f)

        # load the class name of the optimizer that was used
        with open(optimizer_klass_save_fname, 'r') as f:
            optimizer_module_and_klass_name = f.readline()
        # load the module
        ss = optimizer_module_and_klass_name.split('.')
        optimizer_module_name = '.'.join(ss[0:-1])
        optimizer_klass_name = ss[-1]
        optimizer_module = importlib.import_module(optimizer_module_name)
        optimizer_klass_def = getattr(optimizer_module, optimizer_klass_name)
        optimizer_load = optimizer_klass_def.load(optimizer_save_fname)

        # reconstruct the ModelGeneratorConfig object
        modelgen_cfg.optimizer = optimizer_load
        modelgen_cfg.validate()
        return modelgen_cfg




[docs]class RunnerConfig(ConfigInterface):
    """
    Container for all parameters needed to use the Runner to train a model.
    """

    def __init__(self, arch_factory: ArchitectureFactory, data: DataManager,
                 arch_factory_kwargs: dict = None, arch_factory_kwargs_generator: Callable = None,
                 optimizer: Union[OptimizerInterface, DefaultOptimizerConfig,
                                  Sequence[Union[OptimizerInterface, DefaultOptimizerConfig]]] = None,
                 parallel: bool = False,
                 amp: bool = False,
                 model_save_dir: str = "/tmp/models", stats_save_dir: str = "/tmp/model_stats",
                 model_save_format: str = "pt",
                 run_id: Any = None, filename: str = None, save_with_hash: bool = False):
        """
        Initialize a RunnerConfig object
        :param arch_factory: (Architecture Factory) a trainable Pytorch module generator.
        :param data: (TrojaiDataManager) a TrojaiDataManager object containing the paths to the data being trained and
            tested on, as well as functions dictating how the data should be transformed for training and testing.
        :param arch_factory_kwargs: (dict) a dictionary which contains keywords and associated values
            that are needed to instantiate a trainable module from the factory
        :param arch_factory_kwargs_generator: (callable) a callable, or None, which takes a dictionary of all
            variables defined in the Runner's namespace, and then creates a new dictionary taht contains the keyword
            arguments to instantiate an architecture from the architecture factory
        :param optimizer: a OptimizerInterface object, or a DefaultOptimizer configuration, or possibly mixed sequence
            of both
        :param parallel: (bool) if True, spreads GPU tasking over all available GPUs
        :param amp: (bool) if True, uses automatic mixed precision training
        :param model_save_dir: (str) path to where the models should be saved.
        :param stats_save_dir: (str) path to where the model training statistics should be saved.
        :param run_id: An ending to the save file name. Can be anything, but will be converted to string format.
            Ignored if a filename is provided.
        :param filename: (str) File name for the saved model. If not specified, default to the name of the architecture
            provided. Should end in .pt for consistency.
        :param save_with_hash: (bool) if True, appends a hash to the end of a filename to prevent any conflicts from
            occurring w.r.t. filenames.  This can be useful if you are using a cluster environment and the filesystem
            across nodes takes time to replicate
        """
        self.arch_factory = arch_factory
        self.data = data
        self.arch_factory_kwargs = arch_factory_kwargs
        self.arch_factory_kwargs_generator = arch_factory_kwargs_generator
        self.optimizer = optimizer
        self.parallel = parallel
        self.amp = amp
        self.model_save_dir = model_save_dir
        self.stats_save_dir = stats_save_dir
        self.model_save_format = model_save_format
        self.run_id = run_id
        self.filename = filename
        self.save_with_hash = save_with_hash

        self.validate()

        # create new attribute instead of overwriting self.optimizer so that self.__deepcopy__ still works.
        self.optimizer_generator = self.setup_optimizer_generator(
            self.optimizer, self.data)

    def __deepcopy__(self, memodict={}):
        arch_copy = copy.deepcopy(self.arch_factory)
        data_copy = copy.deepcopy(self.data)
        optim_copy = copy.deepcopy(self.optimizer)
        return RunnerConfig(arch_copy, data_copy, self.arch_factory_kwargs, self.arch_factory_kwargs_generator,
                            optim_copy, self.parallel, self.amp,
                            self.model_save_dir, self.stats_save_dir, self.model_save_format,
                            self.run_id, self.filename, self.save_with_hash)

[docs]    @staticmethod
    def setup_optimizer_generator(optimizer, data):
        """
        Converts an optimizer specification to a generator, to be compatible with sequential training.
        :param optimizer: the optimizer to configure into a generator
        :param num_datasets: the number of datasets for which optimizers need to be created
        :return: A generator that returns optimizers for every dataset to be trained
        """
        from .default_optimizer import DefaultOptimizer
        if optimizer is None or isinstance(optimizer, DefaultOptimizerConfig):
            if data.train_file is not None and len(data.train_file) > 0:
                return (DefaultOptimizer(optimizer) for _ in range(len(data.train_file)))
            else:
                return (DefaultOptimizer(optimizer) for _ in range(1))
        elif isinstance(optimizer, OptimizerInterface):
            if data.train_file is not None and len(data.train_file) > 0:
                return (optimizer.__deepcopy__({}) for _ in range(len(data.train_file)))
            else:
                return (optimizer for _ in range(1))
        else:
            msg = "Multiple optimizers specified, only final will be used for test calculations"
            logger.warning(msg)
            return (opt if isinstance(opt, OptimizerInterface) else DefaultOptimizer(opt) for opt in optimizer)


[docs]    @staticmethod
    def validate_optimizer(optimizer, data):
        """
        Validates an optimzer configuration
        :param optimizer: the optimizer/optimizer configuration to be validated
        :param data: the data to be optimized
        :return:
        """
        if not (optimizer is None
                or isinstance(optimizer, OptimizerInterface)
                or isinstance(optimizer, DefaultOptimizerConfig)):
            if not (hasattr(type(optimizer), '__iter__') and hasattr(type(optimizer), '__len__') and
                    type(optimizer) != str):
                msg = "Expected OptimizerInterface, DefaultOptimizerConfig, or sequence of them for argument" \
                      "'optimizer', instead got {}".format(optimizer)
                logger.error(msg)
                raise TypeError(msg)
            else:
                for item in optimizer:
                    if not (isinstance(item, OptimizerInterface) or isinstance(item, DefaultOptimizerConfig)):
                        msg = "Expected OptimizerInterface or DefaultOptimizerConfig objects in sequence for argument" \
                              "'optimizer', discovered {} in sequence".format(
                                  item)
                        logger.error(msg)
                        raise TypeError(msg)
                if len(optimizer) != len(data.train_file):
                    msg = "If specifying multiple optimizers, the number of optimizers given must be the same as the " \
                          "number of training files in the DataManager."
                    logger.error(msg)
                    raise TypeError(msg)


[docs]    def validate(self) -> None:
        """
        Validate the RunnerConfig object
        :return: None
        """
        if not isinstance(self.arch_factory, ArchitectureFactory):
            msg = "Expected ArchitectureFactory for argument 'architecture', instead got type: {}".format(type(
                self.arch_factory))
            logger.error(msg)
            raise TypeError(msg)
        if self.arch_factory_kwargs is not None and not isinstance(self.arch_factory_kwargs, dict):
            msg = "arch_factory_kwargs must be a dictionary!"
            logger.error(msg)
            raise TypeError(msg)
        if self.arch_factory_kwargs_generator is not None and not callable(self.arch_factory_kwargs_generator):
            msg = "Expected a function for argument 'arch_factory_kwargs_generator', " \
                  "instead got type: {}".format(
                      type(self.arch_factory_kwargs_generator))
            logger.error(msg)
            raise TypeError(msg)
        if not isinstance(self.data, DataManager):
            msg = "Expected a TrojaiDataManager object for argument 'data', " \
                  "instead got type: {}".format(type(self.data))
            logger.error(msg)
            raise TypeError(msg)

        self.validate_optimizer(self.optimizer, self.data)
        if not isinstance(self.parallel, bool):
            msg = "parallel argument must be a boolean!"
            logger.error(msg)
            raise ValueError(msg)

        if not type(self.model_save_dir) == str:
            msg = "Expected type 'string' for argument 'model_save_dir, instead got type: " \
                  "{}".format(type(self.model_save_dir))
            logger.error(msg)
            raise TypeError(msg)
        if not os.path.isdir(self.model_save_dir):
            try:
                os.makedirs(self.model_save_dir)
            except OSError as e:  # not sure this error is possible as written
                msg = "'model_save_dir' was not found and could not be created" \
                      "...\n{}".format(e.__traceback__)
                logger.error(msg)
                raise OSError(msg)
        if not os.path.isdir(self.stats_save_dir):
            try:
                os.makedirs(self.stats_save_dir)
            except OSError as e:  # not sure this error is possible as written
                msg = "'stats_save_dir' was not found and could not be created" \
                      "...\n{}".format(e.__traceback__)
                logger.error(msg)
                raise OSError(msg)
        if self.filename is not None and not type(self.filename) == str:
            msg = "Expected a string for argument 'filename', instead got " \
                  "type {}".format(type(self.filename))
            logger.error(msg)
            raise TypeError(msg)
        if not isinstance(self.save_with_hash, bool):
            msg = "Expected boolean for argument save_with_hash"
            logger.error(msg)
            raise TypeError(msg)

        if self.model_save_format != 'pt' and self.model_save_format != 'state_dict':
            msg = "model_save_format must be either: pt or state_dict"
            raise TypeError(msg)




[docs]def modelgen_cfg_to_runner_cfg(modelgen_cfg: ModelGeneratorConfig,
                               run_id=None,
                               filename=None) -> RunnerConfig:
    """
    Convenience function which creates a RunnerConfig object, from a ModelGeneratorConfig object.
    :param modelgen_cfg: the ModelGeneratorConfig to convert
    :param run_id: run_id to be associated with the RunnerConfig
    :param filename: filename to be associated with the RunnerConfig
    :return: the created RunnerConfig object
    """
    return RunnerConfig(modelgen_cfg.arch_factory, modelgen_cfg.data, modelgen_cfg.arch_factory_kwargs,
                        modelgen_cfg.arch_factory_kwargs_generator,
                        modelgen_cfg.optimizer, modelgen_cfg.parallel, modelgen_cfg.amp,
                        modelgen_cfg.model_save_dir, modelgen_cfg.stats_save_dir,
                        run_id=run_id, filename=filename, save_with_hash=modelgen_cfg.save_with_hash)



[docs]class UGEQueueConfig:
    """
    Defines the configuration for a Queue w.r.t. UGE in TrojAI
    """

    def __init__(self, queue_name: str, gpu_enabled: bool, sync_mode: bool = False):
        self.queue_name = queue_name
        self.gpu_enabled = gpu_enabled
        self.sync_mode = sync_mode

[docs]    def validate(self) -> None:
        """
        Validate the UGEQueueConfig object
        """
        if not isinstance(self.queue_name, str):
            msg = "queue_name must be a string!"
            logger.error(msg)
            raise TypeError(msg)
        if not isinstance(self.gpu_enabled, bool):
            msg = "gpu_enabled argument must be a boolean!"
            logger.error(msg)
            raise TypeError(msg)
        if not isinstance(self.sync_mode, bool):
            msg = "sync_mode argument must be a boolean!"
            logger.error(msg)
            raise TypeError(msg)
        if self.sync_mode:
            msg = "sync_mode=True currently unsupported!"
            logger.error(msg)
            raise TypeError(msg)




[docs]class UGEConfig:
    """
    Defines a configuration for the UGE
    """

    def __init__(self, queues: Union[UGEQueueConfig, Sequence[UGEQueueConfig]],
                 queue_distribution: Sequence[float] = None,
                 multi_model_same_gpu: bool = False):
        """
        :param queues: a list of Queue object configurations
        :param queue_distribution: the desired way to distribute the workload across the queues, if None,
                then the workload is distributed evenly across the queues, otherwise
        :param multi_model_same_gpu: if True, then if multiple models are desired for a given ModelGeneratorConfig,
                those will all be trained on the same queue.  Otherwise, they will be distributed as much as possible
                (which is likely to complete the job faster!)
        """
        self.queues = queues
        self.queue_distribution = queue_distribution
        self.multi_model_same_gpu = multi_model_same_gpu
        self.validate()

[docs]    def validate(self):
        """
        Validate the UGEConfig object
        """
        if isinstance(self.queues, UGEQueueConfig):
            self.queues = [self.queues]
        elif isinstance(self.queues, collections.abc.Sequence):
            for q in self.queues:
                if not isinstance(q, UGEQueueConfig):
                    msg = "queues must be a Sequence of UGEQueueConfig objects!"
                    logger.error(msg)
                    raise TypeError(msg)
        else:
            msg = "queues input must be either a UGEQueueConfig object, or a Sequence of UGEQueueConfig objects!"
            logger.error(msg)
            raise TypeError(msg)

        if self.queue_distribution is not None:
            if not isinstance(self.queue_distribution, collections.abc.Sequence):
                msg = "queue_distribution argument must be either None (implying uniform distribution among all " \
                      "queues, or a Sequence of floats summing to one"
                logger.error(msg)
                raise TypeError(msg)
            else:
                try:
                    if len(self.queue_distribution) != len(self.queues):
                        msg = "if a queue_distribution is provided, it must be equal to the number of queues provided!"
                        logger.error(msg)
                        raise TypeError(msg)
                    sum_val = np.sum(self.queue_distribution)
                    if not np.isclose(sum_val, 1):
                        msg = "queue_distribution must be a Sequence of floats summing to 1"
                        logger.error(msg)
                        raise ValueError(msg)
                    for d in self.queue_distribution:
                        if d < 0 or d > 1:
                            msg = "queue_distribution values must be between 0 and 1"
                            logger.error(msg)
                            raise TypeError(msg)
                except TypeError as e:
                    logger.exception(e)
                    raise TypeError(e)

        if not isinstance(self.multi_model_same_gpu, bool):
            msg = "multi_model_same_gpu input must be a boolean!"
            logger.error(msg)
            raise TypeError(msg)
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  Source code for trojai.modelgen.data_configuration

import logging
import torch

logger = logging.getLogger(__name__)

"""
Configurations for various types of data
"""


[docs]class DataConfiguration:
    pass



DEFAULT_TEXT_FIELD_KWARGS = dict(
                tokenize='spacy',
                include_lengths=True,
                use_vocab=True
)
DEFAULT_LABEL_FIELD_KWARGS = dict(
                dtype=torch.float
)


[docs]class TextDataConfiguration(DataConfiguration):
    def __init__(self, max_vocab_size: int = 25000,
                 embedding_dim: int = 100, embedding_type: str = 'glove',
                 num_tokens_embedding_train: str = '6B',
                 text_field_kwargs: dict = None,
                 label_field_kwargs: dict = None):
        """

        :param max_vocab_size: integer indicating maximum vocabulary size
        :param embedding_dim: valid options are: [50, 100, 200, 300]
        :param embedding_type: valid options are: ['glove']
        :param num_tokens_embedding_train: NOTE: only used if embedding_dim is 300, otherwise ignored!
        :param text_field_kwargs: dictionary of kwargs to configure the torchtext.data.Field object which
            defines how to read in the text data.
            See: https://torchtext.readthedocs.io/en/latest/data.html#field
        :param label_field_kwargs: dictionary of kwargs to configure the torchtext.data.LabelField object which
            defines how to read in the labels.
        """
        self.max_vocab_size = max_vocab_size
        self.embedding_dim = embedding_dim
        self.embedding_type = embedding_type
        self.embedding_vectors_cfg = None
        self.num_tokens_embedding_train = num_tokens_embedding_train

        self.text_field_kwargs = text_field_kwargs
        if not self.text_field_kwargs:
            self.text_field_kwargs = DEFAULT_TEXT_FIELD_KWARGS
        self.label_field_kwargs = label_field_kwargs
        if not self.label_field_kwargs:
            self.label_field_kwargs = DEFAULT_LABEL_FIELD_KWARGS

        self.validate()
        self.set_embedding_vectors_cfg()

[docs]    def set_embedding_vectors_cfg(self):
        if self.embedding_dim == 50:
            self.embedding_vectors_cfg = 'glove.6B.50d'
        elif self.embedding_dim == 100:
            self.embedding_vectors_cfg = 'glove.6B.100d'
        elif self.embedding_dim == 200:
            self.embedding_vectors_cfg = 'glove.6B.200d'
        elif self.embedding_dim == 300:
            if self.num_tokens_embedding_train == '6B':
                self.embedding_vectors_cfg = 'glove.6B.300d'
            elif self.num_tokens_embedding_train == '42B':
                self.embedding_vectors_cfg = 'glove.42B.300d'
            elif self.num_tokens_embedding_train == '840B':
                self.embedding_vectors_cfg = 'glove.840B.300d'


[docs]    def validate(self):
        if not isinstance(self.max_vocab_size, int):
            msg = "max_vocab_size must be an integer"
            logger.error(msg)
            raise ValueError(msg)
        if self.max_vocab_size < 1:
            msg = "max_vocab_size must be atleast 1!"
            logger.error(msg)
            raise ValueError(msg)
        if not isinstance(self.embedding_dim, int):
            msg = "embedding_dim must be an integer"
            logger.error(msg)
            raise ValueError(msg)
        if self.embedding_dim < 1:
            msg = "embedding dimension must be atleast 1"
            logger.error(msg)
            raise ValueError(msg)
        if self.embedding_type not in ['glove']:
            msg = "embedding type must be one of: ['glove']"
            logger.error(msg)
            raise ValueError(msg)
        if self.embedding_dim not in [50, 100, 200, 300]:
            msg = "embedding dimension must be one of [50, 100, 200, 300]"
            logger.error(msg)
            raise ValueError(msg)
        if self.num_tokens_embedding_train not in ['6B', '42B', '840B']:
            msg = "number of tokens to train the embedding must be one of: ['6B', '42B', '840B']"
            logger.error(msg)
            raise ValueError(msg)
        if not isinstance(self.text_field_kwargs, dict):
            msg = "text_field_kwargs must be a dictionary used to configure the torchtext.data.Field object!"
            logger.error(msg)
            raise ValueError(msg)
        if not isinstance(self.label_field_kwargs, dict):
            msg = "text_field_kwargs must be a dictionary used to configure the torchtext.data.LabelField object!"
            logger.error(msg)
            raise ValueError(msg)




[docs]class ImageDataConfiguration(DataConfiguration):
    pass
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  Source code for trojai.modelgen.data_descriptions


"""
File describes data description classes, which contain specific information that may be used
in order to instantiate an architecture
"""


[docs]class DataDescription:
    """
    Generic Data Description class from which all specific data type data descriptors
    """
    pass



[docs]class CSVTextDatasetDesc(DataDescription):
    """
    Information potentially relevant to instantiating models to process text data
    """
    def __init__(self, vocab_size, unk_idx, pad_idx):
        """
        :param vocab_size: the vocabulary size used to process this text dataset.  If set to -1, then a vocabulary
            isn't built by torchtext, but rather some sort of pre-processing defined by the user.
        :param unk_idx: the index in the embedding which corresponds to an unknown word in the vocabulary
        :param pad_idx: the index in the embedding which corresponds to the padding token
        """
        self.vocab_size = vocab_size
        self.unk_idx = unk_idx
        self.pad_idx = pad_idx



[docs]class CSVImageDatasetDesc(DataDescription):
    """
    Information potentially relevant to instantiating models to process image data
    """
    def __init__(self, num_samples, shuffled, num_classes):
        self.num_samples = num_samples
        self.shuffled = shuffled
        self.num_classes = num_classes
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  Source code for trojai.modelgen.data_manager

import copy
import logging
import os
from typing import Callable, Any, Union, Sequence
import types

import pandas as pd
from torch.utils.data import Dataset

from .constants import VALID_DATA_TYPES
from .datasets import CSVDataset, CSVTextDataset, csv_dataset_from_df, csv_textdataset_from_df
from .data_descriptions import DataDescription
from .data_configuration import DataConfiguration

logger = logging.getLogger(__name__)


[docs]class DataManager:
    """ Manages data from an experiment from trojai.datagen. """

    def __init__(self, experiment_path: str, train_file: Union[str, Sequence[str]], clean_test_file: str,
                 triggered_test_file: str = None,
                 data_type: str = 'image',
                 train_data_transform: Callable[[Any], Any] = lambda x: x,
                 train_label_transform: Callable[[int], int] = lambda y: y,
                 test_data_transform: Callable[[Any], Any] = lambda x: x,
                 test_label_transform: Callable[[int], int] = lambda y: y,
                 file_loader: Union[Callable[[str], Any], str] = 'default_image_loader',
                 shuffle_train=True, shuffle_clean_test=False, shuffle_triggered_test=False,
                 data_configuration: DataConfiguration = None,
                 custom_datasets: dict = None,
                 train_dataloader_kwargs: dict = None,
                 test_dataloader_kwargs: dict = None):
        """
        Initializes the DataManager object
        :param experiment_path: (str) absolute path to experiment data.
        :param train_file: (str) csv file name(s) of the training data. If iterable is provided, all will be trained
            on before model will be tested
        :param clean_test_file: (str) csv file name of the clean test data.
        :param triggered_test_file: (str) csv file name of the triggered test data.
        :param data_type: (str) can be 'image', 'text', or 'custom'.  The TrojaiDataManager uses this to determine how
                          to load the actual data and prepare it to be fed into the optimizer.
        :param train_data_transform: (function: any -> any) how to transform the training data (e.g. an image) to fit
            into the desired model and objective function; optional
            NOTE: Currently - this argument is only used if data_type='image'
        :param train_label_transform: (function: int->int) how to transform the label to the training data; optional
            NOTE: Currently - this argument is only used if data_type='image'
        :param test_data_transform: (function: any -> any) same as train_data_transform, but applied to validation and
            test data instead
            NOTE: Currently - this argument is only used if data_type='image'
        :param test_label_transform: (function: int->int) same as train_label_transform, but applied to validation and
            test data instead
            NOTE: Currently - this argument is only used if data_type='image'
        :param file_loader: (function: str->any or str) how to create the data object to pass into an architecture
            from a file path, or default loader to use. Options include: 'default_image_loader'
            default: 'default_image_loader'
            NOTE: Currently - this argument is only used if data_type='image'
        :param shuffle_train: (bool) shuffle the training data before training; default=True
        :param shuffle_clean_test: (bool) shuffle the clean test data; default=False
        :param shuffle_triggered_test (bool) shuffle the triggered test data; default=False
        :param data_configuration - a DataConfiguration object that might be useful for setting up
                how data is loaded
        :param custom_datasets - if data_type is 'custom', then the custom_datasets is a user implementation of
                torch.utils.data.Dataset.  We expect a dictionary of datasets, where the expected dictionary will
                look as follows:
                    {
                        'train': Union[torch.utils.data.Dataset, Sequence[torch.utils.data.Dataset]],
                        'clean_test': torch.utils.data.Dataset,
                        'triggered_test': Union[torch.utils.data.Dataset, None]
                    }
        :param train_dataloader_kwargs: (dict) Keyword arguments to pass to the torch DataLoader object during training.
            See https://pytorch.org/docs/stable/_modules/torch/utils/data/dataloader.html for more documentation. If
            None, defaults will be used. Defaults depend on the optimizer used, but are likely something like:
                {batch_size: <batch size given in training config>, shuffle: True, pin_memory=<decided by optimizer>,
                 drop_last=True}
            NOTE: Setting values in this dictionary that are normally set by the optimizer will override them during
                training. Use with caution. We recommend only using the following keys: 'shuffle', 'num_workers',
                'pin_memory', and 'drop_last'.
        :param test_dataloader_kwargs: (dict) Similar to train_dataloader_kwargs, but for testing. Also, the default
            values for batch_size and shuffle will likely be 1 and False, respectively.
        """

        self.experiment_path = experiment_path
        try:
            iter(train_file)
        except TypeError:
            pass
        if type(train_file) == str:
            train_file = [train_file]
        self.train_file = train_file
        self.clean_test_file = clean_test_file
        self.triggered_test_file = triggered_test_file

        self.data_type = data_type
        self.data_loader = file_loader
        self.train_data_transform = train_data_transform
        self.train_label_transform = train_label_transform
        self.test_data_transform = test_data_transform
        self.test_label_transform = test_label_transform

        self.shuffle_train = shuffle_train
        self.shuffle_clean_test = shuffle_clean_test
        self.shuffle_triggered_test = shuffle_triggered_test

        self.data_configuration = data_configuration
        self.datasets = custom_datasets
        self.train_dataloader_kwargs = train_dataloader_kwargs
        self.test_dataloader_kwargs = test_dataloader_kwargs

        self.validate()

    def __deepcopy__(self, memodict={}):
        return DataManager(self.experiment_path, self.train_file, self.clean_test_file,
                           self.triggered_test_file, self.data_type, copy.deepcopy(self.train_data_transform),
                           copy.deepcopy(self.train_label_transform), copy.deepcopy(self.test_data_transform),
                           copy.deepcopy(self.test_label_transform), copy.deepcopy(self.data_loader),
                           self.shuffle_train, self.shuffle_clean_test, self.shuffle_triggered_test,
                           self.data_configuration, self.datasets, self.train_dataloader_kwargs,
                           self.test_dataloader_kwargs)

    def __eq__(self, other):
        if self.experiment_path == other.experiment_path and self.train_file == other.train_file and \
                self.clean_test_file == other.clean_test_file and \
                self.triggered_test_file == other.triggered_test_file and \
                self.data_type == other.data_type and \
                self.train_data_transform == other.train_data_transform and \
                self.train_label_transform == other.train_label_transform and \
                self.test_data_transform == other.test_data_transform and \
                self.test_label_transform == other.test_label_transform and \
                self.data_loader == other.data_loader and self.shuffle_train == other.shuffle_train and \
                self.shuffle_clean_test == other.shuffle_clean_test and \
                self.shuffle_triggered_test == other.shuffle_triggered_test and \
                self.data_configuration == other.data_configuration and \
                self.train_dataloader_kwargs == other.train_dataloader_kwargs and \
                self.test_dataloader_kwargs == other.test_dataloader_kwargs:
            # Note: when we compare callables, we simply compare whether the callable is the same reference in memory
            #  or not.  This means that if two callables are functionally equivalent, but are different object
            #  references then the equality comparison will fail
            #  This note also pertains to comparing the dataset_obj, which is a torch.utils.data.Dataset object!

            # TODO: compare datasets

            return True
        else:
            return False

[docs]    def load_data(self):
        """
        Load experiment data as given from initialization.
        :return: Objects containing training and test, and triggered data if it was provided.

        TODO:
         [ ] - extend the text data-type to have more input arguments, for example the tokenizer and FIELD options
         [ ] - need to support sequential training for text datasets
        """
        if self.data_type == 'image':
            logger.info("Loading Training Dataset")
            first_dataset = CSVDataset(self.experiment_path, self.train_file[0],
                                       data_transform=self.train_data_transform,
                                       label_transform=self.train_label_transform,
                                       data_loader=self.data_loader,
                                       shuffle=self.shuffle_train)
            train_dataset = (first_dataset if ii == 0 else CSVDataset(self.experiment_path, self.train_file[ii],
                                                                      data_transform=self.train_data_transform,
                                                                      label_transform=self.train_label_transform,
                                                                      data_loader=self.data_loader,
                                                                      shuffle=self.shuffle_train)
                             for ii in range(len(self.train_file)))

            if self.clean_test_file:
                clean_test_dataset = CSVDataset(self.experiment_path, self.clean_test_file,
                                                data_transform=self.test_data_transform,
                                                label_transform=self.test_label_transform,
                                                data_loader=self.data_loader,
                                                shuffle=self.shuffle_clean_test)
                if len(clean_test_dataset) == 0:
                    clean_test_dataset = None
                    msg = 'Clean Test Dataset was empty and will be skipped...'
                    logger.info(msg)
            else:
                clean_test_dataset = None
                msg = 'Clean Test Dataset was empty and will be skipped...'
                logger.info(msg)
            if self.triggered_test_file:
                triggered_test_dataset = CSVDataset(self.experiment_path, self.triggered_test_file,
                                                    data_transform=self.test_data_transform,
                                                    label_transform=self.test_label_transform,
                                                    data_loader=self.data_loader,
                                                    shuffle=self.shuffle_triggered_test)
                if len(triggered_test_dataset) == 0:
                    triggered_test_dataset = None
                    msg = 'Triggered Dataset was empty, testing on triggered data will be skipped...'
                    logger.info(msg)
            else:
                triggered_test_dataset = None
                msg = 'Triggered Dataset was empty, testing on triggered data will be skipped...'
                logger.info(msg)

            # This dataset contains the subset of clean examples which also have a triggered counterpart.
            # For example, if an MNIST dataset was created with triggered examples only for labels 4 and 5,
            # then this dataset is the subset of data with labels 4 and 5 that don't have the triggers.
            if clean_test_dataset and triggered_test_dataset:
                triggered_classes = triggered_test_dataset.data_df['true_label'].unique()

                clean_test_df_triggered_classes_only = clean_test_dataset.data_df[
                    clean_test_dataset.data_df['true_label'].isin(triggered_classes)]
                clean_test_triggered_classes_dataset = csv_dataset_from_df(self.experiment_path,
                                                                           clean_test_df_triggered_classes_only,
                                                                           data_transform=self.test_data_transform,
                                                                           label_transform=self.test_label_transform,
                                                                           data_loader=self.data_loader,
                                                                           shuffle=self.shuffle_triggered_test)
            else:
                clean_test_triggered_classes_dataset = None

            # nothing to fill in at the moment for image, we can update as needed
            if isinstance(train_dataset, types.GeneratorType):
                train_dataset_desc = first_dataset.get_data_description()
            else:
                train_dataset_desc = train_dataset.get_data_description()
            if clean_test_dataset:
                clean_test_dataset_desc = clean_test_dataset.get_data_description()
            else:
                clean_test_dataset_desc = None
            if triggered_test_dataset:
                triggered_test_dataset_desc = triggered_test_dataset.get_data_description()
            else:
                triggered_test_dataset_desc = None

        elif self.data_type == 'text':
            if len(self.train_file) > 1:
                msg = "Sequential Training not supported for Text datatype!"
                logger.error(msg)
                raise ValueError(msg)
            # ensure a DataDescription is set for text data!
            if self.data_configuration is None:
                msg = "data_configuration object needs to be set for Text data processing!"
                logger.error(msg)
                raise ValueError(msg)

            logger.info("Loading Training Dataset")
            train_dataset = CSVTextDataset(self.experiment_path, self.train_file[0], shuffle=self.shuffle_train,
                                           text_field_kwargs=self.data_configuration.text_field_kwargs,
                                           label_field_kwargs=self.data_configuration.label_field_kwargs
                                           )
            train_dataset.build_vocab(self.data_configuration.embedding_vectors_cfg,
                                      self.data_configuration.max_vocab_size,
                                      self.data_configuration.text_field_kwargs['use_vocab'])

            # pass in the learned vocabulary from the training data to the clean test dataset

            if self.clean_test_file:
                clean_test_dataset = CSVTextDataset(self.experiment_path, self.clean_test_file,
                                                    text_field=train_dataset.text_field,
                                                    label_field=train_dataset.label_field,
                                                    text_field_kwargs=self.data_configuration.text_field_kwargs,
                                                    label_field_kwargs=self.data_configuration.label_field_kwargs,
                                                    shuffle=self.shuffle_clean_test)
                if len(clean_test_dataset) == 0:
                    msg = 'Clean Test Dataset was empty and will be skipped...'
                    logger.info(msg)
            else:
                clean_test_dataset = None
                msg = 'Clean Test Dataset was empty and will be skipped...'
                logger.info(msg)

            if self.triggered_test_file:
                logger.info("Loading Triggered Test Dataset")
                # pass in the learned vocabulary from the training data to the triggered test dataset
                triggered_test_dataset = CSVTextDataset(self.experiment_path, self.triggered_test_file,
                                                        text_field=train_dataset.text_field,
                                                        label_field=train_dataset.label_field,
                                                        text_field_kwargs=self.data_configuration.text_field_kwargs,
                                                        label_field_kwargs=self.data_configuration.label_field_kwargs,
                                                        shuffle=self.shuffle_triggered_test)
                if len(triggered_test_dataset) == 0:
                    msg = 'Triggered Dataset was empty, testing on triggered data will be skipped...'
                    logger.info(msg)
                    triggered_test_dataset = None
            else:
                triggered_test_dataset = None

            # figure out which classes are triggered, and subset the clean dataset for just those classes,
            # as another metric of interest
            if clean_test_dataset and triggered_test_dataset:
                triggered_classes = triggered_test_dataset.data_df['true_label'].unique()
                clean_test_df_triggered_classes_only = clean_test_dataset.data_df[
                    clean_test_dataset.data_df['true_label'].isin(triggered_classes)]
                clean_test_triggered_classes_dataset = csv_textdataset_from_df(clean_test_df_triggered_classes_only,
                                                                               text_field=train_dataset.text_field,
                                                                               label_field=train_dataset.label_field,
                                                                               text_field_kwargs=self.data_configuration.text_field_kwargs,
                                                                               label_field_kwargs=self.data_configuration.label_field_kwargs,
                                                                               shuffle=self.shuffle_triggered_test)
            else:
                clean_test_triggered_classes_dataset = None

            train_dataset_desc = train_dataset.get_data_description()
            if clean_test_dataset and len(clean_test_dataset) > 0:
                clean_test_dataset_desc = clean_test_dataset.get_data_description()
            else:
                clean_test_dataset_desc = None
            if triggered_test_dataset and len(triggered_test_dataset) > 0:
                triggered_test_dataset_desc = triggered_test_dataset.get_data_description()
            else:
                triggered_test_dataset_desc = None

        elif self.data_type == 'custom':
            train_dataset = self.datasets['train']
            clean_test_dataset = self.datasets['clean_test']
            triggered_test_dataset = self.datasets.get('triggered_test')
            clean_test_triggered_classes_dataset = self.datasets.get('clean_test_triggered_classes_dataset')
            if train_dataset:
                train_dataset_desc = train_dataset.get_data_description()
            else:
                train_dataset_desc = None
            if clean_test_dataset:
                clean_test_dataset_desc = clean_test_dataset.get_data_description()
            else:
                clean_test_dataset_desc = None
            if triggered_test_dataset:
                triggered_test_dataset_desc = triggered_test_dataset.get_data_description()
            else:
                triggered_test_dataset_desc = None

        else:
            msg = "Unsupported data_type argument provided"
            logger.error(msg)
            raise NotImplementedError(msg)

        if clean_test_triggered_classes_dataset:
            clean_test_triggered_classes_dataset_desc = clean_test_triggered_classes_dataset.get_data_description()
        else:
            clean_test_triggered_classes_dataset_desc = None

        return train_dataset, clean_test_dataset, triggered_test_dataset, clean_test_triggered_classes_dataset, \
            train_dataset_desc, clean_test_dataset_desc, triggered_test_dataset_desc, clean_test_triggered_classes_dataset_desc


[docs]    def validate(self) -> None:
        """
        Validate the construction of the TrojaiDataManager object
        :return: None

        TODO:
         [ ] - think about whether the contents of the files passed into the DataManager should be validated,
               in addition to simply checking for existence, which is what is done now
        """
        if self.train_dataloader_kwargs is not None and not isinstance(self.train_dataloader_kwargs, dict):
            msg = "train_dataloader_kwargs must be a dictionary!"
            logger.error(msg)
            raise ValueError(msg)
        if self.test_dataloader_kwargs is not None and not isinstance(self.test_dataloader_kwargs, dict):
            msg = "train_dataloader_kwargs must be a dictionary!"
            logger.error(msg)
            raise ValueError(msg)

        if self.data_type == 'custom':
            if self.datasets is None:
                msg = "dataset_obj must not be None if data_type is set to Custom"
                logger.error(msg)
                raise ValueError(msg)
            elif isinstance(self.datasets, dict):
                required_keys_to_test = ['train', 'clean_test']
                optional_keys_to_test = ['triggered_test']
                dd_keys_to_test = ['train_data_description', 'clean_test_data_description',
                                   'triggered_test_data_description']
                for k in required_keys_to_test:
                    if k in self.datasets:
                        if isinstance(self.datasets[k], Dataset):
                            pass
                        else:
                            msg = "The expected type of value for key:" + k + ' is Dataset'
                            logger.error(msg)
                            raise ValueError(msg)
                    else:
                        msg = 'Expected key:' + k + ' in datasets dictionary'
                        logger.error(msg)
                        raise ValueError(msg)
                for k in optional_keys_to_test:
                    if k in self.datasets:
                        if isinstance(self.datasets[k], Dataset):
                            pass
                        else:
                            msg = "The expected type of value for key:" + k + ' is Dataset'
                            logger.error(msg)
                            raise ValueError(msg)
                for k in dd_keys_to_test:
                    if k in self.datasets:
                        if self.datasets[k] is None or isinstance(self.datasets[k], DataDescription):
                            pass
                        else:
                            msg = "Expected type for key:" + k + " is either None or of type DataDescription"
                            logger.error(msg)
                            raise ValueError(msg)
            else:
                msg = "dataset_obj must be of type dict with minium keys of train and clean_test"
                logger.error(msg)
                raise ValueError(msg)
        else:
            # check types
            if type(self.experiment_path) != str:
                raise TypeError("Expected type 'string' for argument 'experiment_path', "
                                "instead got type: {}".format(type(self.experiment_path)))
            for fn in self.train_file:
                if type(fn) != str:
                    raise TypeError("Expected string or Iterable[string] for argument 'train_file', "
                                    "instead got type: {}".format(type(fn)))
            if type(self.clean_test_file) != str:
                raise TypeError("Expected type 'string' for argument 'clean_test_file', "
                                "instead got type: {}".format(type(self.clean_test_file)))
            if self.triggered_test_file is not None and type(self.triggered_test_file) != str:
                raise TypeError("Expected type 'string' for argument 'triggered_test_file', "
                                "instead got type: {}".format(type(self.triggered_test_file)))
            if not callable(self.train_data_transform):
                raise TypeError("Expected a function for argument 'train_data_transform', "
                                "instead got type: {}".format(type(self.train_data_transform)))
            if not callable(self.train_label_transform):
                raise TypeError("Expected a function for argument 'train_label_transform', "
                                "instead got type: {}".format(type(self.train_label_transform)))
            if not callable(self.test_data_transform):
                raise TypeError("Expected a function for argument 'test_data_transform', "
                                "instead got type: {}".format(type(self.test_data_transform)))
            if not callable(self.test_label_transform):
                raise TypeError("Expected a function for argument 'test_label_transform', "
                                "instead got type: {}".format(type(self.test_label_transform)))
            if not callable(self.data_loader) and type(self.data_loader) != str:
                raise TypeError("Expected a function or string for argument 'data_loader', "
                                "instead got type: {}".format(type(self.data_loader)))
            if not type(self.shuffle_train) == bool:
                raise TypeError("Expected type 'bool' for argument 'shuffle_train', "
                                "instead got type: {}".format(type(self.shuffle_train)))
            if not type(self.shuffle_clean_test) == bool:
                raise TypeError("Expected type 'bool' for argument 'shuffle_clean_test', "
                                "instead got type: {}".format(type(self.shuffle_clean_test)))
            if not type(self.shuffle_triggered_test) == bool:
                raise TypeError("Expected type 'bool' for argument 'shuffle_triggered_test', "
                                "instead got type: {}".format(type(self.shuffle_triggered_test)))

            # check if files and directories exist
            if not os.path.isdir(self.experiment_path):
                raise FileNotFoundError("{} directory was not found...".format(self.experiment_path))
            for f in self.train_file:
                if not os.path.isfile(os.path.join(self.experiment_path, f)):
                    raise FileNotFoundError("{} training file was not found".format(f))
            if not os.path.isfile(os.path.join(self.experiment_path, self.clean_test_file)):
                raise FileNotFoundError("{} clean test file file was not found".format(self.clean_test_file))
            if self.triggered_test_file is not None and \
                    not os.path.isfile(os.path.join(self.experiment_path, self.triggered_test_file)):
                raise FileNotFoundError("{} triggered test file file was not found".format(self.triggered_test_file))

            # check if training data is empty
            for f in self.train_file:
                train_path = os.path.join(self.experiment_path, f)
                train_df = pd.read_csv(train_path)
                if len(train_df) == 0:
                    err_msg = "'train_file' {} is empty".format(train_path)
                    logger.error(err_msg)
                    raise RuntimeError(err_msg)

            clean_test_path = os.path.join(self.experiment_path, self.clean_test_file)
            clean_test_df = pd.read_csv(clean_test_path)
            if len(clean_test_df) == 0:
                err_msg = "'clean_test_file' is empty"
                logger.error(err_msg)
                raise RuntimeError(err_msg)

            if not isinstance(self.data_type, str):
                msg = "data_type argument must be one of the following: " + str(VALID_DATA_TYPES)
                logger.error(msg)
                raise ValueError(msg)
            else:
                if self.data_type not in VALID_DATA_TYPES:
                    msg = "Unsupported data_type argument provided"
                    logger.error(msg)
                    raise ValueError(msg)
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  Source code for trojai.modelgen.datasets

import logging
import os
from typing import Callable, Union
from abc import abstractmethod
import tempfile

import cv2
import pandas as pd
import torch
import torchtext.data
import spacy
from numpy.random import RandomState
from torch.utils.data import Dataset
from tqdm import tqdm

from .data_descriptions import CSVImageDatasetDesc, CSVTextDatasetDesc
from .data_configuration import DEFAULT_LABEL_FIELD_KWARGS, DEFAULT_TEXT_FIELD_KWARGS

logger = logging.getLogger(__name__)

"""
Define some basic default functions for dataset defaults. These allow Dataset objects to be pickled; vs lambda 
functions.
"""


[docs]def identity_transform(x):
    return x



[docs]def default_image_file_loader(img_loc):
    return torch.from_numpy(cv2.imread(img_loc, cv2.IMREAD_UNCHANGED)).float()



"""
Defines various types of datasets that are used by the DataManager
"""


[docs]class DatasetInterface(Dataset):
    def __init__(self, path_to_data: str, *args, **kwargs):
        self.path_to_data = path_to_data

[docs]    @abstractmethod
    def set_data_description(self):
        pass


[docs]    @abstractmethod
    def get_data_description(self):
        pass




[docs]class CSVDataset(DatasetInterface):
    """
    Defines a dataset that is represented by a CSV file with columns "file", "train_label", and optionally
    "true_label". The file column should contain the path to the file that contains the actual data,
    and "train_label" refers to the label with which the data should be trained.  "true_label" refers to the actual
    label of the data point, and can differ from train_label if the dataset is poisoned.  A CSVDataset can support
    any underlying data that can be loaded on the fly and fed into the model (for example: image data)
    """
    def __init__(self, path_to_data: str, csv_filename: str, true_label=False, path_to_csv=None, shuffle=False,
                 random_state: Union[int, RandomState] = None,
                 data_loader: Union[str, Callable] = 'default_image_loader',
                 data_transform=identity_transform, label_transform=identity_transform):
        """
        Initializes a CSVDataset object.
        :param path_to_data: the root folder where the data lives
        :param csv_filename: the CSV file specifying the actual data points
        :param true_label (bool): if True, then use the column "true_label" as the label associated with each
            datapoint.  If False (default), use the column "train_label" as the label associated with each datapoint
        :param path_to_csv: If not None, specifies the folder where the CSV file lives.  If None, it is assumed that
            the CSV file lives in the same directory as the path_to_data
        :param shuffle: if True, the dataset is shuffled before loading into the model
        :param random_state: if specified, seeds the random sampler when shuffling the data
        :param data_loader: either a string value (currently only supports `default_image_loader`), or a callable
            function which takes a string input of the file path and returns the data
        :param data_transform: a callable function which is applied to every data point before it is fed into the
            model. By default, this is an identity operation
        :param label_transform: a callable function which is applied to every label before it is fed into the model.
            By default, this is an identity operation.
        """
        super().__init__(path_to_data)
        if path_to_csv is None:
            path_to_csv = path_to_data
        else:
            path_to_csv = path_to_csv
        self.label = 'train_label'
        if true_label:
            self.label = 'true_label'
        self.data_df = pd.read_csv(os.path.join(path_to_csv, csv_filename))
        self.shuffle = shuffle
        if shuffle:
            self.data_df = self.data_df.sample(frac=1, random_state=random_state).reset_index(drop=True)
        if not callable(data_loader):
            if data_loader == 'default_image_loader':
                self.data_loader = default_image_file_loader
            else:
                msg = "Unknown data loader specified!"
                logger.error(msg)
                raise ValueError(msg)
        else:
            self.data_loader = data_loader
        self.data_transform = data_transform
        self.label_transform = label_transform

        self.data_description = None
        self.set_data_description()

    def __getitem__(self, item):
        data_loc = os.path.join(self.path_to_data, self.data_df.iloc[item]["file"])
        data = self.data_loader(data_loc)
        data = self.data_transform(data)
        label = self.data_df.iloc[item][self.label]
        label = self.label_transform(label)
        return data, label

    def __len__(self):
        return len(self.data_df)

[docs]    def get_data_description(self):
        return self.data_description


[docs]    def set_data_description(self):
        # set the data description
        num_classes = len(self.data_df[self.label].unique())
        self.data_description = CSVImageDatasetDesc(len(self.data_df), self.shuffle, num_classes)




[docs]class CSVTextDataset(torchtext.data.Dataset, DatasetInterface):
    """
    Defines a text dataset that is represented by a CSV file with columns "file", "train_label", and optionally
    "true_label". The file column should contain the path to the file that contains the actual data,
    and "train_label" refers to the label with which the data should be trained.  "true_label" refers to the actual
    label of the data point, and can differ from train_label if the dataset is poisoned.  A CSVTextDataset can support
    text data, and differs from the CSVDataset because it loads all the text data into memory and builds a vocabulary
    from it.
    """
    def __init__(self, path_to_data: str, csv_filename: str, true_label: bool = False,
                 text_field: torchtext.data.Field = None, text_field_kwargs: dict = None,
                 label_field: torchtext.data.LabelField = None, label_field_kwargs: dict = None,
                 shuffle: bool = False, random_state=None, **kwargs):
        """
        Initializes the CSVTextDataset object
        :param path_to_data: root folder where all the data is located
        :param csv_filename: filename of the csv file containing the required fields to load the actual data
        :param true_label (bool): if True, then use the column "true_label" as the label associated with each
        :param text_field (torchtext.data.Field): defines how the text data will be converted to
            a Tensor.  If none, a default will be provided and tokenized with spacy
        :param label_field (torchtext.data.LabelField): defines how to process the label associated with the text
        :param max_vocab_size (int): the maximum vocabulary size that will be built
        :param shuffle: if True, the dataset is shuffled before loading into the model
        :param random_state: if specified, seeds the random sampler when shuffling the data
        :param kwargs: any additional keyword arguments, currently unused

        TODO:
         [ ] - parallelize reading in data from disk
         [ ] - revisit reading entire corpus into memory
         [ ] - loose validation of text_field_kwargs and label_field_kwargs
        """

        if not text_field_kwargs:
            text_field_kwargs = DEFAULT_TEXT_FIELD_KWARGS
        if not label_field_kwargs:
            label_field_kwargs = DEFAULT_LABEL_FIELD_KWARGS

        # try to download the spacy language pack, if the tokenizer is spacy
        if text_field_kwargs['tokenize'] == 'spacy':
            try:
                nlp = spacy.load('en')
            except OSError:
                msg = 'Downloading language model for the spaCy POS tagger'
                logger.warning(msg)
                from spacy.cli import download
                download('en')

        label_column = 'train_label'
        if true_label:
            label_column = 'true_label'
        if text_field is None:
            self.text_field = torchtext.data.Field(**text_field_kwargs)
            msg = "Initialized text_field to default settings!"
            logger.warning(msg)
        else:
            if not isinstance(text_field, torchtext.data.Field):
                msg = "text_field must be of datatype torchtext.data.Field"
                logger.error(msg)
                raise ValueError(msg)
            self.text_field = text_field
        if label_field is None:
            self.label_field = torchtext.data.LabelField(**label_field_kwargs)
            msg = "Initialized label_field to default settings!"
            logger.warning(msg)
        else:
            if not isinstance(label_field, torchtext.data.LabelField):
                msg = "label_field must be of datatype torchtext.data.LabelField"
                logger.error(msg)
                raise ValueError(msg)
            self.label_field = label_field

        fields = [('text', self.text_field), ('label', self.label_field)]
        examples = []

        # read in the specified data into the examples list
        path_to_csv = os.path.join(path_to_data, csv_filename)
        self.data_df = pd.read_csv(path_to_csv)
        if shuffle:
            self.data_df = self.data_df.sample(frac=1, random_state=random_state).reset_index(drop=True)

        for index, row in tqdm(self.data_df.iterrows(), total=len(self.data_df), desc="Loading Text Data..."):
            fname = row['file']
            label = row[label_column]
            with open(os.path.join(path_to_data, fname), 'r') as f:
                z = f.readlines()
                text = ' '.join(z)
            examples.append(torchtext.data.Example.fromlist([text, label], fields))

        self.data_description = None
        super(CSVTextDataset, self).__init__(examples, fields, **kwargs)

[docs]    @staticmethod
    def sort_key(ex):
        return len(ex.text)


[docs]    def get_data_description(self):
        return self.data_description


[docs]    def set_data_description(self):
        # set the data description.  set by build_vocab(...)
        pass


[docs]    def build_vocab(self, embedding_vectors_cfg, max_vocab_size, use_vocab=True):
        if use_vocab:
            logger.debug("Building Vocabulary from training data using: " + str(embedding_vectors_cfg) +
                        " with a max vocab size=" + str(max_vocab_size) + " !")
            self.text_field.build_vocab(self,
                                        max_size=max_vocab_size,
                                        vectors=embedding_vectors_cfg,
                                        unk_init=torch.Tensor.normal_)
        self.label_field.build_vocab(self)

        # update the data description
        if use_vocab:
            self.data_description = CSVTextDatasetDesc(vocab_size=len(self.text_field.vocab),
                                                       unk_idx=self.text_field.vocab.stoi[self.text_field.unk_token],
                                                       pad_idx=self.text_field.vocab.stoi[self.text_field.pad_token])
        else:
            self.data_description = CSVTextDatasetDesc(vocab_size=-1,
                                                       unk_idx=0,
                                                       pad_idx=0)




[docs]def csv_dataset_from_df(path_to_data, data_df, true_label=False, shuffle=False,
                        random_state: Union[int, RandomState] = None,
                        data_loader: Union[str, Callable] = 'default_image_loader',
                        data_transform=identity_transform, label_transform=identity_transform):
    """
    Initializes a CSVDataset object from a DataFrame rather than a filepath.
    :param path_to_data: root folder where all the data is located
    :param data_df: the dataframe in which the data lives
    :param true_label: (bool) if True, then use the column "true_label" as the label associated with each
    datapoint.  If False (default), use the column "train_label" as the label associated with each datapoint
    :param shuffle: if True, the dataset is shuffled before loading into the model
    :param random_state: if specified, seeds the random sampler when shuffling the data
    :param data_loader: either a string value (currently only supports `default_image_loader`), or a callable
        function which takes a string input of the file path and returns the data
    :param data_transform: a callable function which is applied to every data point before it is fed into the
        model. By default, this is an identity operation
    :param label_transform: a callable function which is applied to every label before it is fed into the model.
        By default, this is an identity operation.
    """
    tmp_file = tempfile.NamedTemporaryFile(suffix='.csv', delete=False)
    tmp_filename = tmp_file.name
    # write df to a temp file
    data_df.to_csv(tmp_filename, sep=',', index=None)
    # load it as a CSVDataset
    csv_dataset = CSVDataset(path_to_data, os.path.basename(tmp_filename), path_to_csv=os.path.dirname(tmp_filename),
                             true_label=true_label, shuffle=shuffle, random_state=random_state, data_loader=data_loader,
                             data_transform=data_transform, label_transform=label_transform)
    # delete tempfile
    os.remove(tmp_filename)
    return csv_dataset



[docs]def csv_textdataset_from_df(data_df, true_label: bool = False, text_field: torchtext.data.Field = None,
                            label_field: torchtext.data.LabelField = None,
                            shuffle: bool = False, random_state=None, **kwargs):
    """
    Initializes a CSVDataset object from a DataFrame rather than a filepath.
    :param data_df: the dataframe in which the data lives
    :param true_label: if True, then use the column "true_label" as the label associated with each
    :param text_field: defines how the text data will be converted to
        a Tensor.  If none, a default will be provided and tokenized with spacy
    :param label_field: defines how to process the label associated with the text
    :param max_vocab_size: the maximum vocabulary size that will be built
    :param shuffle: if True, the dataset is shuffled before loading into the model
    :param random_state: if specified, seeds the random sampler when shuffling the data
    :param kwargs: any additional keyword arguments, currently unused
    """
    tmp_file = tempfile.NamedTemporaryFile(suffix='.csv', delete=False)
    tmp_filename = tmp_file.name
    # write df to a temp file
    data_df.to_csv(tmp_filename, sep=',', index=None)
    # load it as a CSVTextDataset
    csv_text_dataset = CSVTextDataset(os.path.dirname(tmp_filename), os.path.basename(tmp_filename),
                                      true_label=true_label, text_field=text_field, label_field=label_field,
                                      shuffle=shuffle, random_state=random_state, **kwargs)
    # delete tempfile
    os.remove(tmp_filename)
    return csv_text_dataset
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  Source code for trojai.modelgen.default_optimizer

import logging
import os
from typing import Sequence, Callable
import copy
import cloudpickle as pickle
from collections import defaultdict

import datetime
import tempfile
import sys

import numpy as np
import torch
import torch.nn as nn
import torch.optim as optim
import torch.nn.utils.clip_grad as torch_clip_grad
from torch.utils.data import DataLoader
from torch.utils.tensorboard import SummaryWriter
import torch.cuda.amp
from tqdm import tqdm


from .training_statistics import EpochStatistics, EpochValidationStatistics, EpochTrainStatistics
from .optimizer_interface import OptimizerInterface
from .config import DefaultOptimizerConfig, DefaultSoftToHardFn, default_soft_to_hard_fn_kwargs
from .constants import VALID_OPTIMIZERS, MAX_EPOCHS
from .datasets import CSVDataset, DatasetInterface

logger = logging.getLogger(__name__)


def _validate_soft_to_hard_args(soft_to_hard_fn: Callable = None,
                                soft_to_hard_fn_kwargs: dict = None):
    """
    Function validates and sets defaults for converting soft decisions (probability outputs of NN's) to hard decisions
    (a decision on which label should be selected, based on the NN output).

    :param soft_to_hard_fn: A callable which will be called on the output of the NN to convert it's output to a label
    :param soft_to_hard_fn_kwargs: keyword arguments to be passed to the callable when calling
    """
    if not soft_to_hard_fn:
        soft_to_hard_fn = DefaultSoftToHardFn()
    if not soft_to_hard_fn_kwargs:
        soft_to_hard_fn_kwargs = copy.deepcopy(default_soft_to_hard_fn_kwargs)
    return soft_to_hard_fn, soft_to_hard_fn_kwargs


def _running_eval_acc(y_hat: torch.Tensor, y_truth: torch.Tensor,
                      n_total: defaultdict = None, n_correct: defaultdict = None,
                      soft_to_hard_fn: Callable = None,
                      soft_to_hard_fn_kwargs: dict = None):
    """
    Wrapper for computing accuracy in an on-line manner
    :param y_hat: the computed predictions, should be of shape (n_batches, num_output_neurons)
    :param y_truth: the actual y-values
    :param n_total: a defaultdict with keys representing labels, and values representing the # of times examples
        with that label have been seen.  Example: {0: 10, 1: 20, 2: 5, 3: 30}
    :param n_correct: a defaultdict with keys representing labels, and values representing the # of times examples
        with that label have been corrected.  Example: {0: 8, 1: 15, 2: 5, 3: 25}
    :param soft_to_hard_fn: A function handle which takes y_hat and produces a hard-decision
    :param soft_to_hard_fn_kwargs: kwargs to pass to soft_to_hard_fn
    :return: accuracy, updated n_total, updated n_correct
    """

    y_hat_size = y_hat.size()
    if len(y_hat_size) == 2:
        num_output_neurons = y_hat_size[1]
    elif len(y_hat_size) == 1:
        num_output_neurons = 1
    else:
        msg = "unsupported size of y_hat!:" + str(y_hat.size())
        logger.error(msg)
        raise ValueError(msg)

    soft_to_hard_fn, soft_to_hard_fn_kwargs = _validate_soft_to_hard_args(soft_to_hard_fn,
                                                                          soft_to_hard_fn_kwargs)

    # increment n_total per class
    label, unique_counts = y_truth.unique(return_counts=True)
    if not n_total:
        n_total = defaultdict(int)
    for ii, k in enumerate(label):
        n_total[k.item()] += unique_counts[ii].item()

    if not n_correct:
        n_correct = defaultdict(int)

    hard_decision_pred = soft_to_hard_fn(y_hat, **soft_to_hard_fn_kwargs)
    label, n_correct_per_class = hard_decision_pred[hard_decision_pred == y_truth.int()].unique(return_counts=True)
    for ii, k in enumerate(label):
        n_correct[k.item()] += n_correct_per_class[ii].item()

    acc = 0.
    weight = 1. / len(n_total.keys())
    for k in n_total.keys():
        acc += 0 if n_total[k] == 0 else float(n_correct[k]) / float(n_total[k])

    acc *= 100. * weight

    return acc, n_total, n_correct


def _eval_acc(data_loader, model, device=torch.device('cpu'),
              soft_to_hard_fn: Callable = None,
              soft_to_hard_fn_kwargs: dict = None,
              loss_fn: Callable = None):
    """
    Evaluates a model against a dataset encompassed by a data loader

    :param data_loader: data loader encompassing the dataset to be evaluated
    :param model: the model to test
    :param device: the device to process this on
    :param soft_to_hard_fn: A function handle which takes y_hat and produces a hard-decision
    :param soft_to_hard_fn_kwargs: kwargs to pass to soft_to_hard_fn
    :param loss_fn: A callable, if not None, will compute loss on each batch
    :return: accuracy, n_total, n_correct
    """
    soft_to_hard_fn, soft_to_hard_fn_kwargs = _validate_soft_to_hard_args(soft_to_hard_fn,
                                                                          soft_to_hard_fn_kwargs)

    # Test the classification accuracy on clean data only, for all labels.
    n_correct = None
    n_total = None
    model.eval()

    total_val_loss = 0
    with torch.no_grad():
        for batch, (x, y_truth) in enumerate(data_loader):
            x = x.to(device)
            y_truth = y_truth.to(device)
            y_hat = model(x)

            if loss_fn is not None:
                loss_tensor = loss_fn(y_hat, y_truth)
                batch_loss = loss_tensor.item()
                total_val_loss += batch_loss

            running_acc, n_total, n_correct = _running_eval_acc(y_hat, y_truth,
                                                                n_total=n_total,
                                                                n_correct=n_correct,
                                                                soft_to_hard_fn=soft_to_hard_fn,
                                                                soft_to_hard_fn_kwargs=soft_to_hard_fn_kwargs)

            if (loss_fn is not None and np.isnan(batch_loss)) or np.isnan(running_acc):
                _save_nandata(x, y_hat, y_truth, loss_tensor, batch_loss, running_acc,
                              n_total, n_correct, model)

    total_val_loss /= float(len(data_loader))
    return running_acc, n_total, n_correct, total_val_loss


def _save_nandata(x, y_hat, y_truth, loss_tensor, loss_val, acc_val, n_total, n_correct, model):
    """
    Save's a snapshot of the input and outputs during training that caused either the
    Loss function or the accuracy evaluation to output NaN, and then exits

    :param x: the input which caused NaN evaluation
    :param y_hat: the predicted output of the model for the input x
    :param y_truth: the true output that the model should output for input x
    :param loss_tensor: the loss tensor returned from the loss function evaluation
    :param loss_val: the actual value of the loss function for the specified input
    :param acc_val: the accuracy value outputed by _eval_acc
    :param n_total: the total n which have been processed so far
    :param n_correct: the total n which are correct, of the n_total which have been processed
    :param model: the model under training

    :return None

    """
    t = str(datetime.datetime.now()).replace(':', '_').replace('.', '_').replace('-', '_').replace(' ', '_')
    save_folder = tempfile.mkdtemp(prefix='core_' + str(t) + '_', dir=os.getcwd())

    dict_to_save = dict(y_hat=y_hat,
                        y_truth=y_truth,
                        x=x,
                        loss_tensor=loss_tensor,
                        n_total=n_total,
                        n_correct=n_correct,
                        loss_val=loss_val,
                        acc_val=acc_val)

    try:
        os.makedirs(save_folder)
    except IOError:
        pass
    with open(os.path.join(save_folder, 'data.pkl'), 'wb') as f:
        pickle.dump(dict_to_save, f)
    torch.save(model, os.path.join(save_folder, 'model.pkl'))

    msg = "Loss function and/or _eval_acc returned NaN while training! " \
          "This usually means gradient explosion.  " \
          "Try turning on gradient clipping and/or learning rate scheduling.  Check the log" \
          "files for more information, and the folder: " + str(save_folder)
    logger.error(msg)
    sys.exit()


[docs]def train_val_dataset_split(dataset: torch.utils.data.Dataset, split_amt: float, val_data_transform: Callable,
                            val_label_transform: Callable) -> (torch.utils.data.Dataset, torch.utils.data.Dataset):
    """
    Splits a PyTorch dataset (of type: torch.utils.data.Dataset) into train/test
    TODO:
      [ ] - specify random seed to torch splitter
    :param dataset: the dataset to be split
    :param split_amt: fraction specifying the validation dataset size relative to the whole.  1-split_amt will
                      be the size of the training dataset
    :param val_data_transform: (function: any -> any) how to transform the validation data to fit
            into the desired model and objective function
    :param val_label_transform: (function: any -> any) how to transform the validation labels
    :return: a tuple of the train and validation datasets
    """

    if split_amt < 0 or split_amt > 1:
        msg = "Dataset split amount must be between 0 and 1"
        logger.error(msg)
        raise ValueError(msg)

    dataset_len = len(dataset)
    train_len = int(dataset_len * (1 - split_amt))
    val_len = int(dataset_len - train_len)
    lengths = [train_len, val_len]

    train_dataset, val_dataset = torch.utils.data.random_split(dataset, lengths)

    if val_data_transform is not None or val_label_transform is not None:
        logger.warning("Creating separate memory copy of val_dataset ")
        # in this case, we need to make a deep-copy of the val_dataset so that we can update
        # the data and label transforms, otherwise, torch.utils.data.random_split only updates
        # the indices
        # val_dataset is of type torch.utils.data.Subset, so we update the underlying
        # dataset of the subset object
        val_dataset = copy.deepcopy(val_dataset)
        if val_data_transform is not None:
            val_dataset.dataset.data_transform = val_data_transform
        else:
            val_dataset.dataset.data_transform = train_dataset.dataset.data_transform
        if val_label_transform is not None:
            val_dataset.dataset.label_transform = val_label_transform
        else:
            val_dataset.dataset.label_transform = train_dataset.dataset.data_transform
    else:
        logger.debug("val_dataset label/data transforms are configured to be identical to train label/data transforms!")
    return train_dataset, val_dataset



[docs]def split_val_clean_trig(val_dataset):
    """
    Splits the validation dataset into clean and triggered.

    :param val_dataset: the validation dataset to split

    :return: A tuple of the clean & triggered validation dataset
    """
    try:
        val_idx = val_dataset.indices
        df = val_dataset.dataset.data_df.iloc[val_idx, :]
        df_clean_ii = df[~df['triggered']].index.tolist()
        df_triggered_ii = df[df['triggered']].index.tolist()

        # deep copy is not necessary here, b/c val_dataset is a torch.utils.data.Subset object,
        #  which holds an underlying Dataset object.  We don't need to copy the underlying
        #  Dataset, but only update the indices to split between clean & triggered.
        val_df_clean = copy.copy(val_dataset)
        val_df_triggered = copy.copy(val_dataset)
        val_df_clean.indices = df_clean_ii
        val_df_triggered.indices = df_triggered_ii

        return val_df_clean, val_df_triggered
    except AttributeError:
        msg = "Unable to split val_dataset into clean & triggered!"
        logger.warning(msg)
        return val_dataset, []



[docs]class DefaultOptimizer(OptimizerInterface):
    """
    Defines the default optimizer which trains the models
    """

    def __init__(self, optimizer_cfg: DefaultOptimizerConfig = None):
        """
        Initializes the default optimizer with a DefaultOptimizerConfig
        :param optimizer_cfg: the configuration used to initialize the DefaultOptimizer
        """
        if optimizer_cfg is None:
            logger.info("Using default parameters to setup Optimizer!")
            self.optimizer_cfg = DefaultOptimizerConfig()
        elif not isinstance(optimizer_cfg, DefaultOptimizerConfig):
            msg = "optimizer_cfg must be of type DefaultOptimizerConfig"
            logger.error(msg)
            raise TypeError(msg)
        else:
            self.optimizer_cfg = optimizer_cfg

        # setup parameters for training here
        self.device = self.optimizer_cfg.training_cfg.device

        if not callable(self.optimizer_cfg.training_cfg.objective):
            self.loss_function_str = self.optimizer_cfg.training_cfg.objective.lower()
            if self.loss_function_str == "cross_entropy_loss".lower():
                self.loss_function = nn.CrossEntropyLoss(**self.optimizer_cfg.training_cfg.objective_kwargs)
            elif self.loss_function_str == 'BCEWithLogitsLoss'.lower():
                self.loss_function = nn.BCEWithLogitsLoss(**self.optimizer_cfg.training_cfg.objective_kwargs)
            else:
                msg = self.loss_function_str + ": Unsupported objective function!"
                logger.error(msg)
                raise ValueError(msg)
        else:
            self.loss_function = self.optimizer_cfg.training_cfg.objective
        self.loss_function.to(self.device)
        self.soft_to_hard_fn = self.optimizer_cfg.training_cfg.soft_to_hard_fn
        self.soft_to_hard_fn_kwargs = self.optimizer_cfg.training_cfg.soft_to_hard_fn_kwargs

        self.lr = self.optimizer_cfg.training_cfg.lr
        # setup learning rate scheduler if desired
        self.lr_scheduler = None

        self.optimizer_str = self.optimizer_cfg.training_cfg.optim.lower()
        self.optimizer = None
        self.optim_kwargs = self.optimizer_cfg.training_cfg.optim_kwargs

        self.batch_size = self.optimizer_cfg.training_cfg.batch_size
        self.num_epochs = self.optimizer_cfg.training_cfg.epochs
        self.save_best_model = self.optimizer_cfg.training_cfg.save_best_model

        self.str_description = "{'batch_size':%d, 'num_epochs':%d, 'device':'%s', 'lr':%.5e, 'loss_function':'%s', " \
                               "'optimizer':'%s'}" % \
                               (self.batch_size, self.num_epochs, self.device.type, self.lr, self.loss_function_str,
                                self.optimizer_str)

        # setup configuration for logging and tensorboard
        self.num_batches_per_logmsg = self.optimizer_cfg.reporting_cfg.num_batches_per_logmsg
        self.num_epochs_per_metrics = self.optimizer_cfg.reporting_cfg.num_epochs_per_metrics
        self.num_batches_per_metrics = self.optimizer_cfg.reporting_cfg.num_batches_per_metrics

        # raise error if train/val split is not set properly for either saving best model
        # or for early stopping
        if self.optimizer_cfg.training_cfg.early_stopping or self.save_best_model:
            self.num_epochs_per_metrics = 1
            logger.warning("Overriding num_epochs_per_metrics due to early-stopping or saving-best-model!")

        if self.device.type == 'cpu' and self.num_batches_per_metrics:
            logger.warning('Training will be VERY SLOW on a CPU with num_batches_per_metrics set to a '
                           'value other than None.  If validation dataset metrics are still desired, '
                           'consider increasing this value to speed up training')

        tensorboard_output_dir = self.optimizer_cfg.reporting_cfg.tensorboard_output_dir
        self.tb_writer = None
        if tensorboard_output_dir:
            self.tb_writer = SummaryWriter(tensorboard_output_dir)

        optimizer_cfg_str = 'Optimizer[%s] Configured as: loss[%s], learning-rate[%.5e], batch-size[%d] ' \
                            'num-epochs[%d] Device[%s]' % \
                            (self.optimizer_str, str(self.loss_function), self.lr, self.batch_size, self.num_epochs,
                             self.device.type)
        reporting_cfg_str = 'Reporting Configured as: num_batches_per_log_message[%d] tensorboard_dir[%s]' % \
                            (self.num_batches_per_logmsg, tensorboard_output_dir)
        nbpm_print = self.num_batches_per_metrics if self.num_batches_per_metrics else -1
        metrics_capture_str = 'Metrics capturing configured as: num_epochs_per_metric[%d] ' \
                              'num_batches_per_epoch_per_metric[%d]' % \
                              (self.num_epochs_per_metrics, nbpm_print)
        logger.info(self.str_description)
        logger.info(optimizer_cfg_str)
        logger.info(reporting_cfg_str)
        logger.info(metrics_capture_str)

    def __str__(self) -> str:
        return self.str_description

    def __deepcopy__(self, memodict={}):
        optimizer_cfg_copy = copy.deepcopy(self.optimizer_cfg)
        # WARNING: this assumes that none of the derived attributes have been changed after construction!
        return DefaultOptimizer(DefaultOptimizerConfig(optimizer_cfg_copy.training_cfg,
                                                       optimizer_cfg_copy.reporting_cfg))

[docs]    def get_cfg_as_dict(self) -> dict:
        return self.optimizer_cfg.training_cfg.get_cfg_as_dict()


    def __eq__(self, other) -> bool:
        try:
            if self.optimizer_cfg == other.optimizer_cfg:
                # we still check the derived attributes to ensure that they remained the same after
                # after construction
                if self.device.type == other.device.type and self.loss_function_str == other.loss_function_str and \
                    self.lr == other.lr and self.optimizer_str == other.optimizer_str and \
                    self.batch_size == other.batch_size and self.num_epochs == other.num_epochs and \
                    self.str_description == other.str_description and \
                    self.num_batches_per_logmsg == other.num_batches_per_logmsg and \
                    self.num_epochs_per_metrics == other.num_epochs_per_metrics and \
                    self.num_batches_per_metrics == other.num_batches_per_metrics:
                    if self.tb_writer:
                        if other.tb_writer:
                            if self.tb_writer.log_dir == other.tb_writer.log_dir:
                                return True
                            else:
                                return False
                        else:
                            return False
                    else:
                        if other.tb_writer:
                            return False
                        else:
                            # both are None
                            return True
            else:
                return False
        except AttributeError:
            return False

[docs]    def get_device_type(self) -> str:
        """
        :return: a string representing the device used to train the model
        """
        return self.device.type


[docs]    def save(self, fname: str) -> None:
        """
        Saves the configuration object used to construct the DefaultOptimizer.
        NOTE: because the DefaultOptimizer object itself is not persisted, but rather the
          DefaultOptimizerConfig object, the state of the object is not persisted!
        :param fname: the filename to save the DefaultOptimizer's configuration.
        :return: None
        """
        self.optimizer_cfg.save(fname)


[docs]    @staticmethod
    def load(fname: str) -> OptimizerInterface:
        """
        Reconstructs a DefaultOptimizer, by loading the configuration used to construct the original
        DefaultOptimizer, and then creating a new DefaultOptimizer object from the saved configuration
        :param fname: The filename of the saved optimzier
        :return: a DefaultOptimizer object
        """
        with open(fname, 'rb') as f:
            loaded_optimzier_cfg = pickle.load(f)
        return DefaultOptimizer(loaded_optimzier_cfg)


    def _eval_loss_function(self, y_hat: torch.Tensor, y_truth: torch.Tensor) -> torch.Tensor:
        """
        Wrapper for evaluating the loss function to abstract out any data casting we need to do
        :param y_hat: the predicted y-value
        :param y_truth: the actual y-value
        :return: the loss associated w/ the prediction and actual
        """
        if self.loss_function_str == "cross_entropy_loss":
            train_loss = self.loss_function(y_hat, y_truth.long())
        else:
            train_loss = self.loss_function(y_hat, y_truth)
        return train_loss

[docs]    def train(self, net: torch.nn.Module, dataset: CSVDataset,
              torch_dataloader_kwargs: dict = None, use_amp: bool = False) -> (torch.nn.Module, Sequence[EpochStatistics], int):
        """
        Train the network.
        :param net: the network to train
        :param dataset: the dataset to train the network on
        :param torch_dataloader_kwargs: any additional kwargs to pass to PyTorch's native DataLoader
        :param use_amp: if True, uses automated mixed precision for FP16 training.
        :return: the trained network, and a list of EpochStatistics objects which contain the statistics for training,
                and the # of epochs on which the net was trained
        """
        net = net.to(self.device)

        net.train()  # put network into training mode
        if self.optimizer_str == 'adam':
            self.optimizer = optim.Adam(net.parameters(), lr=self.lr, **self.optim_kwargs)
        elif self.optimizer_str == 'sgd':
            self.optimizer = optim.SGD(net.parameters(), lr=self.lr, **self.optim_kwargs)
        elif self.optimizer_str not in VALID_OPTIMIZERS:
            msg = self.optimizer_str + " is not a supported optimizer!"
            logger.error(msg)
            raise ValueError(msg)
        else:
            msg = self.optimizer_str + " not yet implemented!"
            logger.error(msg)
            raise NotImplementedError(msg)

        if self.optimizer_cfg.training_cfg.lr_scheduler is not None:
            self.lr_scheduler = self.optimizer_cfg.training_cfg.lr_scheduler(self.optimizer, **self.optimizer_cfg.training_cfg.lr_scheduler_init_kwargs)

        # set according to the following guidelines:
        # https://discuss.pytorch.org/t/when-to-set-pin-memory-to-true/19723
        # https://pytorch.org/docs/stable/notes/cuda.html
        pin_memory = False
        if self.device.type != 'cpu':
            pin_memory = True

        # split into train & validation datasets, and setup data loaders
        data_loader_kwargs_in = dict(batch_size=self.batch_size, pin_memory=pin_memory, drop_last=True, shuffle=True)
        if torch_dataloader_kwargs:
            data_loader_kwargs_in.update(torch_dataloader_kwargs)

        val_dataloader_kwargs_in = dict(batch_size=self.batch_size, pin_memory=pin_memory, drop_last=False, shuffle=False)

        if self.optimizer_cfg.training_cfg.val_dataloader_kwargs is not None:
            val_dataloader_kwargs_in.update(self.optimizer_cfg.training_cfg.val_dataloader_kwargs)
        if torch_dataloader_kwargs:
            val_dataloader_kwargs_in.update(torch_dataloader_kwargs)

        logger.info('DataLoader[Train/Val] kwargs=' + str(torch_dataloader_kwargs))

        train_dataset, val_dataset = train_val_dataset_split(dataset, self.optimizer_cfg.training_cfg.train_val_split,
                                                             self.optimizer_cfg.training_cfg.val_data_transform,
                                                             self.optimizer_cfg.training_cfg.val_label_transform)
        # try to split the val_dataset into clean & triggered
        val_dataset_clean, val_dataset_triggered = split_val_clean_trig(val_dataset)

        # drop_last=True is from: https://stackoverflow.com/questions/56576716
        train_loader = DataLoader(train_dataset, **data_loader_kwargs_in)
        # drop_last=True is from: https://stackoverflow.com/questions/56576716
        val_clean_loader = DataLoader(val_dataset_clean, **val_dataloader_kwargs_in) if \
            len(val_dataset_clean) > 0 else []
        val_triggered_loader = DataLoader(val_dataset_triggered, **val_dataloader_kwargs_in) if \
            len(val_dataset_triggered) > 0 else []

        logger.info('#Train[%d]/#ValClean[%d]/#ValTriggered[%d]' %
                    (len(train_loader), len(val_clean_loader), len(val_triggered_loader)))

        # stores training & val data statistics for every epoch
        epoch_stats = []
        best_net = None
        best_val_loss_epoch = 0
        val_loss_array = np.zeros(0, dtype=np.float32)

        num_epochs_to_monitor = 1
        if self.optimizer_cfg.training_cfg.early_stopping:
            num_epochs_to_monitor = self.optimizer_cfg.training_cfg.early_stopping.num_epochs

        epoch = 0
        done = False
        while not done:
            train_stats, validation_stats = self.train_epoch(net, train_loader, val_clean_loader, val_triggered_loader,
                                                             epoch, use_amp=use_amp)
            epoch_training_stats = EpochStatistics(epoch, train_stats, validation_stats)
            epoch_stats.append(epoch_training_stats)
            val_loss_array = np.append(val_loss_array, validation_stats.get_val_loss())

            if self.save_best_model:
                loss_threshold = np.min(val_loss_array) + np.abs(self.optimizer_cfg.training_cfg.early_stopping.val_loss_eps)
                # use validation accuracy as the metric for deciding the best model
                if validation_stats.get_val_loss() < loss_threshold:
                    msg = "Updating best model with epoch:[%d] loss:[%0.02f] as its less than the best loss plus eps[%0.2e]." % (epoch, validation_stats.get_val_loss(), np.abs(self.optimizer_cfg.training_cfg.early_stopping.val_loss_eps))
                    logger.info(msg)
                    best_net = copy.deepcopy(net)

            # early stopping
            # record the val loss of the last batch in the epoch.  if N epochs after the best val_loss, we have not
            # improved the val-loss by at least eps, we quit
            if self.optimizer_cfg.training_cfg.early_stopping:
                # EarlyStoppingConfig validates that eps > 0 as well ..
                error_from_best = np.abs(val_loss_array - np.min(val_loss_array))
                error_from_best[error_from_best < np.abs(self.optimizer_cfg.training_cfg.early_stopping.val_loss_eps)] = 0
                best_val_loss_epoch = np.where(error_from_best == 0)[0][0]  # unpack numpy array, select first time since that value has happened

                if epoch >= (best_val_loss_epoch + num_epochs_to_monitor):
                    epoch += 1  # we do this b/c of the break to keep the accounting of epoch # returned to
                    # the user to be one based
                    msg = "Exiting training loop in epoch: %d - due to early stopping criterion being met!" % (epoch,)
                    logger.warning(msg)
                    done = True

            epoch += 1
            if self.optimizer_cfg.training_cfg.early_stopping:
                # in case something goes wrong, we exit after training a long time ...
                if epoch >= MAX_EPOCHS:
                    done = True
            else:
                if epoch >= self.num_epochs:
                    done = True

        if self.save_best_model:
            return best_net, epoch_stats, epoch, best_val_loss_epoch
        else:
            return net, epoch_stats, epoch, best_val_loss_epoch


[docs]    def train_epoch(self, model: nn.Module, train_loader: DataLoader,
                    val_clean_loader: DataLoader, val_triggered_loader: DataLoader,
                    epoch_num: int, use_amp: bool = False):
        """
        Runs one epoch of training on the specified model

        :param model: the model to train for one epoch
        :param train_loader: a DataLoader object pointing to the training dataset
        :param val_clean_loader: a DataLoader object pointing to the validation dataset that is clean
        :param val_triggered_loader: a DataLoader object pointing to the validation dataset that is triggered
        :param epoch_num: the epoch number that is being trained
        :param use_amp: if True use automated mixed precision for FP16 training.
        :return: a list of statistics for batches where statistics were computed
        """

        pid = os.getpid()
        train_dataset_len = len(train_loader.dataset)
        loop = tqdm(train_loader, disable=self.optimizer_cfg.reporting_cfg.disable_progress_bar)

        scaler = None
        if use_amp:
            scaler = torch.cuda.amp.GradScaler()

        train_n_correct, train_n_total = None, None
        sum_batchmean_train_loss = 0
        running_train_acc = 0
        num_batches = len(train_loader)
        model.train()
        for batch_idx, (x, y_truth) in enumerate(loop):
            x = x.to(self.device)
            y_truth = y_truth.to(self.device)

            # put network into training mode & zero out previous gradient computations
            self.optimizer.zero_grad()

            # get predictions based on input & weights learned so far
            if use_amp:
                with torch.cuda.amp.autocast():
                    y_hat = model(x)
                    # compute metrics
                    batch_train_loss = self._eval_loss_function(y_hat, y_truth)
            else:
                y_hat = model(x)
                # compute metrics
                batch_train_loss = self._eval_loss_function(y_hat, y_truth)

            sum_batchmean_train_loss += batch_train_loss.item()

            running_train_acc, train_n_total, train_n_correct = _running_eval_acc(y_hat, y_truth,
                                                                                  n_total=train_n_total,
                                                                                  n_correct=train_n_correct,
                                                                                  soft_to_hard_fn=self.soft_to_hard_fn,
                                                                                  soft_to_hard_fn_kwargs=self.soft_to_hard_fn_kwargs)

            # if np.isnan(sum_batchmean_train_loss) or np.isnan(running_train_acc):
            #     _save_nandata(x, y_hat, y_truth, batch_train_loss, sum_batchmean_train_loss, running_train_acc,
            #                   train_n_total, train_n_correct, model)

            # compute gradient
            if use_amp:
                # Scales loss.  Calls backward() on scaled loss to create scaled gradients.
                # Backward passes under autocast are not recommended.
                # Backward ops run in the same dtype autocast chose for corresponding forward ops.
                scaler.scale(batch_train_loss).backward()
            else:
                if np.isnan(sum_batchmean_train_loss) or np.isnan(running_train_acc):
                    _save_nandata(x, y_hat, y_truth, batch_train_loss, sum_batchmean_train_loss, running_train_acc,
                                  train_n_total, train_n_correct, model)

                batch_train_loss.backward()

            # perform gradient clipping if configured
            if self.optimizer_cfg.training_cfg.clip_grad:
                if use_amp:
                    # Unscales the gradients of optimizer's assigned params in-place
                    scaler.unscale_(self.optimizer)

                if self.optimizer_cfg.training_cfg.clip_type == 'norm':
                    # clip_grad_norm_ modifies gradients in place
                    #  see: https://pytorch.org/docs/stable/_modules/torch/nn/utils/clip_grad.html
                    torch_clip_grad.clip_grad_norm_(model.parameters(), self.optimizer_cfg.training_cfg.clip_val,
                                                    **self.optimizer_cfg.training_cfg.clip_kwargs)
                elif self.optimizer_cfg.training_cfg.clip_type == 'val':
                    # clip_grad_val_ modifies gradients in place
                    #  see: https://pytorch.org/docs/stable/_modules/torch/nn/utils/clip_grad.html
                    torch_clip_grad.clip_grad_value_(model.parameters(), self.optimizer_cfg.training_cfg.clip_val)
                else:
                    msg = "Unknown clipping type for gradient clipping!"
                    logger.error(msg)
                    raise ValueError(msg)

            if use_amp:
                # scaler.step() first unscales the gradients of the optimizer's assigned params.
                # If these gradients do not contain infs or NaNs, optimizer.step() is then called,
                # otherwise, optimizer.step() is skipped.
                scaler.step(self.optimizer)
                # Updates the scale for next iteration.
                scaler.update()
            else:
                self.optimizer.step()

            loop.set_description('Epoch {}/{}'.format(epoch_num + 1, self.num_epochs))
            loop.set_postfix(avg_train_loss=batch_train_loss.item())

            # report batch statistics to tensorflow
            if self.tb_writer:
                try:
                    batch_num = int(epoch_num * num_batches + batch_idx)
                    self.tb_writer.add_scalar(self.optimizer_cfg.reporting_cfg.experiment_name + '-train_loss',
                                              batch_train_loss.item(), global_step=batch_num)
                    self.tb_writer.add_scalar(self.optimizer_cfg.reporting_cfg.experiment_name + '-running_train_acc',
                                              running_train_acc, global_step=batch_num)
                except:
                    # TODO: catch specific expcetions
                    pass

            if batch_idx % self.num_batches_per_logmsg == 0:
                logger.info('{}\tTrain Epoch: {} [{}/{} ({:.0f}%)]\tTrainLoss: {:.6f}\tTrainAcc: {:.6f}'.format(
                    pid, epoch_num, batch_idx * len(x), train_dataset_len,
                                    100. * batch_idx / num_batches, batch_train_loss.item(), running_train_acc))

        train_stats = EpochTrainStatistics(running_train_acc, sum_batchmean_train_loss / float(num_batches))

        # if we have validation data, we compute on the validation dataset
        num_val_batches_clean = len(val_clean_loader)
        if num_val_batches_clean > 0:
            logger.info('Running Validation on Clean Data')
            running_val_clean_acc, _, _, val_clean_loss = \
                _eval_acc(val_clean_loader, model, self.device,
                          self.soft_to_hard_fn, self.soft_to_hard_fn_kwargs, self._eval_loss_function)
        else:
            logger.info("No dataset computed for validation on clean dataset!")
            running_val_clean_acc = None
            val_clean_loss = None

        num_val_batches_triggered = len(val_triggered_loader)
        if num_val_batches_triggered > 0:
            logger.info('Running Validation on Triggered Data')
            running_val_triggered_acc, _, _, val_triggered_loss = \
                _eval_acc(val_triggered_loader, model, self.device,
                          self.soft_to_hard_fn, self.soft_to_hard_fn_kwargs, self._eval_loss_function)
        else:
            logger.info("No dataset computed for validation on triggered dataset!")
            running_val_triggered_acc = None
            val_triggered_loss = None

        validation_stats = EpochValidationStatistics(running_val_clean_acc, val_clean_loss,
                                                     running_val_triggered_acc, val_triggered_loss)
        if num_val_batches_clean > 0:
            logger.info('{}\tTrain Epoch: {} \tCleanValLoss: {:.6f}\tCleanValAcc: {:.6f}'.format(
                pid, epoch_num, val_clean_loss, running_val_clean_acc))
        if num_val_batches_triggered > 0:
            logger.info('{}\tTrain Epoch: {} \tTriggeredValLoss: {:.6f}\tTriggeredValAcc: {:.6f}'.format(
                pid, epoch_num, val_triggered_loss, running_val_triggered_acc))

        if self.tb_writer:
            try:
                batch_num = int((epoch_num + 1) * num_batches)
                if num_val_batches_clean > 0:
                    self.tb_writer.add_scalar(self.optimizer_cfg.reporting_cfg.experiment_name +
                                              '-clean-val-loss', val_clean_loss, global_step=batch_num)
                    self.tb_writer.add_scalar(self.optimizer_cfg.reporting_cfg.experiment_name +
                                              '-clean-val_acc', running_val_clean_acc, global_step=batch_num)
                if num_val_batches_triggered > 0:
                    self.tb_writer.add_scalar(self.optimizer_cfg.reporting_cfg.experiment_name +
                                              '-triggered-val-loss', val_triggered_loss, global_step=batch_num)
                    self.tb_writer.add_scalar(self.optimizer_cfg.reporting_cfg.experiment_name +
                                              '-triggered-val_acc', running_val_triggered_acc, global_step=batch_num)
            except:
                pass

        # update the lr-scheduler if necessary
        if self.lr_scheduler is not None:
            if self.optimizer_cfg.training_cfg.lr_scheduler_call_arg is None:
                self.lr_scheduler.step()
            elif self.optimizer_cfg.training_cfg.lr_scheduler_call_arg.lower() == 'val_acc':
                val_acc = validation_stats.get_val_acc()
                if val_acc is not None:
                    self.lr_scheduler.step(val_acc)
                else:
                    msg = "val_clean_acc not defined b/c validation dataset is not defined! Ignoring LR step!"
                    logger.warning(msg)
            elif self.optimizer_cfg.training_cfg.lr_scheduler_call_arg.lower() == 'val_loss':
                val_loss = validation_stats.get_val_loss()
                if val_loss is not None:
                    self.lr_scheduler.step(val_loss)
                else:
                    msg = "val_clean_loss not defined b/c validation dataset is not defined! Ignoring LR step!"
                    logger.warning(msg)
            else:
                msg = "Unknown mode for calling lr_scheduler!"
                logger.error(msg)
                raise ValueError(msg)

        return train_stats, validation_stats


[docs]    def test(self, net: nn.Module, clean_data: CSVDataset, triggered_data: CSVDataset,
             clean_test_triggered_labels_data: CSVDataset,
             torch_dataloader_kwargs: dict = None) -> dict:
        """
        Test the trained network
        :param net: the trained module to run the test data through
        :param clean_data: the clean Dataset
        :param triggered_data: the triggered Dataset, if None, not computed
        :param clean_test_triggered_labels_data: triggered part of the training dataset but with correct labels; see
            DataManger.load_data for more information.
        :param torch_dataloader_kwargs: any keyword arguments to pass directly to PyTorch's DataLoader
        :return: a dictionary of the statistics on the clean and triggered data (if applicable)
        """
        test_data_statistics = {}
        net.eval()

        pin_memory = False
        if self.device.type != 'cpu':
            pin_memory = True

        # drop_last=True is from: https://stackoverflow.com/questions/56576716
        data_loader_kwargs_in = dict(batch_size=1, pin_memory=pin_memory, drop_last=True, shuffle=False)
        if torch_dataloader_kwargs:
            data_loader_kwargs_in.update(torch_dataloader_kwargs)
        logger.info('DataLoader[Test] kwargs=' + str(torch_dataloader_kwargs))
        data_loader = DataLoader(clean_data, **data_loader_kwargs_in)

        # Test the classification accuracy on clean data only, for all labels.
        test_acc, test_n_total, test_n_correct, _ = _eval_acc(data_loader, net, self.device,
                                                              self.soft_to_hard_fn, self.soft_to_hard_fn_kwargs)
        test_data_statistics['clean_accuracy'] = test_acc
        test_data_statistics['clean_n_total'] = test_n_total
        logger.info("Accuracy on clean test data: %0.02f" % (test_data_statistics['clean_accuracy'],))

        if triggered_data is not None:
            # Test the classification accuracy on triggered data only, for all labels.
            # we set batch_size=1 b/c
            data_loader = DataLoader(triggered_data, batch_size=1, pin_memory=pin_memory)
            test_acc, test_n_total, test_n_correct, _ = _eval_acc(data_loader, net, self.device,
                                                                  self.soft_to_hard_fn, self.soft_to_hard_fn_kwargs)
            test_data_statistics['triggered_accuracy'] = test_acc
            test_data_statistics['triggered_n_total'] = test_n_total
            logger.info("Accuracy on triggered test data: %0.02f for n=%s" %
                        (test_data_statistics['triggered_accuracy'], str(test_n_total)))

        if clean_test_triggered_labels_data is not None:
            # Test the classification accuracy on clean data for labels which have corresponding triggered examples.
            # For example, if an MNIST dataset was created with triggered examples only for labels 4 and 5,
            # then this dataset is the subset of data with labels 4 and 5 that don't have the triggers.
            data_loader = DataLoader(clean_test_triggered_labels_data, batch_size=1, pin_memory=pin_memory)
            test_acc, test_n_total, test_n_correct, _ = _eval_acc(data_loader, net, self.device,
                                                                  self.soft_to_hard_fn, self.soft_to_hard_fn_kwargs)
            test_data_statistics['clean_test_triggered_label_accuracy'] = test_acc
            test_data_statistics['clean_test_triggered_label_n_total'] = test_n_total
            logger.info("Accuracy on clean-data-triggered-labels: %0.02f for n=%s" %
                        (test_data_statistics['clean_test_triggered_label_accuracy'], str(test_n_total)))

        return test_data_statistics
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  Source code for trojai.modelgen.model_generator

import logging
from typing import Union, Sequence
import torch

from tqdm import tqdm

from .model_generator_interface import ModelGeneratorInterface, validate_model_generator_interface_input
from .config import ModelGeneratorConfig
from .runner import Runner
from .config import modelgen_cfg_to_runner_cfg

logger = logging.getLogger(__name__)


[docs]class ModelGenerator(ModelGeneratorInterface):
    """Generates models based on requested data and saves each to a file."""
    def __init__(self, configs: Union[ModelGeneratorConfig, Sequence[ModelGeneratorConfig]], *args, **kwargs):
        """
        :param configs: (ModelGeneratorConfig or sequence) ModelGeneratorConfig objects configured to generate models
            for a single experiment
        """
        super().__init__(configs)
        self.validate()

[docs]    def run(self, *args, **kwargs) -> None:
        """
        Train and save models as specified.
        :return: None
        """
        loop = tqdm(self.configs, desc='Configurations')
        for cfg in loop:
            loop.set_postfix_str(cfg.experiment_cfg['name'])
            for i in range(cfg.num_models):
                filename = None
                run_id = None
                if cfg.filenames is not None:
                    if isinstance(cfg.filenames, str):
                        filename = cfg.filenames
                    else:
                        filename = cfg.filenames[i]
                elif cfg.run_ids is not None:
                    run_id = cfg.run_ids[i]

                run_cfg = modelgen_cfg_to_runner_cfg(cfg, run_id=run_id, filename=filename)
                runner = Runner(run_cfg, persist_metadata=cfg.experiment_cfg)
                runner.run()

                # clear up memory between runs
                torch.cuda.empty_cache()


[docs]    def validate(self) -> None:
        """
        Validate the provided input when constructing the ModelGenerator interface
        """
        validate_model_generator_interface_input(self.configs)
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  Source code for trojai.modelgen.model_generator_interface

from abc import ABC, abstractmethod
from typing import Union, Sequence
import logging

from .config import ModelGeneratorConfig

logger = logging.getLogger(__name__)


[docs]class ModelGeneratorInterface(ABC):
    """Generates models based on requested data and saves each to a file."""
    def __init__(self, configs: Union[ModelGeneratorConfig, Sequence[ModelGeneratorConfig]]):
        """
        :param configs: configuration objects that specify how to generate models for a single experiment
        """
        self.configs = configs
        if not isinstance(self.configs, Sequence):
            self.configs = [self.configs]

[docs]    @abstractmethod
    def run(self) -> None:
        """
        Train and save models as specified.
        :return: None
        """
        pass




[docs]def validate_model_generator_interface_input(configs: Union[ModelGeneratorConfig, Sequence[ModelGeneratorConfig]]) \
        -> None:
    """
    Validates a ModelGeneratorConfig
    :param configs: (ModelGeneratorConfig or sequence) configurations to be used for model generation
    :return None
    """
    if not (isinstance(configs, ModelGeneratorConfig) or isinstance(configs, Sequence)):
        err_msg = "Expected a ModelGeneratorConfig object or sequence of ModelGeneratorConfig objects for " \
                  "argument 'configs', instead got type: {}".format(type(configs))
        logger.error(err_msg)
        raise TypeError(err_msg)
    if isinstance(configs, Sequence) and len(configs) == 0:
        err_msg = "Emtpy sequence provided for 'configs' argument."
        logger.error(err_msg)
        raise RuntimeError(err_msg)
    if isinstance(configs, Sequence):
        for cfg in configs:
            if not isinstance(cfg, ModelGeneratorConfig):
                err_msg = "non-'ModelGeneratorConfig' type included in argument 'configs': {}".format(type(cfg))
                logger.error(err_msg)
                raise TypeError(err_msg)
    logger.debug("Configuration validated successfully!")
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  Source code for trojai.modelgen.optimizer_interface

from abc import ABC, abstractmethod
from typing import Sequence
import logging

import torch.nn

from torch.utils.data import Dataset
from .training_statistics import EpochStatistics

logger = logging.getLogger(__name__)


[docs]class OptimizerInterface(ABC):
    """Object that performs training and testing of TrojAI models."""
[docs]    @abstractmethod
    def train(self, model: torch.nn.Module, data: Dataset, progress_bar_disable: bool,
              torch_dataloader_kwargs: dict = None) -> (torch.nn.Module, Sequence[EpochStatistics], int):
        """
        Train the given model using parameters in self.training_params
        :param model: (torch.nn.Module) The untrained Pytorch model
        :param data: (CSVDataset) Object containing training data, output 0 from TrojaiDataManager.load_data()
        :param progress_bar_disable: (bool) Don't display the progress bar if True
        :param torch_dataloader_kwargs: additional arguments to pass to PyTorch's DataLoader class
        :return: (torch.nn.Module, EpochStatistics) trained model, a sequence of EpochStatistics objects (one for
            each epoch), and the # of epochs with which the model was trained (useful for early stopping).
        """
        pass


[docs]    @abstractmethod
    def test(self, model: torch.nn.Module, clean_test_data: Dataset, triggered_test_data: Dataset,
             clean_test_triggered_labels_data: Dataset, torch_dataloader_kwargs) -> dict:
        """
        Perform whatever tests desired on the model with clean data and triggered data, return a dictionary of results.
        :param model: (torch.nn.Module) Trained Pytorch model
        :param clean_test_data: (CSVDataset) Object containing clean test data
        :param triggered_test_data: (CSVDataset or None) Object containing triggered test data, None if triggered data
            was not provided for testing
        :param clean_test_triggered_labels_data: triggered part of the training dataset but with correct labels; see
            DataManger.load_data for more information.
        :param torch_dataloader_kwargs: additional arguments to pass to PyTorch's DataLoader class
        :return: (dict) Dictionary of test accuracy results.
            Required key, value pairs are:
                clean_accuracy: (float in [0, 1]) classification accuracy on clean data
                clean_n_total: (int) number of examples in clean test set
            The following keys are optional, but should be used if triggered test data was provided
                triggered_accuracy: (float in [0, 1]) classification accuracy on triggered data
                triggered_n_total: (int) number of examples in triggered test set

        NOTE: This list may be augmented in the future to allow for additional test data collection.
        """
        pass


[docs]    @abstractmethod
    def get_device_type(self) -> str:
        """
        Return a string representation of the type of device used by the optimizer to train the model.
        """
        pass


[docs]    @abstractmethod
    def get_cfg_as_dict(self) -> dict:
        """
        Return a dictionary with key/value pairs that describe the parameters used to train the model.
        """
        pass


    @abstractmethod
    def __deepcopy__(self, memodict={}):
        """
        Required for training on clusters. Return a deep copy of the optimizer.
        """
        pass

    @abstractmethod
    def __eq__(self, other):
        """
        Required for training on clusters. Define how to chech if two optimizers are equal.
        """
        pass

    @abstractmethod
    def __str__(self):
        pass

[docs]    @abstractmethod
    def save(self, fname: str) -> None:
        """
        Save the optimizer to a file
        :param fname - the filename to save the optimizer to
        """
        pass


[docs]    @staticmethod
    @abstractmethod
    def load(fname: str):
        """
        Load an optimizer from disk and return it
        :param fname: the filename where the optimizer is serialized
        :return: The loaded optimizer
        """
        pass
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  Source code for trojai.modelgen.runner

import json
import os
import logging
import types
import glob
import uuid
import time
import collections.abc

import numpy as np
import torch
import torch.nn as nn

from .config import RunnerConfig, DefaultOptimizerConfig
from .training_statistics import TrainingRunStatistics
from .default_optimizer import DefaultOptimizer
from .optimizer_interface import OptimizerInterface
from .utils import make_trojai_model_dict

logger = logging.getLogger(__name__)


[docs]def try_force_json(x):
    """
    Tries to make a value JSON serializable
    """
    try:
        json.dumps(x)
        return x
    except (TypeError, OverflowError):
        # try to see if datatypes can be converted before giving up
        if isinstance(x, torch.Tensor):
            x = x.data.cpu().numpy().tolist()
        elif isinstance(x, np.ndarray):
            x = x.tolist()
        elif callable(x):
            x = str(x)
        try:
            json.dumps(x)
            return x
        except (TypeError, OverflowError):
            return None



[docs]def try_serialize(d, u):
    # adapted from: https://stackoverflow.com/a/3233356/1057098
    for k, v in u.items():
        if isinstance(v, collections.abc.Mapping):
            d[k] = try_serialize(d.get(k, {}), v)
        else:
            v_new = try_force_json(v)
            if v_new is not None:
                d[k] = v_new
    return d



[docs]def add_numerical_extension(path, filename):
    # check if any files already exist in that directory w/ digit extensions or not, and get the filename of interest
    existing_fnames = glob.glob(os.path.join(path, filename + '.*'))
    if len(existing_fnames) > 0:
        # remove the .json & csv files from consideration
        existing_fnames = [os.path.basename(x) for x in existing_fnames if '.json' not in x]
        existing_fnames = [os.path.basename(x) for x in existing_fnames if '.csv' not in x]
        max_cur_digit_ext = 1
        max_cur_digit_fname_without_ext, _ = os.path.splitext(existing_fnames[0])
        # iterate through the filenames and find the maximum integer extension
        for f in existing_fnames:
            fname_without_ext, ext = os.path.splitext(f)
            try:
                ext_val = int(ext[1:])  # the [1:] is needed to remove the . from the extension
                if ext_val > max_cur_digit_ext:
                    max_cur_digit_ext = ext_val
                    max_cur_digit_fname_without_ext = fname_without_ext
            except ValueError:
                pass
        next_digit_ext = max_cur_digit_ext + 1
        fname_to_return = max_cur_digit_fname_without_ext + '.' + (str(next_digit_ext))
    else:
        fname_without_ext, ext = os.path.splitext(filename)
        try:
            cur_digit_ext = int(ext[1:])  # the [1:] is needed to remove the . from the extension
            next_digit_ext = cur_digit_ext + 1
            fname_to_return = fname_without_ext + '.' + (str(next_digit_ext))
        except ValueError:
            fname_to_return = filename + '.1'

    return fname_to_return



[docs]class Runner:
    """
    Fundamental unit of model generation, which trains a model as specified in a RunnerConfig object.
    """

    def __init__(self, runner_cfg: RunnerConfig,
                 persist_metadata: dict = None):
        """
        Initialize a model runner, which sets up the Optimizer, passes data to the optimizer, and collects the
        trained model and associated statistics
        :param runner_cfg: (RunnerConfig) Object that contains necessary data and objects to train a model using
            this runner.
        :param persist_metadata: (dict), if not None, the contents of this are appended to the output summary
        dictionary. This can allow for easy tracking of results if they are being collated by an additional process.
        """
        if not isinstance(runner_cfg, RunnerConfig):
            msg = "Expected a RunnerConfig object for argument 'runner_config', instead got " \
                  "type {}".format(type(runner_cfg))
            logger.error(msg)
            raise TypeError(msg)
        self.cfg = runner_cfg
        # todo: make this a type check like with runner_cfg? To reduce confusion if metadata is not a dict but code
        #   runs; make warning
        if persist_metadata is None or not isinstance(persist_metadata, dict):
            msg = "Argument 'persist_metadata' was not None nor type 'dict'. Argument will be ignored."
            logger.warning(msg)
            self.persist_info = {}
        else:
            self.persist_info = persist_metadata

[docs]    def run(self) -> None:
        """Trains a model and saves it and the associated model statistics"""
        train_data, clean_test_data, triggered_test_data, clean_test_triggered_labels_data, \
        train_dataset_desc, clean_test_dataset_desc, triggered_test_dataset_desc, clean_test_triggered_labels_desc \
            = self.cfg.data.load_data()
        arch_factory_kwargs = {} if self.cfg.arch_factory_kwargs is None else self.cfg.arch_factory_kwargs
        train_dataloader_kwargs = self.cfg.data.train_dataloader_kwargs
        test_dataloader_kwargs = self.cfg.data.test_dataloader_kwargs

        if self.cfg.arch_factory_kwargs_generator is not None:
            arch_factory_kwargs.update(self.cfg.arch_factory_kwargs_generator(train_dataset_desc,
                                                                              clean_test_dataset_desc,
                                                                              triggered_test_dataset_desc))

        model = self.cfg.arch_factory.new_architecture(**arch_factory_kwargs)
        if self.cfg.parallel:
            num_available_gpus = torch.cuda.device_count()
            logger.info("Attempting to use " + str(num_available_gpus) + " GPUs for training!")
            model = nn.DataParallel(model)

        model_stats = TrainingRunStatistics()
        # TODO: this is hacked to deal w/ text data, we need to make this better
        training_cfg_list = []
        t1 = time.time()
        if isinstance(train_data, types.GeneratorType):
            for data, optimizer in zip(train_data, self.cfg.optimizer_generator):  # both are generators
                model, epoch_training_stats, num_epochs_trained, best_val_epoch = \
                    optimizer.train(model, data, train_dataloader_kwargs, use_amp=self.cfg.amp)
                model_stats.add_epoch(epoch_training_stats)
                model_stats.add_num_epochs_trained(num_epochs_trained)
                model_stats.add_best_epoch_val(best_val_epoch)
                # add training configuration information to data to be saved
                training_cfg_list.append(self._get_training_cfg(optimizer))
        else:
            optimizer = next(self.cfg.optimizer_generator)
            model, training_stats, num_epochs_trained, best_val_epoch = \
                optimizer.train(model, train_data, train_dataloader_kwargs, use_amp=self.cfg.amp)
            model_stats.add_epoch(training_stats)
            model_stats.add_num_epochs_trained(num_epochs_trained)
            model_stats.add_best_epoch_val(best_val_epoch)
            # add training configuration information to data to be saved
            training_cfg_list.append(self._get_training_cfg(optimizer))
        t2 = time.time()
        # NOTE: The test function used here is one corresponding to the last optimizer used for training. An exception
        #  will be raised if no training occurred, but validation code prior to this line should prevent this from
        #  ever happening.
        test_acc = optimizer.test(model, clean_test_data, triggered_test_data, clean_test_triggered_labels_data, test_dataloader_kwargs)
        t3 = time.time()

        # Save model train/test statistics and other relevant information
        model_stats.autopopulate_final_summary_stats()
        model_stats.set_final_clean_data_test_acc(test_acc['clean_accuracy'])
        model_stats.set_final_clean_data_n_total(test_acc['clean_n_total'])
        model_stats.set_final_triggered_data_test_acc(test_acc.get('triggered_accuracy', None))
        model_stats.set_final_triggered_data_n_total(test_acc.get('triggered_n_total', None))
        model_stats.set_final_clean_data_triggered_label_test_acc(
            test_acc.get('clean_test_triggered_label_accuracy', None))
        model_stats.set_final_clean_data_triggered_label_n(test_acc.get('clean_test_triggered_label_n_total', None))

        # add training/test wall-times to stats
        self.persist_info['training_wall_time_sec'] = t2 - t1
        self.persist_info['test_wall_time_sec'] = t3 - t2

        self._save_model_and_stats(model, model_stats, training_cfg_list)


    @staticmethod
    def _get_training_cfg(optimizer):
        if isinstance(optimizer, DefaultOptimizerConfig):
            training_cfg = optimizer.training_cfg.get_cfg_as_dict()
        elif isinstance(optimizer, DefaultOptimizer) or isinstance(optimizer, OptimizerInterface):
            training_cfg = optimizer.get_cfg_as_dict()
        else:
            msg = "Unable to get training_cfg from optimizer(_cfg): {}, returning empty dict".format(optimizer)
            logger.warning(msg)
            training_cfg = dict()
        return training_cfg

    def _save_model_and_stats(self, model: nn.Module, stats: TrainingRunStatistics, training_cfg_list: list):
        model_path = self.cfg.model_save_dir
        if not os.path.isdir(model_path):
            try:
                os.makedirs(model_path)
            except IOError as e:
                logger.error(e)
        stats_path = self.cfg.stats_save_dir
        if not os.path.isdir(model_path):
            try:
                os.makedirs(model_path)
            except IOError as e:
                logger.error(e)

        extn = '.pt'

        if self.cfg.filename is not None:
            filename = self.cfg.filename
            if os.path.splitext(filename)[1] != extn:
                filename += extn
        else:
            if self.cfg.run_id is not None:
                filename = model.__class__.__name__ + '_id' + str(self.cfg.run_id)
            else:
                filename = model.__class__.__name__
            if self.persist_info is not None and 'name' in self.persist_info:
                filename += '_' + self.persist_info['name']
            filename += extn

        if self.cfg.save_with_hash:
            filename += '.' + str(uuid.uuid1().hex)
        else:
            filename = add_numerical_extension(model_path, filename)

        model.eval()
        model_output_fname = os.path.join(model_path, filename)
        stats_output_fname = os.path.join(stats_path, filename + '.stats.json')
        detailed_stats_output_fname = os.path.join(stats_path, filename + '.stats.detailed.csv')

        logger.info("Saving trained model to " + str(model_output_fname) + " in PyTorch format.")
        if self.cfg.parallel:
            model = model.module
        model.cpu()  # move to cpu before saving to simplify loading the model
        if self.cfg.model_save_format == 'pt':
            torch.save(model, model_output_fname)
        elif self.cfg.model_save_format == 'state_dict':
            save_dict = make_trojai_model_dict(model)
            torch.save(save_dict, model_output_fname)
        model_training_stats_dict = stats.get_summary()
        for i, cfg in enumerate(training_cfg_list):
            # remove function handles from the training_cfg which have been copied over
            cfg.pop('val_data_transform', None)
            cfg.pop('val_label_transform', None)
            model_training_stats_dict.update({"optimizer_" + str(i): cfg})
        # add experiment configuration to the dictionary which gets printed
        model_training_stats_dict.update(self.persist_info)

        # try to make every value JSON Serializable
        model_training_stats_serialized = dict()
        model_training_stats_serialized = try_serialize(model_training_stats_serialized, model_training_stats_dict)

        # send the statistics to the logger
        logger.info(str(model_training_stats_serialized))

        # save the entire dict as a json object
        with open(stats_output_fname, 'w') as fp:
            json.dump(model_training_stats_serialized, fp, indent=2)
        # save detailed statistics
        stats.save_detailed_stats_to_disk(detailed_stats_output_fname)
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  Source code for trojai.modelgen.torchtext_optimizer

import logging
import os
from typing import Sequence, Any, Callable
import copy
import cloudpickle as pickle
import numpy as np
from tqdm import tqdm

import torch
import torch.nn as nn
import torch.optim as optim
from torch.utils.tensorboard import SummaryWriter
from torchtext.data.iterator import Iterator as TextDataIterator
from torchtext.data.iterator import BucketIterator
import torchtext
import torch.nn.utils.clip_grad as torch_clip_grad

from .datasets import CSVTextDataset
from .training_statistics import EpochStatistics, EpochTrainStatistics, EpochValidationStatistics
from .optimizer_interface import OptimizerInterface
from .default_optimizer import _running_eval_acc, _save_nandata, _validate_soft_to_hard_args
from .config import TorchTextOptimizerConfig
from .constants import VALID_OPTIMIZERS, MAX_EPOCHS

logger = logging.getLogger(__name__)


[docs]class TorchTextOptimizer(OptimizerInterface):
    """
    An optimizer for training and testing LSTM models. Currently in a prototype state.
    """

    def __init__(self, optimizer_cfg: TorchTextOptimizerConfig = None):
        """
        Initializes the optimizer with an TorchTextOptimizerConfig
        :param optimizer_cfg: the configuration used to initialize the TorchTextOptimizer
        """
        if optimizer_cfg is None:
            logger.info("Using default parameters to setup Optimizer!")
            self.optimizer_cfg = TorchTextOptimizerConfig()
        elif not isinstance(optimizer_cfg, TorchTextOptimizerConfig):
            msg = "optimizer_cfg must be of type TorchTextOptimizerConfig"
            logger.error(msg)
            raise TypeError(msg)
        else:
            self.optimizer_cfg = optimizer_cfg

        # setup parameters for training here
        self.device = self.optimizer_cfg.training_cfg.device

        if not callable(self.optimizer_cfg.training_cfg.objective):
            self.loss_function_str = self.optimizer_cfg.training_cfg.objective.lower()
            if self.loss_function_str == "cross_entropy_loss":
                self.loss_function = nn.CrossEntropyLoss(**self.optimizer_cfg.training_cfg.objective_kwargs)
            elif self.loss_function_str == 'bcewithlogitsloss':
                self.loss_function = nn.BCEWithLogitsLoss(**self.optimizer_cfg.training_cfg.objective_kwargs)
            else:
                msg = self.loss_function_str + ": Unsupported objective function!"
                logger.error(msg)
                raise ValueError(msg)
        else:
            self.loss_function = self.optimizer_cfg.training_cfg.objective
        self.loss_function.to(self.device)

        self.lr = self.optimizer_cfg.training_cfg.lr
        # setup learning rate scheduler if desired
        self.lr_scheduler = None

        self.optimizer_str = self.optimizer_cfg.training_cfg.optim.lower()
        self.optimizer = None
        self.optim_kwargs = self.optimizer_cfg.training_cfg.optim_kwargs

        self.batch_size = self.optimizer_cfg.training_cfg.batch_size
        self.num_epochs = self.optimizer_cfg.training_cfg.epochs
        self.save_best_model = self.optimizer_cfg.training_cfg.save_best_model

        self.str_description = "{'batch_size':%d, 'num_epochs':%d, 'device':'%s', 'lr':%.5e, 'loss_function':'%s', " \
                               "'optimizer':'%s'}" % \
                               (self.batch_size, self.num_epochs, self.device.type, self.lr, self.loss_function_str,
                                self.optimizer_str)

        # setup configuration for logging and tensorboard
        self.num_batches_per_logmsg = self.optimizer_cfg.reporting_cfg.num_batches_per_logmsg
        self.num_epochs_per_metrics = self.optimizer_cfg.reporting_cfg.num_epochs_per_metrics
        self.num_batches_per_metrics = self.optimizer_cfg.reporting_cfg.num_batches_per_metrics

        # raise error if train/val split is not set properly for either saving best model
        # or for early stopping
        if self.optimizer_cfg.training_cfg.early_stopping or self.save_best_model:
            self.num_epochs_per_metrics = 1
            logger.warning("Overriding num_epochs_per_metrics due to early-stopping or saving-best-model!")

        if self.device.type == 'cpu' and self.num_batches_per_metrics:
            logger.warning('Training will be VERY SLOW on a CPU with num_batches_per_val_dataset_metrics set to a '
                           'value other than None.  If validation dataset metrics are still desired, '
                           'consider increasing this value to speed up training')

        tensorboard_output_dir = self.optimizer_cfg.reporting_cfg.tensorboard_output_dir
        self.tb_writer = None
        if tensorboard_output_dir:
            self.tb_writer = SummaryWriter(tensorboard_output_dir)

        optimizer_cfg_str = 'Optimizer[%s] Configured as: loss[%s], learning-rate[%.5e], batch-size[%d] ' \
                            'num-epochs[%d] Device[%s]' % \
                            (self.optimizer_str, str(self.loss_function), self.lr, self.batch_size, self.num_epochs,
                             self.device.type)
        reporting_cfg_str = 'Reporting Configured as: num_batches_per_log_message[%d] tensorboard_dir[%s]' % \
                            (self.num_batches_per_logmsg, tensorboard_output_dir)
        nbpm_print = self.num_batches_per_metrics if self.num_batches_per_metrics else -1
        metrics_capture_str = 'Metrics capturing configured as: num_epochs_per_metric[%d] ' \
                              'num_batches_per_epoch_per_metric[%d]' % \
                              (self.num_epochs_per_metrics, nbpm_print)
        logger.info(self.str_description)
        logger.info(optimizer_cfg_str)
        logger.info(reporting_cfg_str)
        logger.info(metrics_capture_str)

    def __str__(self):
        return self.str_description

    def __deepcopy__(self, memodict={}):
        optimizer_cfg_copy = copy.deepcopy(self.optimizer_cfg)
        # WARNING: this assumes that none of the derived attributes have been changed after construction!
        return TorchTextOptimizer(TorchTextOptimizerConfig(optimizer_cfg_copy.training_cfg,
                                                           optimizer_cfg_copy.reporting_cfg))

    def __eq__(self, other: Any):
        try:
            if self.optimizer_cfg == other.optimizer_cfg:
                # we still check the derived attributes to ensure that they remained the same after
                # after construction
                if self.device.type == other.device.type and self.loss_function_str == other.loss_function_str and \
                        self.lr == other.lr and self.optimizer_str == other.optimizer_str and \
                        self.batch_size == other.batch_size and self.num_epochs == other.num_epochs and \
                        self.str_description == other.str_description and \
                        self.num_batches_per_logmsg == other.num_batches_per_logmsg and \
                        self.num_epochs_per_metrics == other.num_epochs_per_metrics and \
                        self.num_batches_per_metrics == other.num_batches_per_metrics and \
                        self.tb_writer.log_dir == other.tb_writer.log_dir:
                    return True
            else:
                return False
        except AttributeError:
            return False

[docs]    def get_cfg_as_dict(self) -> dict:
        return self.optimizer_cfg.training_cfg.get_cfg_as_dict()


[docs]    def get_device_type(self) -> str:
        """
        :return: a string representing the device used to train the model
        """
        return self.device.type


[docs]    def save(self, fname: str) -> None:
        """
        Saves the configuration object used to construct the TorchTextOptimizer.
        NOTE: because the TorchTextOptimizer object itself is not persisted, but rather the
          TorchTextOptimizerConfig object, the state of the object does not persist!
        :param fname: the filename to save the TorchTextOptimizer's configuration.
        """
        self.optimizer_cfg.save(fname)


[docs]    @staticmethod
    def load(fname: str) -> OptimizerInterface:
        """
        Reconstructs an TorchTextOptimizer, by loading the configuration used to construct the original
        TorchTextOptimizer, and then creating a new TorchTextOptimizer object from the saved configuration
        :param fname: The filename of the saved TorchTextOptimizer
        :return: an TorchTextOptimizer object
        """
        with open(fname, 'rb') as f:
            loaded_optimzier_cfg = pickle.load(f)
        return TorchTextOptimizer(loaded_optimzier_cfg)


    def _eval_loss_function(self, y_hat: torch.Tensor, y_truth: torch.Tensor) -> torch.Tensor:
        """
        Wrapper for evaluating the loss function to abstract out any data casting we need to do
        :param y_hat: the predicted y-value
        :param y_truth: the actual y-value
        :return: the loss associated w/ the prediction and actual
        """
        if self.loss_function_str == "cross_entropy_loss":
            train_loss = self.loss_function(y_hat, y_truth.long())
        else:
            train_loss = self.loss_function(y_hat, y_truth)
        return train_loss

[docs]    @staticmethod
    def train_val_dataset_split(dataset: torchtext.data.Dataset, split_amt: float, val_data_transform: Callable,
                                val_label_transform: Callable) \
            -> (torchtext.data.Dataset, torchtext.data.Dataset):
        """
        Splits a torchtext dataset (of type: torchtext.data.Dataset) into train/test.
        NOTE: although this has the same functionality as default_optimizer.train_val_dataset_split, it works with a
         torchtext.data.Dataset object rather than torch.utils.data.Dataset.
        TODO:
          [ ] - specify random seed to torch splitter
        :param dataset: the dataset to be split
        :param split_amt: fraction specificing the validation dataset size relative to the whole.  1-split_amt will
                          be the size of the training dataset
        :param val_data_transform: (function: any -> any) how to transform the validation data to fit
                into the desired model and objective function
        :param val_label_transform: (function: any -> any) how to transform the validation labels
        :return: a tuple of the train and validation datasets
        """

        if split_amt < 0 or split_amt > 1:
            msg = "Dataset split amount must be between 0 and 1"
            logger.error(msg)
            raise ValueError(msg)
        if np.isclose(split_amt, 0.):
            train_dataset = dataset
            val_dataset = None
        else:
            train_dataset, val_dataset = dataset.split(1 - split_amt)
            val_dataset.data_transform = val_data_transform
            val_dataset.label_transform = val_label_transform
        return train_dataset, val_dataset


    @staticmethod
    def _eval_acc(data_loader, model, device=torch.device('cpu'),
                  soft_to_hard_fn: Callable = None,
                  soft_to_hard_fn_kwargs: dict = None,
                  loss_fn: Callable = None):
        """
        Evaluates a model against a dataset encompassed by a data loader, which has
        an underlying torchtext dataset.  The functionality is the same as default_optimizer._eval_acc,
        but used for torchtext.utils.Dataset rather than a torch.data.utils.Dataset
        """
        soft_to_hard_fn, soft_to_hard_fn_kwargs = _validate_soft_to_hard_args(soft_to_hard_fn,
                                                                              soft_to_hard_fn_kwargs)

        n_correct = None
        n_total = None
        model.eval()

        total_val_loss = 0.
        with torch.no_grad():
            for val_batch_idx, batch in enumerate(data_loader):
                if model.packed_padded_sequences:
                    text, text_lengths = batch.text
                    x = (text, text_lengths)
                    predictions = model(text, text_lengths).squeeze(1)
                else:
                    x = batch.text
                    predictions = model(batch.text).squeeze(1)

                if loss_fn is not None:
                    loss_tensor = loss_fn(predictions, batch.label)
                    batch_loss = loss_tensor.item()
                    total_val_loss += batch_loss

                running_acc, n_total, n_correct = _running_eval_acc(predictions, batch.label,
                                                                    n_total=n_total,
                                                                    n_correct=n_correct,
                                                                    soft_to_hard_fn=soft_to_hard_fn,
                                                                    soft_to_hard_fn_kwargs=soft_to_hard_fn_kwargs)

                if (loss_fn is not None and np.isnan(batch_loss)) or np.isnan(running_acc):
                    _save_nandata(x, predictions, batch.label, loss_tensor, batch_loss,
                                  running_acc, n_total, n_correct, model)

        total_val_loss /= float(len(data_loader))
        return running_acc, n_total, n_correct, total_val_loss

[docs]    def convert_dataset_to_dataiterator(self, dataset: CSVTextDataset, batch_size: int=None) -> TextDataIterator:
        # NOTE: we use the argument drop_last for the DataLoader (used for the CSVDataset), but no such argument
        # exists for the BucketIterator.  TODO: test whether this might become a problem.
        if not batch_size:
            batch_size_in = self.batch_size
        else:
            batch_size_in = batch_size
        return BucketIterator(dataset, batch_size_in, device=self.device, sort_within_batch=True)


[docs]    def train(self, net: torch.nn.Module, dataset: CSVTextDataset, progress_bar_disable: bool = False,
              torch_dataloader_kwargs: dict = None) -> (torch.nn.Module, Sequence[EpochStatistics], int):
        """
        Train the network.
        :param net: the model to train
        :param dataset: the dataset to train the network on
        :param progress_bar_disable: if True, disables the progress bar
        :param torch_dataloader_kwargs: additional arguments to pass to PyTorch's DataLoader class
        :return: the trained network, list of EpochStatistics objects, and the # of epochs on which teh net was trained
        """
        net = net.to(self.device)

        net.train()  # put network into training mode
        if self.optimizer_str == 'adam':
            self.optimizer = optim.Adam(net.parameters(), lr=self.lr, **self.optim_kwargs)
        elif self.optimizer_str == 'sgd':
            self.optimizer = optim.SGD(net.parameters(), lr=self.lr, **self.optim_kwargs)
        elif self.optimizer_str not in VALID_OPTIMIZERS:
            msg = self.optimizer_str + " is not a supported optimizer!"
            logger.error(msg)
            raise ValueError(msg)
        else:
            msg = self.optimizer_str + " not yet implemented!"
            logger.error(msg)
            raise NotImplementedError(msg)
        if self.optimizer_cfg.training_cfg.lr_scheduler is not None:
            self.lr_scheduler = self.optimizer_cfg.training_cfg.lr_scheduler(self.optimizer,
                                                                             **self.optimizer_cfg.training_cfg.lr_scheduler_init_kwargs)


        # split into train & validation datasets, and setup data loaders according to their type
        train_dataset, val_dataset = TorchTextOptimizer.train_val_dataset_split(dataset,
                                                                                self.optimizer_cfg.training_cfg.train_val_split,
                                                                                self.optimizer_cfg.training_cfg.val_data_transform,
                                                                                self.optimizer_cfg.training_cfg.val_label_transform)
        train_loader = self.convert_dataset_to_dataiterator(train_dataset)
        val_loader = self.convert_dataset_to_dataiterator(val_dataset) if val_dataset else []

        # before training - we should transfer the embedding to the model weights if desired by the user
        if self.optimizer_cfg.copy_pretrained_embeddings:
            if hasattr(net, 'embedding'):
                pretrained_embeddings = dataset.text_field.vocab.vectors
                net.embedding.weight.data.copy_(pretrained_embeddings)
                # get the indices in the embedding which correspond to the UNK and the PAD characters
                UNK_IDX = dataset.text_field.vocab.stoi[dataset.text_field.unk_token]
                PAD_IDX = dataset.text_field.vocab.stoi[dataset.text_field.pad_token]
                # UNK_IDX and PAD_IDX are initialized to a N(0,1) distribution, per our arguments to the build_vocab function
                #  but we zero it out.
                #  Per: https://github.com/bentrevett/pytorch-sentiment-analysis/blob/master/2%20-%20Upgraded%20Sentiment%20Analysis.ipynb
                #  it is better to do this to train the model to konw that pad and unk are irrelevant in the classification task
                net.embedding.weight.data[UNK_IDX] = torch.zeros(net.embedding_dim)
                net.embedding.weight.data[PAD_IDX] = torch.zeros(net.embedding_dim)
            else:
                msg = "Cannot copy pretrained embeddings to network which doesn't have an attribute 'embedding'!"
                logger.error(msg)
                raise ValueError(msg)

        # use validation in training? provide as option?
        epoch_stats = []
        best_net = None
        best_validation_acc = -999
        best_val_loss = np.inf
        best_val_loss_epoch = -1

        num_epochs_to_monitor = 1
        if self.optimizer_cfg.training_cfg.early_stopping:
            num_epochs_to_monitor = self.optimizer_cfg.training_cfg.early_stopping.num_epochs

        epoch = 0
        done = False
        while not done:
            train_stats, validation_stats = self.train_epoch(net, train_loader, val_loader, epoch,
                                                             progress_bar_disable=progress_bar_disable)
            epoch_training_stats = EpochStatistics(epoch, train_stats, validation_stats)
            epoch_stats.append(epoch_training_stats)

            # TODO: save best model should use same criterion as early stopping (val-loss rather than val-acc)?
            if self.save_best_model:
                # use validation accuracy as the metric for deciding the best model
                if validation_stats.get_val_acc() >= best_validation_acc:
                    msg = "Updating best model with epoch:[%d] accuracy[%0.02f].  Previous best validation " \
                          "accuracy was: %0.02f" % (epoch, validation_stats.get_val_acc(), best_validation_acc)
                    logger.info(msg)
                    best_net = copy.deepcopy(net)
                    best_validation_acc = validation_stats.get_val_acc()

            # early stopping
            # record the val loss of the last batch in the epoch.  if N epochs after the best val_loss, we have not
            # improved the val-loss by atleast eps, we quit
            if self.optimizer_cfg.training_cfg.early_stopping:
                # EarlyStoppingConfig validates that eps > 0 as well ..
                if validation_stats.get_val_loss() < (
                        best_val_loss - np.abs(self.optimizer_cfg.training_cfg.early_stopping.val_loss_eps)):
                    best_val_loss = validation_stats.get_val_loss()
                    best_val_loss_epoch = epoch
                    best_net = copy.deepcopy(net)
                    logger.info('EarlyStopping - NewBest >> best_val_loss:%0.04f best_val_loss_epoch:%d' %
                                (best_val_loss, best_val_loss_epoch))
                elif epoch >= (best_val_loss_epoch + num_epochs_to_monitor):
                    epoch += 1  # we do this b/c of the break to keep the accounting of epoch # returned to
                    # the user to be one based
                    msg = "Exiting training loop in epoch: %d - due to early stopping criterion being met!" \
                          % (epoch,)
                    logger.warning(msg)
                    done = True

            epoch += 1
            if self.optimizer_cfg.training_cfg.early_stopping:
                # in case something goes wrong, we exit after training a long time ...
                if epoch >= MAX_EPOCHS:
                    done = True
            else:
                if epoch >= self.num_epochs:
                    done = True

        if self.save_best_model or self.optimizer_cfg.training_cfg.early_stopping:
            return best_net, epoch_stats, epoch, best_val_loss_epoch
        else:
            return net, epoch_stats, epoch, best_val_loss_epoch


[docs]    def train_epoch(self, model: nn.Module, train_loader: TextDataIterator, val_loader: TextDataIterator,
                    epoch_num: int, progress_bar_disable: bool = False):
        """
        Runs one epoch of training on the specified model

        :param model: the model to train for one epoch
        :param train_loader: a DataLoader object pointing to the training dataset
        :param val_loader: a DataLoader object pointing to the validation dataset
        :param epoch_num: the epoch number that is being trained
        :param progress_bar_disable: if True, disables the progress bar
        :return: a list of statistics for batches where statistics were computed
        """

        pid = os.getpid()
        train_dataset_len = len(train_loader.dataset)
        loop = tqdm(train_loader, disable=progress_bar_disable)

        train_n_correct, train_n_total = None, None
        val_n_correct, val_n_total = None, None
        sum_batchmean_train_loss = 0
        running_train_acc = 0
        num_batches = len(train_loader)
        # put network into training mode
        model.train()
        for batch_idx, batch in enumerate(loop):
            # zero out previous gradient computations
            self.optimizer.zero_grad()

            # get predictions based on input & weights learned so far
            if model.packed_padded_sequences:
                text, text_lengths = batch.text
                x = (text, text_lengths)
                predictions = model(text, text_lengths).squeeze(1)
            else:
                x = batch.text
                predictions = model(batch.text).squeeze(1)

            # compute metrics
            batch_train_loss = self._eval_loss_function(predictions, batch.label)
            sum_batchmean_train_loss += batch_train_loss.item()
            running_train_acc, train_n_total, train_n_correct = \
                _running_eval_acc(predictions, batch.label, n_total=train_n_total, n_correct=train_n_correct,
                                  soft_to_hard_fn=self.optimizer_cfg.training_cfg.soft_to_hard_fn,
                                  soft_to_hard_fn_kwargs=self.optimizer_cfg.training_cfg.soft_to_hard_fn_kwargs)

            if np.isnan(sum_batchmean_train_loss) or np.isnan(running_train_acc):
                _save_nandata(x, predictions, batch.label, batch_train_loss, sum_batchmean_train_loss, running_train_acc,
                              train_n_total, train_n_correct, model)

            # compute gradient
            batch_train_loss.backward()

            # perform gradient clipping if configured
            if self.optimizer_cfg.training_cfg.clip_grad:
                if self.optimizer_cfg.training_cfg.clip_type == 'norm':
                    # clip_grad_norm_ modifies gradients in place
                    #  see: https://pytorch.org/docs/stable/_modules/torch/nn/utils/clip_grad.html
                    torch_clip_grad.clip_grad_norm_(model.parameters(), self.optimizer_cfg.training_cfg.clip_val,
                                                    **self.optimizer_cfg.training_cfg.clip_kwargs)
                elif self.optimizer_cfg.training_cfg.clip_type == 'val':
                    # clip_grad_val_ modifies gradients in place
                    #  see: https://pytorch.org/docs/stable/_modules/torch/nn/utils/clip_grad.html
                    torch_clip_grad.clip_grad_value_(model.parameters(), self.optimizer_cfg.training_cfg.clip_val)
                else:
                    msg = "Unknown clipping type for gradient clipping!"
                    logger.error(msg)
                    raise ValueError(msg)

            self.optimizer.step()

            loop.set_description('Epoch {}/{}'.format(epoch_num + 1, self.num_epochs))
            loop.set_postfix(avg_train_loss=batch_train_loss.item())

            # report batch statistics to tensorboard
            if self.tb_writer:
                try:
                    batch_num = int(epoch_num * num_batches + batch_idx)
                    self.tb_writer.add_scalar(self.optimizer_cfg.reporting_cfg.experiment_name + '-train_loss',
                                              batch_train_loss.item(), global_step=batch_num)
                    self.tb_writer.add_scalar(self.optimizer_cfg.reporting_cfg.experiment_name + '-running_train_acc',
                                              running_train_acc, global_step=batch_num)
                except:
                    # TODO: catch specific exceptions!
                    pass

            if batch_idx % self.num_batches_per_logmsg == 0:
                logger.info('{}\tTrain Epoch: {} [{}/{} ({:.0f}%)]\tTrainLoss: {:.6f}\tTrainAcc: {:.6f}'.format(
                    pid, epoch_num, batch_idx * len(batch), train_dataset_len,
                                    100. * batch_idx / num_batches, batch_train_loss.item(), running_train_acc))
        train_stats = EpochTrainStatistics(running_train_acc, sum_batchmean_train_loss / float(num_batches))

        # if we have validation data, we compute on the validation dataset
        validation_stats = None
        num_val_batches = len(val_loader)
        if num_val_batches > 0:
            logger.info('Running validation')
            val_acc, _, _, val_loss = TorchTextOptimizer._eval_acc(val_loader, model, device=self.device,
                                                                   soft_to_hard_fn=self.optimizer_cfg.training_cfg.soft_to_hard_fn,
                                                                   soft_to_hard_fn_kwargs=self.optimizer_cfg.training_cfg.soft_to_hard_fn_kwargs,
                                                                   loss_fn=self._eval_loss_function)
            validation_stats = EpochValidationStatistics(val_acc, val_loss, None, None)

            logger.info('{}\tTrain Epoch: {} \tValLoss: {:.6f}\tValAcc: {:.6f}'.format(
                pid, epoch_num, val_loss, val_acc))

            if self.tb_writer:
                try:
                    batch_num = int((epoch_num + 1) * num_batches)
                    self.tb_writer.add_scalar(self.optimizer_cfg.reporting_cfg.experiment_name +
                                              '-validation_loss', val_loss, global_step=batch_num)
                    self.tb_writer.add_scalar(self.optimizer_cfg.reporting_cfg.experiment_name +
                                              '-validation_acc', val_acc, global_step=batch_num)
                except:
                    # TODO: catch specific exceptions!
                    pass

        # update the lr-scheduler if necessary
        if self.lr_scheduler is not None:
            if self.optimizer_cfg.training_cfg.lr_scheduler_call_arg is None:
                self.lr_scheduler.step()
            elif self.optimizer_cfg.training_cfg.lr_scheduler_call_arg.lower() == 'val_acc':
                if num_val_batches > 0:  # this check ensures that this variable is defined
                    self.lr_scheduler.step(val_acc)
                else:
                    msg = "val_acc not defined b/c validation dataset is not defined! Ignoring LR step!"
                    logger.warning(msg)
            elif self.optimizer_cfg.training_cfg.lr_scheduler_call_arg.lower() == 'val_loss':
                if num_val_batches > 0:
                    self.lr_scheduler.step(val_loss)
                else:
                    msg = "val_loss not defined b/c validation dataset is not defined! Ignoring LR step!"
                    logger.warning(msg)
            else:
                msg = "Unknown mode for calling lr_scheduler!"
                logger.error(msg)
                raise ValueError(msg)

        return train_stats, validation_stats


[docs]    def test(self, model: nn.Module, clean_data: CSVTextDataset, triggered_data: CSVTextDataset,
             clean_test_triggered_labels_data: CSVTextDataset, progress_bar_disable: bool = False,
             torch_dataloader_kwargs: dict = None) -> dict:
        """
        Test the trained network
        :param model: the trained module to run the test data through
        :param clean_data: the clean Dataset
        :param triggered_data: the triggered Dataset, if None, not computed
        :param clean_test_triggered_labels_data: triggered part of the training dataset but with correct labels; see
            DataManger.load_data for more information.
        :param progress_bar_disable: if True, disables the progress bar
        :param torch_dataloader_kwargs: additional arguments to pass to PyTorch's DataLoader class
        :return: a dictionary of the statistics on the clean and triggered data (if applicable)
        """
        test_data_statistics = {}
        model.eval()

        # setup for test data batch-size = 1, so that we don't drop last batch if it does not fit fully into a batch
        # see: https://pytorch.org/docs/stable/data.html#data-loading-order-and-sampler
        data_loader = self.convert_dataset_to_dataiterator(clean_data, 1)
        test_acc, test_n_total, _, _ = TorchTextOptimizer._eval_acc(data_loader, model, device=self.device,
                                                                    soft_to_hard_fn=self.optimizer_cfg.training_cfg.soft_to_hard_fn,
                                                                    soft_to_hard_fn_kwargs=self.optimizer_cfg.training_cfg.soft_to_hard_fn_kwargs,
                                                                    loss_fn=None)
        test_data_statistics['clean_accuracy'] = test_acc
        test_data_statistics['clean_n_total'] = test_n_total
        logger.info("Accuracy on clean test data: %0.02f" %
                    (test_data_statistics['clean_accuracy'],))

        if triggered_data is None:
            return test_data_statistics

        # setup for test data batch-size = 1, so that we don't drop last batch if it does not fit fully into a batch
        # see: https://pytorch.org/docs/stable/data.html#data-loading-order-and-sampler
        data_loader = self.convert_dataset_to_dataiterator(triggered_data, 1)
        test_acc, test_n_total, _, _ = TorchTextOptimizer._eval_acc(data_loader, model, device=self.device,
                                                                    soft_to_hard_fn=self.optimizer_cfg.training_cfg.soft_to_hard_fn,
                                                                    soft_to_hard_fn_kwargs=self.optimizer_cfg.training_cfg.soft_to_hard_fn_kwargs,
                                                                    loss_fn=None)
        test_data_statistics['triggered_accuracy'] = test_acc
        test_data_statistics['triggered_n_total'] = test_n_total
        logger.info("Accuracy on triggered test data: %0.02f" %
                    (test_data_statistics['triggered_accuracy'],))

        # Test the classification accuracy on clean data for labels which have corresponding triggered examples.
        # For example, if an MNIST dataset was created with triggered examples only for labels 4 and 5,
        # then this dataset is the subset of data with labels 4 and 5 that don't have the triggers.
        data_loader = self.convert_dataset_to_dataiterator(clean_test_triggered_labels_data, 1)
        test_acc, test_n_total, _, _ = TorchTextOptimizer._eval_acc(data_loader, model, device=self.device,
                                                                    soft_to_hard_fn=self.optimizer_cfg.training_cfg.soft_to_hard_fn,
                                                                    soft_to_hard_fn_kwargs=self.optimizer_cfg.training_cfg.soft_to_hard_fn_kwargs,
                                                                    loss_fn=None)
        test_data_statistics['clean_test_triggered_label_accuracy'] = test_acc
        test_data_statistics['clean_test_triggered_label_n_total'] = test_n_total
        logger.info("Accuracy on clean-data-triggered-labels: %0.02f for n=%s" %
                    (test_data_statistics['clean_test_triggered_label_accuracy'], str(test_n_total)))

        return test_data_statistics
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  Source code for trojai.modelgen.training_statistics

import collections.abc
import json
import logging
from typing import Union, Sequence
import csv
import numpy as np

logger = logging.getLogger(__name__)

"""
Contains classes necessary for collecting statistics on the model during training
"""


[docs]class BatchStatistics:
    """
    Represents the statistics collected from training a batch
    NOTE: this is currently unused!
    """
    def __init__(self, batch_num: int,
                 batch_train_accuracy: float,
                 batch_train_loss: float):
        """
        :param batch_num: (int) batch number of collected statistics
        :param batch_train_accuracy: (float) training set accuracy for this batch
        :param batch_train_loss: (float) training loss for this batch
        """
        self.batch_num = batch_num
        self.batch_train_accuracy = batch_train_accuracy
        self.batch_train_loss = batch_train_loss

[docs]    def get_batch_num(self):
        return self.batch_num


[docs]    def get_batch_train_acc(self):
        return self.batch_train_accuracy


[docs]    def get_batch_train_loss(self):
        return self.batch_train_loss


[docs]    def set_batch_train_acc(self, acc):
        if 0 <= acc <= 100:
            self.batch_train_accuracy = acc
        else:
            msg = "Batch training accuracy should be between 0 and 100!"
            logger.error(msg)
            raise ValueError(msg)


[docs]    def set_batch_train_loss(self, loss):
        self.batch_train_loss = loss




[docs]class EpochTrainStatistics:
    """
    Defines the training statistics for one epoch of training
    """
    def __init__(self, train_acc: float, train_loss: float):
        self.train_acc = train_acc
        self.train_loss = train_loss

        self.validate()

[docs]    def validate(self):
        if not isinstance(self.train_acc, float):
            msg = "train_acc must be a float, got type {}".format(type(self.train_acc))
            logger.error(msg)
            raise ValueError(msg)

        if not isinstance(self.train_loss, float):
            msg = "train_loss must be a float, got type {}".format(type(self.train_loss))
            logger.error(msg)
            raise ValueError(msg)


[docs]    def get_train_acc(self):
        return self.train_acc


[docs]    def get_train_loss(self):
        return self.train_loss




[docs]class EpochValidationStatistics:
    """
    Defines the validation statistics for one epoch of training
    """
    def __init__(self, val_clean_acc, val_clean_loss, val_triggered_acc, val_triggered_loss):
        self.val_clean_acc = val_clean_acc
        self.val_clean_loss = val_clean_loss
        self.val_triggered_acc = val_triggered_acc
        self.val_triggered_loss = val_triggered_loss

        self.validate()

[docs]    def validate(self):
        if self.val_clean_acc is not None and not isinstance(self.val_clean_acc, float):
            msg = "val_clean_acc must be a float, got type {}".format(type(self.val_clean_acc))
            logger.error(msg)
            raise ValueError(msg)

        if self.val_clean_loss is not None and not isinstance(self.val_clean_loss, float):
            msg = "val_clean_loss must be a float, got type {}".format(type(self.val_clean_loss))
            logger.error(msg)
            raise ValueError(msg)

        if self.val_triggered_acc is not None and not isinstance(self.val_triggered_acc, float):
            msg = "val_triggered_acc must be a float, got type {}".format(type(self.val_triggered_acc))
            logger.error(msg)
            raise ValueError(msg)

        if self.val_triggered_loss is not None and not isinstance(self.val_triggered_loss, float):
            msg = "val_triggered_loss must be a float, got type {}".format(type(self.val_triggered_loss))
            logger.error(msg)
            raise ValueError(msg)


[docs]    def get_val_clean_acc(self):
        return self.val_clean_acc


[docs]    def get_val_clean_loss(self):
        return self.val_clean_loss


[docs]    def get_val_triggered_acc(self):
        return self.val_triggered_acc


[docs]    def get_val_triggered_loss(self):
        return self.val_triggered_loss


[docs]    def get_val_loss(self):
        if self.get_val_triggered_loss() is not None and self.get_val_clean_loss() is not None:
            return self.get_val_triggered_loss() + self.get_val_clean_loss()
        elif self.get_val_triggered_loss() is None and self.get_val_clean_loss() is not None:
            return self.get_val_clean_loss()
        elif self.get_val_triggered_loss() is not None and self.get_val_clean_loss() is None:
            return self.get_val_triggered_loss()
        else:
            return None


[docs]    def get_val_acc(self):
        if self.get_val_triggered_acc() is not None and self.get_val_clean_acc() is not None:
            return (self.get_val_triggered_acc() + self.get_val_clean_acc())/2.
        elif self.get_val_triggered_acc() is None and self.get_val_clean_acc() is not None:
            return self.get_val_clean_acc()
        elif self.get_val_triggered_acc() is not None and self.get_val_clean_acc() is None:
            return self.get_val_triggered_acc()
        else:
            return None


    def __repr__(self):
        val_loss = self.get_val_loss()
        val_acc = self.get_val_acc()
        val_loss = val_loss if val_loss is not None else -999
        val_acc = val_acc if val_acc is not None else -999

        return '(%0.04f, %0.04f)' % (val_loss, val_acc)



[docs]class EpochStatistics:
    """
    Contains the statistics computed for an Epoch
    """
    def __init__(self, epoch_num, training_stats=None, validation_stats=None, batch_training_stats=None):
        self.epoch_num = epoch_num
        if not batch_training_stats:
            self.batch_training_stats = []
        self.epoch_training_stats = training_stats
        self.epoch_validation_stats = validation_stats

        self.validate()

[docs]    def add_batch(self, batches: Union[BatchStatistics, Sequence[BatchStatistics]]):
        if isinstance(batches, collections.abc.Sequence):
            self.batch_training_stats.extend(batches)
        else:
            self.batch_training_stats.append(batches)


[docs]    def get_batch_stats(self):
        return self.batch_training_stats


[docs]    def validate(self):
        if not isinstance(self.batch_training_stats, collections.abc.Sequence):
            msg = "batch_training_stats must be None or a list of BatchTrainingStats objects! " \
                  "Got {}".format(self.batch_training_stats)
            logger.error(msg)
            raise ValueError(msg)
        if self.epoch_training_stats and not isinstance(self.epoch_training_stats, EpochTrainStatistics):
            msg = "training_stats must be None or of type: EpochTrainStatistics!, got type " \
                  "{}".format(type(self.epoch_training_stats))
            logger.error(msg)
            raise ValueError(msg)
        if self.epoch_validation_stats and not isinstance(self.epoch_validation_stats, EpochValidationStatistics):
            msg = "validation_stats must be None or of type: EpochValidationStatistics! Instead got type " \
                  "{}".format(type(self.epoch_validation_stats))
            logger.error(msg)
            raise ValueError(msg)


[docs]    def get_epoch_num(self):
        return self.epoch_num


[docs]    def get_epoch_training_stats(self):
        return self.epoch_training_stats


[docs]    def get_epoch_validation_stats(self):
        return self.epoch_validation_stats




[docs]class TrainingRunStatistics:
    """
    Contains the statistics computed for an entire training run, a sequence of epochs
    TODO:
     [ ] - have another function which returns detailed statistics per epoch in an easily serialized manner
    """
    def __init__(self):
        self.stats_per_epoch_list = []

        self.num_epochs_trained_per_optimizer = []

        self.final_train_acc = 0.
        self.final_train_loss = 0.
        self.final_combined_val_acc = 0.
        self.final_combined_val_loss = 0.
        self.final_clean_val_acc = 0.
        self.final_clean_val_loss = 0.
        self.final_triggered_val_acc = 0.
        self.final_triggered_val_loss = 0.
        self.final_clean_data_test_acc = 0.
        self.final_clean_data_n_total = 0
        self.final_triggered_data_test_acc = None
        self.final_triggered_data_n_total = None
        self.final_clean_data_triggered_labels_test_acc = None
        self.final_clean_data_triggered_labels_n_total = None
        self.final_optimizer_num_epochs_trained = 0
        self.final_optimizer_best_epoch_val = -1

[docs]    def add_epoch(self, epoch_stats: Union[EpochStatistics, Sequence[EpochStatistics]]):
        if isinstance(epoch_stats, collections.abc.Sequence):
            self.stats_per_epoch_list.extend(epoch_stats)
        else:
            self.stats_per_epoch_list.append(epoch_stats)


[docs]    def add_num_epochs_trained(self, num_epochs):
        self.num_epochs_trained_per_optimizer.append(num_epochs)


[docs]    def add_best_epoch_val(self, best_epoch):
        self.final_optimizer_best_epoch_val = best_epoch


[docs]    def get_epochs_stats(self):
        return self.stats_per_epoch_list


[docs]    def autopopulate_final_summary_stats(self):
        """
        Uses the information from the final epoch's final batch to auto-populate the following statistics:
            final_train_acc
            final_train_loss
            final_val_acc
            final_val_loss
        """
        final_epoch_training_stats = self.stats_per_epoch_list[self.final_optimizer_best_epoch_val]

        self.set_final_train_acc(final_epoch_training_stats.get_epoch_training_stats().get_train_acc())
        self.set_final_train_loss(final_epoch_training_stats.get_epoch_training_stats().get_train_loss())
        if final_epoch_training_stats.get_epoch_validation_stats():
            self.set_final_val_combined_acc(final_epoch_training_stats.get_epoch_validation_stats().get_val_acc())
            self.set_final_val_combined_loss(final_epoch_training_stats.get_epoch_validation_stats().get_val_loss())

            self.set_final_val_clean_acc(final_epoch_training_stats.get_epoch_validation_stats().get_val_clean_acc())
            self.set_final_val_clean_loss(final_epoch_training_stats.get_epoch_validation_stats().get_val_clean_loss())
            self.set_final_val_triggered_acc(final_epoch_training_stats.get_epoch_validation_stats().get_val_triggered_acc())
            self.set_final_val_triggered_loss(final_epoch_training_stats.get_epoch_validation_stats().get_val_triggered_loss())

        self.final_optimizer_num_epochs_trained = self.num_epochs_trained_per_optimizer[-1]


[docs]    def set_final_train_acc(self, acc):
        if 0 <= acc <= 100:
            self.final_train_acc = acc
        else:
            msg = "Final Training accuracy should be between 0 and 100!"
            logger.error(msg)
            raise ValueError(msg)


[docs]    def set_final_train_loss(self, loss):
        self.final_train_loss = loss


[docs]    def set_final_val_combined_acc(self, acc):
        if acc is None or 0 <= acc <= 100:  # allow for None in case validation metrics are not computed
            self.final_combined_val_acc = acc
        else:
            msg = "Final validation accuracy should be between 0 and 100!"
            logger.error(msg)
            raise ValueError(msg)


[docs]    def set_final_val_combined_loss(self, loss):
        self.final_combined_val_loss = loss


[docs]    def set_final_val_clean_acc(self, acc):
        self.final_clean_val_acc = acc


[docs]    def set_final_val_triggered_acc(self, acc):
        self.final_triggered_val_acc = acc


[docs]    def set_final_val_clean_loss(self, loss):
        self.final_clean_val_loss = loss


[docs]    def set_final_val_triggered_loss(self, loss):
        self.final_triggered_val_loss = loss


[docs]    def set_final_clean_data_test_acc(self, acc):
        if 0 <= acc <= 100:
            self.final_clean_data_test_acc = acc
        else:
            msg = "Final clean data test accuracy should be between 0 and 100!"
            logger.error(msg)
            raise ValueError(msg)


[docs]    def set_final_triggered_data_test_acc(self, acc):
        # we allow None in order to indicate that triggered data wasn't present in this dataset
        if acc is None or 0 <= acc <= 100:
            self.final_triggered_data_test_acc = acc
        else:
            msg = "Final triggered data test accuracy should be between 0 and 100!"
            logger.error(msg)
            raise ValueError(msg)


[docs]    def set_final_clean_data_triggered_label_test_acc(self, acc):
        if acc is None or 0 <= acc <= 100:
            self.final_clean_data_triggered_labels_test_acc = acc
        else:
            msg = "Final clean data test accuracy should be between 0 and 100!"
            logger.error(msg)
            raise ValueError(msg)


[docs]    def set_final_clean_data_n_total(self, n):
        self.final_clean_data_n_total = n


[docs]    def set_final_triggered_data_n_total(self, n):
        self.final_triggered_data_n_total = n


[docs]    def set_final_clean_data_triggered_label_n(self, n):
        self.final_clean_data_triggered_labels_n_total = n


[docs]    def get_summary(self):
        """
        Returns a dictionary of the summary statistics from the training run
        """
        summary_dict = dict()
        summary_dict['final_train_acc'] = self.final_train_acc
        summary_dict['final_train_loss'] = self.final_train_loss
        summary_dict['final_combined_val_acc'] = self.final_combined_val_acc
        summary_dict['final_combined_val_loss'] = self.final_combined_val_loss
        summary_dict['final_clean_val_acc'] = self.final_clean_val_acc
        summary_dict['final_clean_val_loss'] = self.final_clean_val_loss
        summary_dict['final_triggered_val_acc'] = self.final_triggered_val_acc
        summary_dict['final_triggered_val_loss'] = self.final_triggered_val_loss
        summary_dict['final_clean_data_test_acc'] = self.final_clean_data_test_acc
        summary_dict['final_triggered_data_test_acc'] = self.final_triggered_data_test_acc
        summary_dict['final_clean_data_n_total'] = self.final_clean_data_n_total
        summary_dict['final_triggered_data_n_total'] = self.final_triggered_data_n_total
        summary_dict['clean_test_triggered_label_accuracy'] = self.final_clean_data_triggered_labels_test_acc
        summary_dict['clean_test_triggered_label_n_total'] = self.final_clean_data_triggered_labels_n_total
        summary_dict['final_optimizer_num_epochs_trained'] = self.num_epochs_trained_per_optimizer

        return summary_dict


[docs]    def save_summary_to_json(self, json_fname: str) -> None:
        """
        Saves the training summary to a JSON file
        """
        summary_dict = self.get_summary()
        # write it to json
        with open(json_fname, 'w') as fp:
            json.dump(summary_dict, fp)
        logger.info("Wrote summary statistics: %s to %s" % (str(summary_dict), json_fname))


[docs]    def save_detailed_stats_to_disk(self, fname: str) -> None:
        """
        Saves all batch statistics for every epoch as a CSV file

        :param fname: filename to save the detailed information to
        :return: None
        """
        keys = ['epoch_number', 'train_acc', 'train_loss', 'combined_val_acc', 'combined_val_loss',
                'clean_val_acc', 'clean_val_loss', 'triggered_val_acc', 'triggered_val_loss']
        with open(fname, 'w') as output_file:
            # write header first
            dict_writer = csv.DictWriter(output_file, keys)
            dict_writer.writeheader()
            for ii, e in enumerate(self.stats_per_epoch_list):
                # TODO: we ignore batch_statistics for now, we may want to add this in in the future
                epoch_training_stats = e.get_epoch_training_stats()
                epoch_val_stats = e.get_epoch_validation_stats()
                combined_val_acc = None
                combined_val_loss = None
                clean_val_acc = None
                clean_val_loss = None
                triggered_val_acc = None
                triggered_val_loss = None
                if epoch_val_stats is not None:
                    combined_val_acc = epoch_val_stats.get_val_acc()
                    combined_val_loss = epoch_val_stats.get_val_loss()
                    clean_val_acc = epoch_val_stats.get_val_clean_acc()
                    clean_val_loss = epoch_val_stats.get_val_clean_loss()
                    triggered_val_acc = epoch_val_stats.get_val_triggered_acc()
                    triggered_val_loss = epoch_val_stats.get_val_triggered_loss()

                dict_writer.writerow(dict(epoch_number=e.get_epoch_num(),
                                          train_acc=epoch_training_stats.get_train_acc(),
                                          train_loss=epoch_training_stats.get_train_loss(),
                                          combined_val_acc=combined_val_acc,
                                          combined_val_loss=combined_val_loss,
                                          clean_val_acc=clean_val_acc,
                                          clean_val_loss=clean_val_loss,
                                          triggered_val_acc=triggered_val_acc,
                                          triggered_val_loss=triggered_val_loss))

            logger.info("Wrote detailed statistics to %s" % (fname,))






          

      

      

    

  

  
    
    trojai.modelgen.uge_model_generator
    

    
 
  

    
      
          
            
  Source code for trojai.modelgen.uge_model_generator

from typing import Sequence, Union
import logging
import os
import math
import json
import subprocess
import copy
import tempfile

from .config import UGEConfig

from .model_generator_interface import ModelGeneratorInterface, validate_model_generator_interface_input
from .config import ModelGeneratorConfig

logger = logging.getLogger(__name__)
ALL_EXEC_PERMISSIONS = 0o555

"""
This file contains all the functionality needed to train models for a Univa Grid Engine (UGE) HPC cluster.
"""


[docs]class UGEModelGenerator(ModelGeneratorInterface):
    """
    Class which generates models utilizing a Univa Grid Engine
    """
    def __init__(self, configs: Union[ModelGeneratorConfig, Sequence[ModelGeneratorConfig]],
                 uge_config: UGEConfig, working_directory: str = os.path.join(os.environ['HOME'],"uge_model_generator"),
                 validate_uge_dirs: bool = True):
        """
        Initializes a UGE Model Generator
        :param configs: a ModelGeneratorConfig or a Sequence of ModelGeneratorConfig objects which
                        define the models to be created
        :param uge_config: configuration object which specifies how the parallelization should be farmed across the UGE.
        :param working_directory: the directory where the scripts to be run will be stored, along with any objects
            that are persisted to carry out the parallelization.
            NOTE: this should be a directory that is replicated across the cluster (for example, sometimes /tmp is
             configured to not replicate across the cluster
        :param validate_uge_dirs: if True, the directory will be validated to ensure it doesn't begin with /tmp,
            for the reason that typically /tmp is not replicated across the cluster.
        """
        super().__init__(configs)
        self.uge_config = uge_config
        if self.uge_config.multi_model_same_gpu:
            self.configs_expanded = self.configs
        else:
            self.configs_expanded = self.expand_modelgen_configs_to_process()

        self.working_directory = working_directory
        self.validate_uge_dirs = validate_uge_dirs
        self.validate()

[docs]    def expand_modelgen_configs_to_process(self) -> Sequence[ModelGeneratorConfig]:
        """
        Converts a sequence of ModelGeneratorConfig objects into another sequence of ModelGeneratorConfig
        objects such that each element in the sequence only creates one model.
        For example:
          Input: cfgs = [cfg1->num_models=1, cfg2->num_models=2].  len(cfgs)=2
          Output: cfgs = [cfg1->num_models=1, cfg2->num_models=1, cfg2->num_models=1]. len(cfgs)=3
        This is useful so that we can fully distribute all the models that need to be generated
        ########################################
        NOTE: This will lead to multiple configs pointing to the same data on disk.  I'm not sure if
            this is a problem for PyTorch or not, but this is something to investigate if unexpected results arise.
        ########################################
        :return: expanded config configuration
        """
        configs_expanded = []
        for cfg in self.configs:
            num_models = cfg.num_models
            for model_idx in range(num_models):
                # make a copy of the object so that there are no memory conflicts among multiple jobs running
                cfg_copy = copy.deepcopy(cfg)
                cfg_copy.num_models = 1
                configs_expanded.append(cfg_copy)
        return configs_expanded


[docs]    def get_queue_numjobs_assignment(self) -> Sequence:
        """
        Determine the number of jobs to give to each queue based on UGEConfig
        :return: a list of tuples, with each tuple containing the queue in index-0, and the number of jobs
                 assigned to that queue in index-1
        """
        num_available_queues = len(self.uge_config.queues)
        num_jobs_to_process = len(self.configs_expanded)
        num_jobs_to_assign = num_jobs_to_process
        queue_numjobs_assignment = []
        if self.uge_config.queue_distribution is None:
            num_jobs = math.ceil(num_jobs_to_process/num_available_queues)
            for q in self.uge_config.queues:
                if num_jobs_to_assign < num_jobs:
                    num_jobs = num_jobs_to_assign
                queue_numjobs_assignment.append((q, num_jobs))
                num_jobs_to_assign -= num_jobs
                if num_jobs_to_assign <= 0:
                    break
        else:
            for ii, q in enumerate(self.uge_config.queues):
                desired_dist_value = self.uge_config.queue_distribution[ii]
                num_jobs = num_jobs_to_assign*desired_dist_value
                if num_jobs_to_assign < num_jobs:
                    num_jobs = num_jobs_to_assign
                queue_numjobs_assignment.append((q, num_jobs))
                num_jobs_to_assign -= num_jobs
                if num_jobs_to_assign <= 0:
                    break

        return queue_numjobs_assignment


    @staticmethod
    def _gen_py_script(pyscript_fname: str, pyscript_log_fname: str, modelgen_cfg_persist_fname: str,
                      persist_metadata_fname: str,
                      run_id: str = None, filename: str = None) -> None:
        """
        Generate the Python script which will be used to
        :param pyscript_fname: name of the file which will have the Python script
        :param pyscript_log_fname: log filename where all Python program output will be captured
        :param modelgen_cfg_persist_fname: filename of where the configuration data will be persisted for
                distributing the job onto cluster nodes
        :param persist_metadata_fname: filename of where the configuration metadata will be persisted for
                distributing the job onto cluster nodes
        :param run_id: any specified run-id which will be passed to the Runner
        :param filename: any specified filename which will be passed to the runner
        :return: None
        """
        with open(pyscript_fname, 'w') as f:
            f.write('''\
#!/usr/bin/env python
import json
import logging.config
import trojai.modelgen.config as tpmc
import trojai.modelgen.runner as tpmr

# setup logger
logging.config.dictConfig({
    'version': 1,
    'formatters': {
        'detailed': {
            'format': '[%%(asctime)s] %%(levelname)s in %%(module)s: %%(message)s',
        },
    },
    'handlers': {
        'file': {
            'class': 'logging.handlers.RotatingFileHandler',
            'filename': '%s',
            'maxBytes': 10 * 1024 * 1024,
            'backupCount': 5,
            'formatter': 'detailed',
            'level': 'INFO',
        },
    },
    'loggers': {
        'trojai': {
            'handlers': ['file'],
        },
        'trojai_private': {
            'handlers': ['file'],
        },
    },
    'root': {
        'level': 'INFO',
    },
})

modelgen_cfg = tpmc.ModelGeneratorConfig.load("%s")
with open("%s", 'r') as f:
    persist_metadata = json.load(f)
run_cfg = tpmc.modelgen_cfg_to_runner_cfg(modelgen_cfg, run_id=%s, filename=%s)

runner = tpmr.Runner(run_cfg, persist_metadata=persist_metadata, progress_bar_disable=True)
runner.run()
            ''' % (pyscript_log_fname, modelgen_cfg_persist_fname, persist_metadata_fname, run_id, filename))

    @staticmethod
    def _gen_bash_script(bashscript_fname: str, pyscript_fname: str) -> None:
        """
        Generates the bash script, which sets up the correct environment for each node and calls the generated Python
        script to generate the models
        :param bashscript_fname: the filename of the bash script to be generated
        :param pyscript_fname: the filename of the python script which will be called in the bash script
        :return: None
        """
        pyscript_abs_path = os.path.abspath(pyscript_fname)
        with open(bashscript_fname, 'w') as f:
            f.write('''\
#!/bin/bash
source /etc/profile.d/modules.sh
module load cuda91
# setup conda environment
. /cm/shared/apps/anaconda3/etc/profile.d/conda.sh
conda activate trojai

python3 %s
            ''' % (pyscript_abs_path,))
        os.chmod(bashscript_fname, ALL_EXEC_PERMISSIONS)  # give everyone read & execute permissions

    @staticmethod
    def _gen_bash_command(bashscript_fname: str, uge_log_fname: str, queue_name: str,
                         gpu_node: bool = False, sync_mode: bool = False) -> str:
        """
        Creates a UGE command to submit the job to the cluster for processing
        :param bashscript_fname: the bash script to run by the cluster
        :param uge_log_fname: a filename of any log messages captured by the UGE
        :param queue_name: the queue to submit the job to
        :param gpu_node: (bool) indicates whether the queue the job is being submitted to has GPU nodes
        :param sync_mode: if True, then the shell will be captured by this process.  Currently unsupported!
        :return: (str) bash command
        """
        # UGE job submit command example
        #qsub -q gpu-k40.q -l gpu=1 -V -v PATH -cwd -S /bin/bash -j y -sync y -o /home/karrak1/trojai/qsub.log
        #test_torch_cuda.sh

        cmd_list = list()
        cmd_list.append('qsub -q')
        cmd_list.append(queue_name)
        if gpu_node:
            cmd_list.append('-l gpu=1')
        cmd_list.append('-V -v PATH -cwd -S /bin/bash -j y')
        if sync_mode:
            cmd_list.append('-sync y')
        cmd_list.append('-o %s' % (uge_log_fname,))  # logging
        cmd_list.append(bashscript_fname)
        cmd = ' '.join(cmd_list)
        return cmd

[docs]    def run(self, mock=False) -> None:
        """
        Run's the actual UGE job.
        :param mock: if True, then it generates all the necessary scripts but doesn't execute the UGE command
        :return: None
        """
        modelgen_cfgs_processed_idx = 0
        queue_numjobs_assignment = self.get_queue_numjobs_assignment()
        for qj_assignment in queue_numjobs_assignment:
            queue = qj_assignment[0]
            num_jobs = qj_assignment[1]
            queue_subworking_dir_name = queue.queue_name
            for job_idx in range(num_jobs):
                # setup working directory for this job
                job_working_dir = str(job_idx)

                modelgen_cfg_to_schedule = self.configs_expanded[modelgen_cfgs_processed_idx]
                num_models_to_gen = modelgen_cfg_to_schedule.num_models
                for model_idx in range(num_models_to_gen):
                    subjob_working_dir = os.path.join(self.working_directory, queue_subworking_dir_name,
                                                      job_working_dir, str(model_idx))

                    try:
                        os.makedirs(subjob_working_dir)
                    except IOError as e:
                        logger.exception(e)
                        raise IOError(e)

                    filename = None
                    run_id = None
                    if modelgen_cfg_to_schedule.filenames is not None:
                        if isinstance(modelgen_cfg_to_schedule.filenames, str):
                            filename = modelgen_cfg_to_schedule.filenames
                        else:
                            filename = modelgen_cfg_to_schedule.filenames[model_idx]
                    elif modelgen_cfg_to_schedule.run_ids is not None:
                        run_id = modelgen_cfg_to_schedule.run_ids[model_idx]

                    # save a serialized version of the modelgen_config object to the working directory
                    persist_cfg_fname = os.path.join(subjob_working_dir, 'persist_config')
                    modelgen_cfg_to_schedule.save(persist_cfg_fname)
                    # save the experiment information as a persist_metadata to track results after
                    persist_metadata_fname = os.path.join(subjob_working_dir, 'persist_metadata.json')
                    persist_metadata = modelgen_cfg_to_schedule.experiment_cfg
                    with open(persist_metadata_fname, 'w') as f:
                        json.dump(persist_metadata, f)

                    # setup filenames for the python & bash scripts which will be generated to distribute the processing
                    pyscript_fname = os.path.join(subjob_working_dir, "generate_model.py")
                    bashscript_fname = os.path.join(subjob_working_dir, "generate_model_" +
                                                                        queue.queue_name +
                                                                        "_" + str(job_idx) + "_" + str(model_idx) +
                                                                        ".sh")
                    pyscript_log_fname = os.path.join(subjob_working_dir, "generate_model.py.log")
                    uge_log_fname = os.path.join(subjob_working_dir, "log.txt")

                    # create the python script that will run the actual model
                    UGEModelGenerator._gen_py_script(pyscript_fname, pyscript_log_fname,
                                                     persist_cfg_fname,
                                                     persist_metadata_fname,
                                                     run_id, filename)

                    # create the bash script wrapper that will be passed to UGE
                    UGEModelGenerator._gen_bash_script(bashscript_fname, pyscript_fname)

                    # create the command that will be called to submit the job
                    bash_cmd = UGEModelGenerator._gen_bash_command(bashscript_fname, uge_log_fname, queue.queue_name,
                                                                   queue.gpu_enabled, queue.sync_mode)

                    # submit the job
                    logger.info("submitting job with command: " + bash_cmd)
                    if not mock:
                        try:
                            subprocess.run(bash_cmd, shell=True, check=True)
                        except subprocess.CalledProcessError as e:
                            logger.exception(e)
                            raise subprocess.CalledProcessError(e)

                modelgen_cfgs_processed_idx += 1


[docs]    def validate(self) -> None:
        """
        Validate the input configuration
        """
        validate_model_generator_interface_input(self.configs)
        if not isinstance(self.uge_config, UGEConfig):
            msg = "uge_queue_config must be of type UGEQueueConfig"
            logger.error(msg)
            raise TypeError(msg)

        os_temp_dir = tempfile.gettempdir()

        if not isinstance(self.working_directory, str):
            msg = "working_directory must be a path to a directory that the UGEModelGenerator can use to submit jobs"
            logger.error(msg)
            raise TypeError(msg)
        else:
            # check if the working directory is in /tmp, which is not replicated across the cluster and thus should
            # not be used
            if self.validate_uge_dirs:
                if self.working_directory.startswith(os_temp_dir):
                    msg = os_temp_dir + " should not be used for the working directory because OS temp directories " \
                                        "are typically not propagated throughout the cluster!"
                    logger.error(msg)
                    raise ValueError(msg)
            try:
                os.makedirs(self.working_directory)
            except IOError as e:
                logger.exception(e)

        if not isinstance(self.validate_uge_dirs, bool):
            msg = "validate_uge_dirs must be a boolean!"
            logger.error(msg)
            raise TypeError(msg)

        if self.validate_uge_dirs:
            for cfg in self.configs_expanded:
                if cfg.model_save_dir.startswith(os_temp_dir):
                    msg = os_temp_dir + " should not be used as the directory for saving models because OS temp " \
                                        "directories are typically not propagated throughout the cluster!"
                    logger.error(msg)
                    raise ValueError(msg)
                if cfg.stats_save_dir.startswith(os_temp_dir):
                    msg = os_temp_dir + " should not be used as the directory for saving stats because OS temp " \
                                        "directories are typically not propagated throughout the cluster!"
                    logger.error(msg)
                    raise ValueError(msg)
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  Source code for trojai.modelgen.utils

import torch
import pkg_resources


[docs]def make_trojai_model_dict(model):
    """
    Create a TrojAI approved dictionary specification of a PyTorch model for saving to a file. E.g. for a trained model
        'model':
                        save_dict = make_trojai_model_dict(model)
                        torch.save(save_dict, filename)
    :param model: (torch.nn.Module) The desired model to be saved.
    :return: (dict) dictionary containing TrojAI approved information about the model, which can also be used for
        later loading the model.
    """
    # TODO: implement trojai.__version__ and remove pkg_resources module
    return {"class_name": model.__class__.__name__,
            "trojai_version": pkg_resources.require("trojai")[0].version,
            "state_dict": model.state_dict()}



[docs]def resave_trojai_model_as_dict(file, new_loc=None):
    """
    Load a fully serialized Pytorch model (i.e. whole model was saved instead of a specification) and save it as a
        TrojAI style dictionary specification.
    :param file: (str) Location of the file to re-save
    :param new_loc: (str) Where to save the file if replacing the original is not desired
    """
    model = torch.load(file)
    model_dict = make_trojai_model_dict(model)
    if new_loc:
        torch.save(model_dict, new_loc)
    else:
        torch.save(model_dict, file)



[docs]def clamp(X, l, u, cuda=True):
    """
    Clamps a tensor to lower bound l and upper bound u.
    :param X: the tensor to clamp.
    :param l: lower bound for the clamp.
    :param u: upper bound for the clamp.
    :param cuda: whether the tensor should be on the gpu.
    """

    if type(l) is not torch.Tensor:
        if cuda:
            l = torch.cuda.FloatTensor(1).fill_(l)
        else:
            l = torch.FloatTensor(1).fill_(l)
    if type(u) is not torch.Tensor:
        if cuda:
            u = torch.cuda.FloatTensor(1).fill_(u)
        else:
            u = torch.FloatTensor(1).fill_(u)
    return torch.max(torch.min(X, u), l)



[docs]def get_uniform_delta(shape, eps, requires_grad=True):
    """
    Generates a troch uniform random matrix of shape within +-eps.
    :param shape: the tensor shape to create.
    :param eps: the epsilon bounds 0+-eps for the uniform random tensor.
    :param requires_grad: whether the tensor requires a gradient.
    """
    delta = torch.zeros(shape).cuda()
    delta.uniform_(-eps, eps)
    delta.requires_grad = requires_grad
    return delta
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  Source code for trojai.modelgen.architectures.cifar10_architectures

import math
import torch
import torch.nn as nn
import torch.nn.functional as F

NUM_CLASSES = 10


[docs]class AlexNet(nn.Module):
    """
    Modified AlexNet for CIFAR
    From: https://github.com/icpm/pytorch-cifar10/blob/master/models/AlexNet.py
    """
    def __init__(self, num_classes=NUM_CLASSES):
        super(AlexNet, self).__init__()
        self.features = nn.Sequential(
            nn.Conv2d(3, 64, kernel_size=3, stride=2, padding=1),
            nn.ReLU(inplace=True),
            nn.MaxPool2d(kernel_size=2),
            nn.Conv2d(64, 192, kernel_size=3, padding=1),
            nn.ReLU(inplace=True),
            nn.MaxPool2d(kernel_size=2),
            nn.Conv2d(192, 384, kernel_size=3, padding=1),
            nn.ReLU(inplace=True),
            nn.Conv2d(384, 256, kernel_size=3, padding=1),
            nn.ReLU(inplace=True),
            nn.Conv2d(256, 256, kernel_size=3, padding=1),
            nn.ReLU(inplace=True),
            nn.MaxPool2d(kernel_size=2),
        )
        self.classifier = nn.Sequential(
            nn.Dropout(),
            nn.Linear(256 * 2 * 2, 4096),
            nn.ReLU(inplace=True),
            nn.Dropout(),
            nn.Linear(4096, 4096),
            nn.ReLU(inplace=True),
            nn.Linear(4096, num_classes),
        )

[docs]    def forward(self, x):
        x = self.features(x)
        x = x.view(x.size(0), 256 * 2 * 2)
        x = self.classifier(x)
        return x




[docs]class Bottleneck(nn.Module):
    """
    Bottleneck module in DenseNet Arch.
    See: https://arxiv.org/abs/1608.06993
    """
    def __init__(self, in_planes, growth_rate):
        super(Bottleneck, self).__init__()
        self.bn1 = nn.BatchNorm2d(in_planes)
        self.conv1 = nn.Conv2d(in_planes, 4 * growth_rate, kernel_size=1, bias=False)
        self.bn2 = nn.BatchNorm2d(4 * growth_rate)
        self.conv2 = nn.Conv2d(4 * growth_rate, growth_rate, kernel_size=3, padding=1, bias=False)

[docs]    def forward(self, x):
        y = self.conv1(F.relu(self.bn1(x)))
        y = self.conv2(F.relu(self.bn2(y)))
        x = torch.cat([y, x], 1)
        return x




[docs]class Transition(nn.Module):
    """
    Transition module in DenseNet Arch.
    See: https://arxiv.org/abs/1608.06993
    """
    def __init__(self, in_planes, out_planes):
        super(Transition, self).__init__()
        self.bn = nn.BatchNorm2d(in_planes)
        self.conv = nn.Conv2d(in_planes, out_planes, kernel_size=1, bias=False)

[docs]    def forward(self, x):
        x = self.conv(F.relu(self.bn(x)))
        x = F.avg_pool2d(x, 2)
        return x




[docs]class DenseNet(nn.Module):
    """
    From: https://github.com/icpm/pytorch-cifar10/blob/master/models/DenseNet.py
    """
    def __init__(self, block, num_block, growth_rate=12, reduction=0.5, num_classes=NUM_CLASSES):
        super(DenseNet, self).__init__()
        self.growth_rate = growth_rate

        num_planes = 2 * growth_rate
        self.conv1 = nn.Conv2d(3, num_planes, kernel_size=3, padding=1, bias=False)

        self.dense1 = self._make_dense_layers(block, num_planes, num_block[0])
        num_planes += num_block[0] * growth_rate
        out_planes = int(math.floor(num_planes * reduction))
        self.trans1 = Transition(num_planes, out_planes)
        num_planes = out_planes

        self.dense2 = self._make_dense_layers(block, num_planes, num_block[1])
        num_planes += num_block[1] * growth_rate
        out_planes = int(math.floor(num_planes * reduction))
        self.trans2 = Transition(num_planes, out_planes)
        num_planes = out_planes

        self.dense3 = self._make_dense_layers(block, num_planes, num_block[2])
        num_planes += num_block[2] * growth_rate
        out_planes = int(math.floor(num_planes * reduction))
        self.trans3 = Transition(num_planes, out_planes)
        num_planes = out_planes

        self.dense4 = self._make_dense_layers(block, num_planes, num_block[3])
        num_planes += num_block[3] * growth_rate

        self.bn = nn.BatchNorm2d(num_planes)
        self.linear = nn.Linear(num_planes, num_classes)

    def _make_dense_layers(self, block, in_planes, num_block):
        layers = []
        for i in range(num_block):
            layers.append(block(in_planes, self.growth_rate))
            in_planes += self.growth_rate
        return nn.Sequential(*layers)

[docs]    def forward(self, x):
        x = self.conv1(x)
        x = self.trans1(self.dense1(x))
        x = self.trans2(self.dense2(x))
        x = self.trans3(self.dense3(x))
        x = self.dense4(x)
        x = F.avg_pool2d(F.relu(self.bn(x)), 4)
        x = x.view(x.size(0), -1)
        x = self.linear(x)
        return x




[docs]def DenseNet121():
    return DenseNet(Bottleneck, [6, 12, 24, 16], growth_rate=32)



[docs]def DenseNet169():
    return DenseNet(Bottleneck, [6, 12, 32, 32], growth_rate=32)



[docs]def DenseNet201():
    return DenseNet(Bottleneck, [6, 12, 48, 32], growth_rate=32)



[docs]def DenseNet161():
    return DenseNet(Bottleneck, [6, 12, 36, 24], growth_rate=48)



[docs]def densenet_cifar():
    return DenseNet(Bottleneck, [6, 12, 24, 16], growth_rate=12)
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  Source code for trojai.modelgen.architectures.mnist_architectures

import torch.nn as nn

"""
Defines various architectures useful for the MNIST dataset.
"""


[docs]class ModdedLeNet5Net(nn.Module):
    """
    A modified LeNet architecture that seems to be easier to embed backdoors in than the network from the original
    badnets paper
    Input - (1 or 3)x28x28
    C1 - 6@28x28 (5x5 kernel)
    ReLU
    S2 - 6@14x14 (2x2 kernel, stride 2) Subsampling
    C3 - 16@10x10 (5x5 kernel)
    ReLU
    S4 - 16@5x5 (2x2 kernel, stride 2) Subsampling
    C5 - 120@1x1 (5x5 kernel)
    F6 - 84
    ReLU
    F7 - 10 (Output)
    """

    def __init__(self, channels=1):
        super(ModdedLeNet5Net, self).__init__()
        self.convnet = nn.Sequential(
            nn.Conv2d(channels, 6, kernel_size=(1, 1)),
            nn.ReLU(),
            nn.MaxPool2d(kernel_size=(2, 2), stride=2),
            nn.Conv2d(6, 16, kernel_size=(5, 5)),
            nn.ReLU(),
            nn.MaxPool2d(kernel_size=(2, 2), stride=2),
            nn.Conv2d(16, 120, kernel_size=(5, 5)),
            nn.ReLU()
        )
        self.fc = nn.Sequential(
            nn.Linear(120, 84),
            nn.ReLU(),
            nn.Linear(84, 10),
            nn.LogSoftmax(dim=-1)
        )

[docs]    def forward(self, img):
        output = self.convnet(img)
        output = output.view(img.size(0), -1)
        output = self.fc(output)
        return output




[docs]class BadNetExample(nn.Module):
    """
    Mnist network from BadNets paper
    Input - 1x28x28
    C1 - 1x28x28 (5x5 kernel) -> 16x24x24
    ReLU
    S2 - 16x24x24 (2x2 kernel, stride 2) Subsampling -> 16x12x12
    C3 - 16x12x12 (5x5 kernel) -> 32x8x8
    ReLU
    S4 - 32x8x8 (2x2 kernel, stride 2) Subsampling -> 32x4x4
    F6 - 512 -> 512
    tanh
    F7 - 512 -> 10 Softmax (Output)
    """

    def __init__(self):
        super(BadNetExample, self).__init__()
        self.convnet = nn.Sequential(
            nn.Conv2d(1, 16, kernel_size=(5, 5)),
            nn.ReLU(),
            nn.AvgPool2d(kernel_size=(2, 2), stride=2),
            nn.Conv2d(16, 32, kernel_size=(5, 5)),
            nn.ReLU(),
            nn.AvgPool2d(kernel_size=(2, 2), stride=2),
        )
        self.fc = nn.Sequential(
            nn.Linear(512, 512),
            nn.ReLU(),
            nn.Linear(512, 10),
            nn.Softmax(dim=-1)
        )

[docs]    def forward(self, img):
        output = self.convnet(img)
        output = output.view(img.size(0), -1)
        output = self.fc(output)
        return output
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